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“To implement policies and practices that increase the diversity of the 

workforce without understanding how diverse individuals can come together 
to form effective teams is irresponsible” (emphasis added). 
 

Elizabeth Mannix and Margaret A. Neale1 
 

 Many organizations use teams and promote diversity. But without 
implementation of proper processes, teams will fare poorly despite the 

best of intentions. 

 There are three types of diversity: social category, cognitive, and value. 

The best teams have high cognitive diversity and low value diversity. Social 
and cognitive diversity often, but not always, go together.  

 The optimal team size is four to six people. Teams that are too large are 

ineffective because of the cost of process coordination and social loafing. 

 How the team votes makes a big difference in how the team decides. 

There is no perfectly fair way to vote, but leaders should make sure team 
members are independent in voicing their opinions. 
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Executive Summary    

 

 Many organizations use teams and promote diversity. But without implementation of proper processes, 
teams fare poorly despite the best of intentions. 

 
 The optimal team size is four to six people. Teams that are too large are ineffective because of the cost 

of process coordination and social loafing. 
 

 There are three types of diversity: social category, cognitive, and value. The best teams have high 

cognitive diversity and low value diversity. Social category and cognitive diversity frequently, but not 
always, go together.  

 
 Teams have a tendency to discuss shared information. But quality decision making requires revealing 

unshared information as well.  
 

 Teams perform better when trained in methods to effectively gather and evaluate alternatives. 
 

 Good team leaders focus on process, not outcome, and maintain focus. 
 

 Effective leaders extract information from all team members, including introverts and those of lower social 
status. 

 
 How the team votes makes a big difference in how the team decides. There is no perfectly fair way to 

vote, but leaders should make sure team members are independent in voicing their opinions. 
 

 Groupthink is rare but debilitating. Symptoms of groupthink include overestimation of the group’s abilities, 
close-mindedness, and pressure to conform. 

 
 There are substantial effects related to the time of day. When team members are tired, they tend to 

default to the status quo. 
 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



  January 8, 2014 
 

Building an Effective Team 3 

Introduction 

 

In the late 1980s, a professor of social and organizational psychology named J. Richard Hackman set out to 
edit a book on the topic of effective teams. Hackman recruited colleagues to share 30 or so case studies on 

task forces, performing arts groups, and customer service teams. The working title he suggested to his editor 
was Groups That Work.     

 
After reading the draft, Hackman’s editor pointed out that only four of the teams that the researchers studied 

were actually effective. So he suggested a revised title: Groups That Work (and Those That Don’t).2 As 
Hackman later noted ruefully, the subtitle captured reality better than the title did.3 If you have been part of a 

team, and especially a committee, you can probably relate to the fact that most teams aren’t as effective as 
they could be. 

 
This is a big deal because teams make lots of consequential decisions. For example, investment committees 

oversee about $5 trillion in assets, and there is clear evidence that they have a tendency to buy high and sell 
low.4 Further, approximately 60 percent of equity mutual funds are run by groups or teams of individual 
managers, up from 30 percent in the early 1990s.5        

 
This report is about how to build, manage, and lead a team so as to make effective decisions. We will place 

special emphasis on investment committees, a group with a fiduciary responsibility to make financial decisions 
on behalf of beneficiaries. Most organizations form and operate teams with the best of intentions but fail to 

improve decision making because most participants in the group don’t know how to be effective. This is 
particularly true of team leaders. 

 
A successful team understands the task it is charged to complete, generates options as to how to accomplish 

the task most effectively, decides the best course of action, and executes on the decision. Ideally, the team’s 
results should be measurable, and the team’s members should be held accountable for their decision-making 

process.  
 
In recent decades, most organizations have created programs to promote diversity. Creating a diverse 

organization may be redeeming on multiple levels, but one ostensible objective of a diversity program is to 
sharpen the quality of decisions. Yet, as Elizabeth Mannix and Margaret Neale suggest in the quotation at the 

top, promoting diversity without understanding how to manage diversity is irresponsible. Thoughtful leaders 
must be aware of what makes for a successful team and must be explicit about managing the team properly.       
 

Building the Team 

 

There are three main considerations in building a team: its features, size, and composition. Each area presents 

opportunity and risk. It is crucial to be alert to these considerations and to be explicit in constructing a team so 
as to minimize mistakes.  

 
Hackman suggests that real teams have certain essential features, including a team task, clear boundaries, 

authority to manage work processes, and an element of membership stability.6 Teams that lack these 
conditions are generally doomed to fail from the beginning.        
 

We tend to use the term “team” loosely, but a team exists only when there is interaction among the members. 

In a company there may be many individuals who have similar responsibilities and who report to the same 
manager. But unless those workers interact with one another to do their jobs, they are a co-acting group and 
not a team.  
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So it is important to start by determining the nature of the task and by asking whether an individual or a team 
is in a better position to handle the job. Lots of tasks are better done by individuals than teams, including 

writing and executive leadership.7 A task is a specific outcome that an observer can measure and where there 
is accountability.8 Team tasks should have a stated purpose and process.  

 
Good teams also have defined boundaries, which simply means that it is clear who is part of the team and 

who is not. Because many professionals interact with lots of others inside and outside their organizations, they 
run the risk of being unclear about which teams they belong to. But there is peril in running too far the other 

way, too. Teams operate in a larger organizational context, and it is important that the group maintain and 
manage relations in the larger social system. So you want your team to be clearly defined but not isolated 

from the broader organization in which it operates. 
 

That a team has clear authority is also critical. This means that team members understand which decisions are 
theirs to make. Generally speaking, management is most effective at setting the task and building the team, 
whereas the team members are better suited at figuring out the work process and executing on the ground. 

But alternative team structures may require allocating responsibilities in very different ways. For example, a 
manager may assume authority for all functions save execution, while a self-governed team may assume 

authority for all aspects of successful task completion.  
 

Finally, the research shows that stable teams tend to perform better than teams that have members who 
rotate constantly. For example, analysis by the National Transportation Safety Board found that 73 percent of 

aircraft “incidents” occur on a crew’s first day of flying together.9 The reason stability is valuable is that the 
team members learn about the strengths and weaknesses of each member, figure out how to work together, 

and generally grow to appreciate their shared goals.   
 
In considering a task for a team, management is also well served to consider intrinsic motivation. What kinds 

of tasks motivate team members? Good direction is challenging, clear, and consequential. Challenge ensures 
that team members must use all of their skills so that achieving the task is motivating and energizing. Clarity 

aligns the performance with the broader strategic and financial objectives of the organization. And 
consequential engages the team members because they know that their work makes a difference.10  

      
The next consideration in building a team is the appropriate size. A larger team offers potential productivity 

(PP), as a large group is likely to know more information and have more skills than a small group. However, 
process losses (PL) grow as the size of the group increases. These losses include reduced motivation and 

elevated costs of coordination. Actual productivity (AP) is the difference between the two (PP – PL = AP). 
Exhibit 1 shows this. 

 
Exhibit 1: Actual Productivity Is Potential Productivity Less Process Loss 

 
Source: J. Richard Hackman, Leading Teams: Setting the Stage for Great Performance (Boston, MA: Harvard Business School Press, 2002), 117.  

(a) Potential productivity (b) Process losses (c) Actual productivity
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The research suggests that an optimal team size is four to six.11 Scientists asked actual teams of varying sizes 
whether “the group is too small” or “the group is too large” and found that the intersection was between four 

and five. Hackman suggests that no team should have membership in the double digits and that it’s better to 
have a team that is too small than one that is too large.12  

 
Consistent with the equation that determines actual productivity, the goal in building a team is to have as much 

information and skill as possible—diversity—while maintaining a group size that is sufficiently small to work 
effectively. A survey of more than 120 investment committees revealed that 32 percent of them had 1-5 

members, 45 percent had 6-8, 16 percent had 9-11, and 7 percent had 12 or more. A majority of people on 
investment committees of six or more said that they would prefer a smaller group.13    

 
Most organizations strive to promote diversity but are unclear about how different types of diversity contribute 

to performance. There are three types of diversity: social category diversity, cognitive diversity, and value 
diversity.14 Social category diversity addresses what most people think of when they hear about diversity in the 
workplace. It reflects differences in race, ethnicity, gender, age, religion, sexual orientation, and physical 

abilities. Cognitive diversity includes differences in education, training, experience, expertise, information, 
personality, cultural background, and motivation.15 (See Exhibit 2.) Value diversity captures differences in the 

perception of the team’s task, goal, or mission.   
 

Exhibit 2: Examples of Social Category and Cognitive Diversity  

        Social category diversity    Cognitive diversity 

        Race          Education 

        Ethnicity         Functional knowledge 

        Gender         Information or expertise 

        Age          Training 

        Religion         Experience 

        Sexual orientation      Abilities 

Source: Elizabeth Mannix and Margaret A. Neale, “What Differences Make a Difference? The Promise and Reality of Diverse Teams in Organizations,” 

Psychological Science in the Public Interest, Vol. 6, No. 2, October 2005, 36. 

 

Ideally, you want a team to have high cognitive diversity and low value diversity. High cognitive diversity 
ensures that the team has the requisite tools and information to solve problems effectively, and low value 

diversity means the team is unified in its purpose. Social category diversity’s impact on team performance is 
more equivocal. While social category diversity can boost morale, it can also lead to process losses as the 

team members have more conflict and have trouble integrating socially and communicating. In truth, a majority 
of people feel most comfortable dealing with others who are in similar social categories. 

 
So it is possible to have a team where the members look the same but think differently. Likewise, it is possible 
to have a team that looks different but thinks the same. There is some evidence that social category diversity 

is related to cognitive diversity, but they are clearly not the same.16 At the end of the day, you want cognitive 
diversity. 

 
A survey by John Payne, a professor of psychology at Duke University, and Arnold Wood, President and CEO 

of Martingale Asset Management, suggests that most investment committees are a homogenized bunch. For 
example, they found that 85 percent of committee members were white males over 50 years old, found no 

members under the age of 30, and that only 15 percent were women. While it is possible that these 
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committees have high cognitive diversity, the social category profile suggests that those who assembled the 
committees placed a greater emphasis on similarity and low conflict than on cognitive diversity.    

  
Why does cognitive diversity matter so much? Scott E. Page, a professor of complex systems, political 

science, and economics at the University of Michigan, answers the question through what he calls the 
“diversity prediction theorem.”17 Here’s the equation: 

 
     Collective error = average individual error – prediction diversity 

 
Collective error captures the quality of the group’s decisions. Average individual error reflects how accurate 

the people are within the group. And prediction diversity captures the dispersion of views, or how different the 
group members are. You can think of average individual error as “smarts” and prediction diversity as “diversity.”  

 
Two axioms come out of the diversity prediction theorem. The collective error is always smaller than the 
average individual error. That’s why a group performs better than an individual. Second, minimization of 

collective error is equal parts smarts and diversity.  
 

All organizations want to assemble smart teams, but they often fail to appreciate the significance of diversity in 
reducing errors. When judgments become highly correlated, the quality of the team’s decisions plummets for 

all but the simplest of tasks. The appendix provides an example of how the diversity prediction theorem works, 
including the math behind it. 

 
Psychologists have studied in great detail the concept of an individual’s general intelligence, a measure of 

ability across a range of tasks, which is denoted as the “g factor.” A recent research paper examines whether 
groups have a similar ability, which the scientists call “collective intelligence,” or the “c factor.”18 They indeed 
found a “c factor” in groups of two to five people, and that the factor was not strongly correlated with the 

average intelligence of the team members or with having one super-smart person.  
 

There was a noteworthy correlation between the level of performance and the degree of social sensitivity, 
which is the ability to read others. For example, teams that had a member or two who dominated the 

conversation fared worse than teams where the discussion was more equal among the members. The study 
also showed that women contribute social sensitivity to teams, and hence the proportion of women in a team 

was positively correlated with the “c factor.” 
 

Research suggests that stable teams do better than teams that constantly rotate members. But it also stands 
to reason that new team members can inject energy and diversity. Two network theorists, Brian Uzzi at 

Northwestern University and Jarrett Spiro at Stanford University, examined the interactions between all of the 
artists who created Broadway shows from 1945-1989.19 In this unique study, Uzzi and Spiro focused on the 
degree of connectedness between the creative artists.  

 
The scientists found that critical and commercial successes tended to have an intermediate amount of 

connectedness. Collaborating artists who hadn’t worked together before, and therefore had weak connections, 
tended to do poorly. The same was true for artists who worked together all the time and hence were highly 

connected. Some balance between novelty and familiarity produced the best results. Erring on the side of too 
much connectedness appears to be better than too little connectedness. 

 
The benefits of diversity may extend beyond simply bringing together multiple points of view. One study 

suggests that diverse groups of individuals tend to actually put more effort into tasks than do homogeneous 
groups.20 The researchers found that diverse groups are less concerned with social relationships and as a 
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result get right to work, whereas homogeneous groups expend too much effort avoiding conflict and too little 
effort addressing the task at hand. 

 
Building a successful team requires structuring the team properly and recruiting the right number of members 

with high cognitive diversity and low value diversity. A high performance team will create collective intelligence, 
but only if the team is properly managed.   

 

Managing the Team 

 

Simply stated, a team’s mission is to agree on a task, identify options to best approach the task, decide how 

to proceed, and see to it that the organization executes the plan.    
 

One useful starting point in leading a team is the categorization of problems. Some problems have clear and 
correct answers. These are factual questions, and someone on the team may know the answer or know how 

to access the answer. In these cases, the team should quickly defer to that individual and move on to more 
challenging problems. In other cases, it is appropriate to combine the resources of the team to solve the 
problem. In either case, there is a discernible answer.   

 
The harder problems are complex and generally require some sort of prediction. These are the most 

consequential problems a team faces, and there are rarely simple answers. Examples for an investment 
committee might include asset allocation decisions, investment manager changes, and anticipating the returns 

for various asset classes. With the correct process in place, committees are more effective than an individual 
at addressing these questions.  

 
Another essential element in managing a team is monitoring time allocation. The survey by Payne and Wood 

asked committee members to rank their tasks from most to least important and then asked the members to 
keep track of how they actually allocated their time. They found a substantial mismatch: The committees 

spent a great deal of time on issues that they did not deem important and little time on the topics they 
perceived to be of the highest importance. Wood suggests that the less important topics provide committee 
members with “easy gratification,” a sense that they are getting things done. But they fail to address the more 

relevant, and often more difficult, issues where agreement may not be easy to achieve.21     
 

Perhaps the most essential role of a team is unearthing, pooling, and weighing information so as to arrive at 
an informed decision. If committee members have a point of view that they don’t reveal, or they defer 

unnecessarily to perceived experts on the team, prediction diversity suffers.  
 

One well-documented example comes from the study of shared versus unshared information. Shared 
information is knowledge the entire group has, whereas unshared information is unique to a particular 

individual. The goal of a team is to consider all relevant and available information, but the research consistently 
shows that teams fail to consider unshared information.  
 

A pair of psychologists, Garold Stasser and William Titus, conducted a study that examined how effective 
teams were in incorporating unshared information into their decisions.22 In groups of four, the teams had the 

task of selecting between three candidates for student body president. You can imagine the team selecting a 
new investment manager, which investment bank to hire, or the next leader of the organization.  

 
The researchers constructed the facts so that the profile of candidate A had the most attributes that were 

valued highly. As a result, the group would deem candidate A the most attractive were all the information 
shared. They then ran two separate experiments. In the first case, all the members received the same 
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information, so all of their information was shared. When asked to select a candidate, the groups selected 
candidate A 83 percent of the time.    

 
In the second case, the total pool of information the group received still favored candidate A. However, the 

researchers distributed the information differently. The members received a smaller amount of shared 
information than they did in the first case, and each individual also received some unshared information. The 

unshared information was positive about candidate A and negative about candidate B. So candidate B looked 
better based solely on the shared information, but with the pooling of the unshared information candidate A 

would still come out on top. Under this condition, the groups selected candidate B 71 percent of the time. 
 

In discussions, team members tend to talk much more about their shared information than their unshared 
information, and they tend to place too great a weight on shared information at the expense of unshared 

information.23 Failure to reveal and consider unshared information causes diversity to slip and hence a 
deterioration in the quality of decisions. Individuals withhold unshared information for myriad reasons, including 
a fear of challenging someone of higher status in the organization, a drive for group consensus or a shunning 

of conflict, poor communication skills, time constraints, and deference to a perceived expert. 
 

One example of this comes from a study of airline pilots. In the 1990s, Korean Air had one of the worst safety 
records of any commercial airline. The rate at which the airline lost hulls, a case when the airplane is totally 

destroyed or damaged beyond repair, was 17 times higher than that of the leading U.S. carriers despite 
having a modern and functional fleet of planes.  

 
Communication in the cockpit was the problem. Cockpits can be hierarchical, with the captain in charge and 

the first officer in a lower position. A number of Korean Air incidents were marked by the first officer using 
indirect language to communicate to the captain, which preserved the hierarchy but failed to convey crucial 
information in a sufficiently direct manner. These cases reveal an inability to communicate unshared 

information as the result of social dynamics.24 

 

In building teams, leaders frequently seek to find experts to match the types of problems that they anticipate 
facing. For example, if an endowment is considering increasing its weight in alternative investments, it may 

seek to add a private equity expert to its investment committee. However, the evidence is strong that experts 
are no better than informed individuals, and worse than groups, at making predictions in realms that are 

complex, including politics, economics, and markets.  
 

Philip Tetlock, a psychologist at the University of Pennsylvania, has studied the quality of expert predictions in 
depth. He argues that, “People who devoted years of arduous study to a topic were as hard-pressed as 

colleagues casually dropping in from other fields to affix realistic probabilities to possible futures.” He says that 
the degree of sophistication is “pegged in the vicinity of savvy readers of high-quality news sources such as 
the Economist, the Wall Street Journal, and the New York Times.” 25 Experts do tend to talk more during team 

meetings, but there is no evidence that teams with experts are any more accurate than those without them.26       
 

While failure to share all relevant information is a clear risk, there is something you can do about it. Research 
suggests that teams that receive training do a better job of sharing information.27 This has two parts. First, 

leaders teach the team to plan how they are going to make their decision. Most teams simply jump into the 
task without giving consideration of what strategies they seek to employ to address the task. 

 
The second part of the training emphasizes working hard to reveal all relevant information and cautions against 

embracing the first solution that the group considers. Both aspects of the training make overt the process of 
revealing information. 
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Effective teams spend time categorizing problems, develop a strategy to approach their tasks, make sure that 
their time allocation matches their priorities, and work hard to reveal and consider all relevant information. 

Team leadership is essential to the effectiveness.  
  

Leading the Team 

 

The goal of a team leader is to establish and maintain the handful of organizational conditions that foster 
competent teamwork and, ultimately, quality decision making. Simply stated, the role of the leader is to make 

sure that the process of revealing information, weighing alternatives, and voting on the best option is done 
correctly.  

 
Studies suggest that the best leaders are those who focus intently on process rather than outcome. Leaders 

who advocate for one position going into a discussion get low marks from the team, and those teams tend to 
make poor decisions unless that leader has specific insight. Leaders who work hard to unearth all options and 

alternatives score high marks from teams and generate better decisions.28 

 
Effective leaders maintain focus. Focus means prioritizing issues, allocating time accordingly, and ensuring 

that the team members with dominant personalities are kept in check. If you’ve ever been on a team or 
committee you know the type of person who gets off topic easily and fills airtime with inanities. A good leader 

makes sure that no one derails the process of decision making.  
 

Studies of teams categorize leaders as “participative” or “directive.” Participative leaders “share their power 
with subordinates by actively including them in the decision-making process” while directive leaders “perceive 

less value in member input and are less inclined to examine a variety of solution alternatives.”29 

  

Not surprisingly, participative leaders coaxed more information to the surface, and teams led by directive 
leaders frequently made decisions that were consistent with the leader’s initial views. When the information of 

a directive leader does not point to the best alternative, the quality of the team’s decision suffers dramatically.  
 
Good leaders listen carefully and can detect information no matter how the speaker conveys it. All of us speak 

both directly and indirectly. For instance, in the case of a chilly room, a person of superior status may say to 
an underling, “close the window” or, simply, “it’s cold in here.” Whether we speak directly or indirectly is a 

function of our personality, the situation, and the culture in which we operate.  
 

Problems arise when others misinterpret the intention of the speaker. Direct orders can be offensive, for 
example, and indirect orders can be perceived as unclear. Context is crucial, and good leaders read the 

situation effectively.30     
 

One useful technique that leaders can use for gathering information is called a “premortem.”31 Gary Klein, a 
psychologist who developed this technique, suggests that the premortem is the hypothetical opposite of a 
postmortem, where decision makers review a past failure to better understand the cause. Postmortems are a 

useful tool for learning from past mistakes, but do nothing about the bad outcome.  
 

With a premortem, the team assumes that it has come to a decision and has proceeded with the project. The 
leader then asks the team members to catapult themselves into the future, say one year from now, and 

assume that the project was a fiasco. The members then write down, independently, why the project failed. 
Research suggests that this approach of using “prospective hindsight” sharply improves the ability to reveal 

overlooked or underappreciated factors.     
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The leader then collects the reasons for failure. Experience shows that this exercise opens up the minds of 
team members and can also reveal information that was either unshared or insufficiently considered.    
 

How to Decide 

 

Years ago I was on a committee that was voting on bringing a candidate into an organization. I had seen this 
scientist’s application, reviewed his letters of recommendation, and participated in our group discussion of the 
pros and cons of having him join. Based on what I saw and heard, I thought he would make a good addition 

and was prepared to vote for him. 
 

The chair of the committee then went around the conference room table asking each member for a “yea” or a 
“nay.” Seated to my right, and set to vote a moment before me, was a physicist who had won the Nobel Prize 

and is likely the smartest person I have ever met. When the vote came to him, he said nay. My heart sank as I 
felt an acute conflict: I was prepared to say yea and the world’s smartest man just said nay. When my turn 

came, I said nay, slid down in my chair, and immediately regretted my decision. 
 

You may argue that I was wrong but you probably sympathize with my plight. I fell prey to social pressure, 
which probably took at least two forms. It is socially comfortable to vote the same way as an eminent individual. 
It put us on the same side. Also, his vote caused me to call into question my favorable assessment. If a super-

smart scientist is saying no, who am I to say yes? But as we have already seen, experts are not necessarily 
better forecasters than informed laymen. That was probably true in this case.  

 
This story introduces the idea of how best to decide. The simple answer is to vote independently. By going 

around the room as he did, the chair of that committee invited social conformity and quashed independence. 
Submitting and tallying ballots is a quick and easy way to ensure that team members can express their diverse 

views. A leader who skillfully surfaces all information risks losing the benefit of that effort if the aggregation 
process fails. Independence, which preserves diversity, is essential. 

 
The mechanism of voting is also very important. First, a team must decide what constitutes a successful vote. 

There are a handful of voting thresholds, each of which serves a different purpose. With a quorum, a subset 
of the members decides on behalf of the team. Quorums are often sufficient for decisions that must be quick. 
Honeybees, for example, use a quorum-sensing technique to find new homes. When approximately 15 bees 

sense one another at an attractive abode, they return to the swarm and prompt it to move in.32 

 

The next threshold is a majority, or a modal selection when there are multiple options. This threshold works 
well. For instance, a number of prediction markets collect votes on the winners of the various categories for 

the Academy Awards. These markets have a very good track record at identifying the winners.  
 

Consensus is the most stringent threshold. In dealing with predictions, a consensus is generally too high a bar 
to clear. Most committees that reach a consensus on important issues of the future are likely too homogenous 

or are suppressing the views of dissenters. It is common for some team members to sublimate their view in 
order for the team to move forward. This creates a false sense of harmony and undermines a proper process 
of decision making.   

 
Although voting by ballot may seem to be a straightforward approach to deciding on issues, there is no single 

way to best reflect the views of the group. There is a large literature on the theory of voting methods, and a 
core finding is that there is no such thing as a single, “fair” voting system. In other words, the method you 

choose for voting can provide different outcomes.33  
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Here’s a simple example. Let’s say you are part of a five-person investment committee that is seeking to hire 
a new investment manager. The process comes down to three candidates, A, B, and C. The committee hears 

each manager’s presentation and debates the merits of each. Now it’s time to decide. 
 

You are the chair of the committee. Let’s say you hand out ballots with a simple instruction: “Please write 
down your favorite candidate.” All of the members comply. When you tally the results, this is what you see: 

   
    Committee member 

      1   2   3   4   5 

           B   B   C   B   C  

 

Three members vote for B, two vote for C, and none vote for A. Since B wins three votes to two, you call 
investment manager B and share the good news, “You’re hired!”  

 
But what if you did something slightly different? Say you told each committee member that he or she had 100 

points to allocate to the managers. So instead of a simple preference, you instruct the members to weight 
their preferences.  
 

When you tally those results, here’s what you get: 
 

    Committee member 

      1   2   3   4   5 

       First   B=50  B=60  C=60  B=40  C=70 

       Second  C=40  A=30  A=20  C=35  B=20 

       Third   A=10  C=10  B=20  A=25  A=10 

 

In this case, C garners 215 points, B 190 points, and A just 95 points. Even though three out of five 
committee members placed B first, which we saw in the prior voting round, C earns 215 points to B’s 190 

points and surfaces as the winner. So you call investment manager C with the congratulations. 
 

The lesson is that there is no perfectly fair way to vote, but some approaches are fairer than others. Here’s 
some guidance that may be useful. If the criterion for deciding is simple and clear, a simple vote of preference 

will suffice. But if the decision rests on multiple criteria, it behooves the committee to be explicit about those 
criteria and to weight them if possible. Then, a point allocation method may be a richer way to capture the 
views of the committee. 

 

How Teams Go Wrong 

 

We opened with a quotation from Elizabeth Mannix and Margaret Neale that suggests that encouraging 

diversity without understanding how to manage it is irresponsible. At this point, it should be clear that effective 
teams are those that navigate between too little and too much diversity. Most descriptions of how teams fail 

suggest a swing toward one of those extremes. 
 

Let’s start with team composition. Teams that are too large allow for social loafing, a case when team 
members do not contribute sufficiently to achieving the task at hand. When many people are involved in 

completing a task, it can be rational for an individual to assume that others will carry the load of work and 
hence slack off.  
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In an experiment from a century ago, a French engineer named Max Ringelmann asked individuals to pull on a 
rope attached to a strain gauge in order to measure their effort. He then asked multiple subjects to pull on the 

rope and found that people pull less hard when in a group. This is called the “Ringelmann effect,” which 
suggests an inverse relationship between the size of the team and the magnitude of each individual’s effort.34     

   
Teams that are too large, or too diverse, also fail to collaborate effectively. One study of more than 50 teams 

at large companies found that large or diverse teams tended to form subgroups. The “in-group” worked well 
together and solidified beliefs and felt dismissive of the “out-group.”35 Ideal teams have 4-6 members who are 

cognitively diverse and have low value diversity. Such a team maximizes potential productivity and minimizes 
process losses. Naturally, effective leadership is also crucial. 

 
You want team members to share all of their information, including the voicing of dissenting views.36 Prior 

beliefs, the revelation of information, and group dynamics are all highly relevant in the process of surfacing 
information. Teams frequently fail to consider all of the information that is relevant to the task at hand. 
 

For example, research shows that team members prefer information that supports their initial preferences to 
information that conflicts with their views.37 Teams, similar to individuals, suffer from confirmation bias, the 

tendency to seek confirming evidence and to disavow or dismiss disconfirming evidence. Having even one 
member of the team dissent weakens this effect. This underscores the significance of cognitive diversity. 

 
A side effect of seeking or incorporating only information that supports an initial viewpoint is that the group’s 

confidence rises more than the group’s accuracy justifies. For teams as well as individuals, more information 
leads to more confidence without an accompanying improvement in forecast accuracy. You should not seek 

information for its own sake or information that merely reaffirms your view. Rather, seek information that 
challenges your prior beliefs.38  

 

Teams with insufficient diversity can polarize, seriously eroding the quality of decisions. In one experiment, 
researchers assembled groups of citizens in the state of Colorado. The first group was from Boulder, a city 

known to be politically liberal, and the second group was from the conservative city of Colorado Springs. The 
researchers asked the individuals about their views on socially contentious issues such as global warming, 

affirmative action, and same-sex marriage. They then put the citizens from each city into groups of five and 
asked them to deliberate on the issues.  

 
For both cities, the deliberations caused the groups to adopt more extreme views than the individuals. The 

citizens of Boulder, liberal to start, became even more liberal following deliberation. The same pattern held for 
Colorado Springs. As the researchers conclude, “Deliberation thus increased extremism.”39    

 
A related concept is “groupthink,” which occurs when a team minimizes conflict and seeks a consensus. A 
concept developed and popularized by a social psychologist named Irving Janis, groupthink arises when the 

striving for group unanimity overrides the “motivation to realistically appraise alternative courses of action.” 
Groupthink is associated with a number of decision-making disasters including the Bay of Pigs Invasion in 

1961 and the explosion of the space shuttle Challenger in 1986.40     
 

Janis noted three symptoms of groupthink. One is overestimation of the group, including the group’s power 
and morality. Second is a group that is close-minded. This is a case where confirmation bias is taken to 

dangerous levels. The last symptom is pressure to conform, where team members either censor themselves or 
pressure nonconforming members to embrace the group’s view. While full blown cases of groupthink are rare, 

it is common to see some of these symptoms plague teams. 
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Another way teams fail is by improperly aggregating information as the result of faulty voting. Once the team 
has surfaced alternatives and it comes time to make a decision, the leader of the team should make all efforts 

to ensure that voting is independent. Soliciting answers or going around the room invites social conformity and 
degrades the quality of the decision.  

 
We’ll end the discussion of how teams go wrong with a factor that most leaders overlook: the time of day. Say 

an investment committee has a full day meeting with a jam-packed agenda. Schedulers will naturally allow for 
breaks. It turns out the timing of the breaks has a large influence on the team’s decisions. 

 
In a recent study, psychologists examined decisions regarding parole for prisoners.41 The parole board 

consisted of a judge, a criminologist, and a social worker. The criminologist and social worker gave the judge 
professional advice, but the judge had the final say.  

 
The judges had two breaks a day, a late morning snack and lunch, so the researchers could separate the day 
into three “decision sessions.” They found the timing of those breaks had an enormous influence on favorable 

rulings. At the beginning of a decision session, the prisoner had about a two-thirds chance of a beneficial 
ruling. But that probability drifted toward zero just prior to a break.  

 
Exhibit 3 shows this pattern, with the ordinal position of the prisoners on the horizontal axis and the 

percentage of favorable rulings on the vertical axis. There did not appear to be a deliberate ordering based on 
the characteristics of the prisoners. Contrary to the principle of legal formalism, an extraneous factor seems to 

have played a prominent role in judicial decisions. 
 

One reasonable interpretation of this finding is that judges get tired and hungry. As a result, just prior to rest 
and refueling, they default to the status quo. In this study, the status quo meant saying no to a request.42  
 

It takes little imagination to see how this finding is relevant for other teams as well. This research presents at 
least two lessons. The first is for leaders to set the agenda so that tougher issues arise when the team is at its 

best—the beginning of a decision session. The second is the awareness that many factors beyond a rational 
and deliberative process influence outcomes. No team member, and especially not a leader, should discount 

the social context of group decision making.  
 

Exhibit 3: Teams Default to the Status Quo Right Before Breaks 

 
Source: Figure 1 from Shai Danziger, Jonathan Levav, and Liora Avnaim-Pesso, “Extraneous Factors in Judicial Decisions,” PNAS, February 2011. 
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Summary  

 

Research tells us that more than 80 percent of white collar workers partner with co-workers in order to do 
their jobs.43 But research also shows that most teams do not function as well as they should or could. One 

reason is that most leaders and team members simply do not understand what goes into being effective. 
 

The key is to assemble a small, cognitively diverse group, work hard to surface unshared information and 
avoid bias, and decide in an independent and unbiased fashion. The details are important. Leaders must 

define clearly who is on the team, determine the responsibilities and authority of the team, and hold the team 
accountable for its decisions.  



  January 8, 2014 
 

Building an Effective Team 15 

Endnotes 

 
1 Elizabeth Mannix and Margaret A. Neale, “What Differences Make a Difference? The Promise and Reality of 
Diverse Teams in Organizations,” Psychological Science in the Public Interest, Vol. 6, No. 2, October 2005, 

31-55. 
2 J. Richard Hackman, ed., Groups That Work (and Those That Don’t) (San Francisco, CA: Jossey-Bass 

Publishers, 1990). See also Jon R. Katzenbach and Douglas K. Smith, The Wisdom of Teams: Creating the 
High-Performance Organization (Boston, MA: Harvard Business School Press, 1993). Katzenbach and Smith 

write, “Despite the attention teams have been receiving, the true high-performance team—that is, one that 
outperforms all other like teams, and outperforms expectations given its composition—is very rare.” 
3 J. Richard Hackman, Leading Teams: Setting the Stage for Great Performance (Boston, MA: Harvard 
Business School Press, 2002), 255-256. 
4 John Payne and Arnold Wood, “Individual Decision Making and Group Decision Processes,” Journal of 
Psychology and Financial Markets, Vol. 3, No. 2, 2002, 94-101; Amit Goyal and Sunil Wahal, “The Selection 

and Termination of Investment Management Firms by Plan Sponsors,” Journal of Finance, Vol. 63, No. 4, 
August 2008, 1805-1847.  
 5 Richard T. Bliss, Mark E. Potter, and Christopher Schwarz, “Performance Characteristics of Individually-

Managed versus Team-Managed Mutual Funds,” Journal of Portfolio Management, Spring 2008, 110-119. 
6 Hackman, Leading Teams, 41-59. 
7 Susan Cain, Quiet: The Power of Introverts in a World That Can’t Stop Talking (New York: Crown Publishers, 
2012), 71-94. 

8 Hackman, Groups That Work, 4. 
9 Hackman, Leading Teams, 55. 
10 Ibid., 72-73. 
11 J. Richard Hackman and Neil Vidmar, “Effects of Size and Task Type on Group Performance and Member 

Reactions,” Sociometry, Vol. 33, No. 1, March 1970, 37-54. 
12 Mallory Stark, “Leading Teams: Setting the Stage for Great Performances – The Five Keys to Successful 

Teams,” HBS Working Knowledge Series, July 15, 2002. 
13 “Reflections on Investment Committee Governance,” Pavilion Advisory Group, 2012, and Payne and Wood. 
14 Karen A. Jehn, Gregory B. Northcraft, and Margaret A. Neale, “Why Differences Make a Difference: A 

Field Study of Diversity, Conflict, and Performance in Workgroups,” Administrative Quarterly, Vol. 44, No 4, 
December 1999, 741-763. 
15 Mannix and Neale. 
16 Douglas Medin, Will Bennis, and Michael Chandler, “Culture and the Home-Field Advantage,” Perspectives 

on Psychological Science, Vol. 5, No. 6, November 2010, 708-713.  
17 Scott E. Page, The Difference: How the Power of Diversity Creates Better Groups, Firms, Schools, and 

Societies (Princeton, NJ: Princeton University Press, 2007), 205-212. 
18 Anita Williams Woolley, Christopher F. Chabris, Alex Pentland, Nada Hashmi, and Thomas W. Malone, 

“Evidence for a Collective Intelligence Factor in the Performance of Human Groups,” Science, Vol. 330, 
October 29, 2010, 686-688. 
19 Brian Uzzi and Jarrett Spiro, “Collaboration and Creativity: The Small World Problem,” American Journal of 

Sociology, Vol. 111, No. 2, September 2005, 447-504. The degree of connectedness is related to the 
average path length and cluster coefficient. Average path length is the number of intermediaries between all of 

the pairs of actors in the network. This is related to the idea of “six degrees of separation.” Cluster coefficient 
measures the average fraction of an actor’s collaborators who are also collaborators with one another.  
20 Denise Lewin Loyd, Cynthia S. Wang, Katherine W. Phillips, and Robert B. Lount Jr., “Social Category 
Diversity Promotes Premeeting Elaboration: The Role of Relationship Focus,” Organization Science, Vol. 24, 

No. 3, May-June 2013, 757-772. 



  January 8, 2014 
 

Building an Effective Team 16 

21 Arnold Wood, “Behavioral Finance and Investment Committee Decision Making,” CFA Institute Conference 
Proceedings Quarterly, December 2006, 29-37. 
22 Garold Stasser and William Titus, “Pooling of Unshared Information in Group Decision Making: Biased 
Information Sampling During Discussion,” Journal of Personality and Social Psychology, Vol. 48, No. 6, June 

1985, 1467-1478. 
23 Jennifer R. Winquist and James R. Larson, Jr., “Information Pooling: When it Impacts Group Decision 

Making,” Journal of Personality and Social Psychology, Vol. 74, No. 2, February 1998, 371-377. 
24 For a popular account, see Malcolm Gladwell, Outliers: The Story of Success (New York: Little, Brown and 

Company, 2008), 177-223. Gladwell spends some time discussing the “Power Distance Index” (PDI), a 
concept developed by a Dutch psychologist named Geert Hofstede. Countries that score high in PDI are 

hierarchical, which can impede communication. Countries that are low in PDI are more egalitarian and lead to 
more direct discussions. Hofstede’s argument is that the degree to which societies are hierarchical is to some 

degree cultural. Here is a ranking of countries: http://www.clearlycultural.com/geert-hofstede-cultural-
dimensions/power-distance-index/. Gladwell suggests that more pilot errors occur at carriers domiciled in high 
PDI countries. We should note that Hofstede’s theories have come under challenge. For example, see 

Brendan McSweeney, “Hofstede’s Model of National Cultural Differences and Their Consequences: A 
Triumph of Faith – a Failure of Analysis,” Human Relations, Vol. 55, No. 1, January 2002, 89-118.   
25 Philip E. Tetlock, Expert Political Judgment: How Good Is It? How Can We Know? (Princeton, NJ: 
Princeton University Press, 2005), 54-56. 
26 Timothy M. Franz and James R. Larson, Jr., “The Impact of Experts on Information Sharing During Group 
Discussion,” Small Group Research, Vol. 33, No. 4, August 2002, 383-411. 
27 James R. Larson, Jr., Pennie G. Foster-Fishman, and Christopher B. Keys, “Discussion of Shared and 
Unshared Information in Decision-Making Groups,” Journal of Personality and Social Psychology, Vol. 67, No. 

3, September 1994, 446-461. 
28 Kathleen M. Galotti, Making Decisions That Matter: How People Face Important Life Choices (Mahwah, NJ: 
Lawrence Erlbaum Associates, 2002), 137-138. 
29 James R. Larson, Jr., Pennie G. Foster-Fishman, and Timothy M. Franz, “Leadership Style and the 
Discussion of Shared and Unshared Information in Decision Making,” Leadership and Information, Vol. 24, No. 

5, May 1998, 482-495. 
30 Deborah Tannen, “How To Give Orders Like a Man,” New York Times Magazine, August 28, 1994. 
31 Gary Klein, “Performing a Project PreMortem,” Harvard Business Review, September 2007, 18-19. 
32 Thomas D. Seeley, P. Kirk Visscher, and Kevin Passino, “Group Decision Making in Honey Bee Swarms,” 

American Scientist, Vol. 94, No. 3, May-June 2006, 220-229. 
33 Kenneth J. Arrow, “A Difficulty in the Concept of Social Welfare,” Journal of Political Economy, Vol. 58, No. 

4, August, 1950, 328–346. See also “Voting Methods,” Stanford Encyclopedia of Philosophy at 
http://plato.stanford.edu/entries/voting-methods/. 
34 Max Ringelmann, “Recherches sur les moteurs animés: Travail de l’homme,” Annales de l'Institut National 
Agronomique, Vol. 12, No. 2, 1913, 1-40. See also Wood, 35. 
35 Lynda Gratton, Andreas Voight, and Tamara J. Erickson,”Bridging Faultlines in Diverse Teams,” MIT Sloan 

Management Review, Summer 2007.  
36 Cass R. Sunstein, Why Societies Need Dissent (Cambridge, MA: Harvard University Press, 2003). 
37 Stefan Schulz-Hardt, Dieter Frey, Carsten Lüthgens, and Serge Moscovici, “Biased Information Search in 
Group Decision Making,” Journal of Personality and Social Psychology, Vol. 78, No. 4, April 2000, 655-669. 
38 For group confidence, see Chip Heath and Rich Gonzalez, “Interaction with Others Increases Decision 
Confidence but Not Decision Quality: Evidence against Information Collection Views of Interactive Decision 

Making,” Organizational Behavior and Human Decision Processes, Vol. 61, No. 3, March 1995, 305-326. 
For individual confidence, see Paul P. Slovic, “Behavioral Problems of Adhering to a Decision Policy,” 

Presented at the Institute for Quantitative Research in Finance, Napa, CA., May 1, 1973. See 
http://www.decisionresearch.org/pdf/Slovic1973handout.pdf. 

http://www.clearlycultural.com/geert-hofstede-cultural-dimensions/power-distance-index/
http://www.clearlycultural.com/geert-hofstede-cultural-dimensions/power-distance-index/
http://plato.stanford.edu/entries/voting-methods/
http://www.decisionresearch.org/pdf/Slovic1973handout.pdf


  January 8, 2014 
 

Building an Effective Team 17 

39 David Schkade, Cass R. Sunstein, and Reid Hastie, “What Happened on Deliberation Day?” John M. Olin 
Law and Economics Working Paper No. 298, June 2006. 
40 Irving Janis, Groupthink: Psychological Studies of Policy Decisions and Fiascoes, 2nd ed. (Boston, MA: 
Houghton Mifflin, 1982). 

41 Shai Danziger, Jonathan Levav, and Liora Avnaim-Pesso, “Extraneous Factors in Judicial Decisions,” PNAS, 
February 2011. 
42 Roy F. Baumeister and John Tierney, Willpower: Rediscovering the Greatest Human Strength (New York: 
The Penguin Press, 2011), 96-99. 
43 Matt Vella, “The Truth of Collaborative Innovation,” Bloomberg Businessweek, 2008. 
See http://images.businessweek.com/ss/08/04/0417_in_data/index_01.htm. 
 

 

 
  

http://images.businessweek.com/ss/08/04/0417_in_data/index_01.htm


  January 8, 2014 
 

Building an Effective Team 18 

Resources 

 

Books 

 

Baumeister, Roy F., and John Tierney, Willpower: Rediscovering the Greatest Human Strength (New York: 
The Penguin Press, 2011). 

 
Cain, Susan, Quiet: The Power of Introverts in a World That Can’t Stop Talking (New York: Crown Publishers, 

2012). 
 

Galotti, Kathleen M., Making Decisions That Matter: How People Face Important Life Choices (Mahwah, NJ: 
Lawrence Erlbaum Associates, 2002). 

 
Gladwell, Malcolm, Outliers: The Story of Success (New York: Little, Brown and Company, 2008).  

 
Hackman, J. Richard, ed., Groups That Work (and Those That Don’t) (San Francisco, CA: Jossey-Bass 
Publishers, 1990).  

 
Hackman, J. Richard, Leading Teams: Setting the Stage for Great Performance (Boston, MA: Harvard 

Business School Press, 2002). 
 

Janis, Irving, Groupthink: Psychological Studies of Policy Decisions and Fiascoes, 2nd ed. (Boston, MA: 
Houghton Mifflin, 1982). 

 
Katzenbach, Jon R., and Douglas K. Smith, The Wisdom of Teams: Creating the High-Performance 

Organization (Boston, MA: Harvard Business School Press, 1993).  
 
Page, Scott E., The Difference: How the Power of Diversity Creates Better Groups, Firms, Schools, and 

Societies (Princeton, NJ: Princeton University Press, 2007). 
 

Sunstein, Cass R., Why Societies Need Dissent (Cambridge, MA: Harvard University Press, 2003). 
 

Tetlock, Philip E., Expert Political Judgment: How Good Is It? How Can We Know? (Princeton, NJ: Princeton 
University Press, 2005). 
 

 

 

 

 

  



  January 8, 2014 
 

Building an Effective Team 19 

Articles and papers 

 

Arrow, Kenneth J., “A Difficulty in the Concept of Social Welfare,” Journal of Political Economy, Vol. 58, No. 
4, August, 1950, 328–346.  

 
Bliss, Richard T., Mark E. Potter, and Christopher Schwarz, “Performance Characteristics of Individually-

Managed versus Team-Managed Mutual Funds,” Journal of Portfolio Management, Spring 2008, 110-119. 
 

Danziger, Shai, Jonathan Levav, and Liora Avnaim-Pesso, “Extraneous Factors in Judicial Decisions,” PNAS, 
February 2011. 

 
Franz, Timothy M., and James R. Larson, Jr., “The Impact of Experts on Information Sharing During Group 

Discussion,” Small Group Research, Vol. 33, No. 4, August 2002, 383-411. 
 
Goyal, Amit, and Sunil Wahal, “The Selection and Termination of Investment Management Firms by Plan 

Sponsors,” Journal of Finance, Vol. 63, No. 4, August 2008, 1805-1847.  
 

Gratton, Lynda, Andreas Voight, and Tamara J. Erickson,”Bridging Faultlines in Diverse Teams,” MIT Sloan 
Management Review, Summer 2007.  

 
Hackman, J. Richard, and Neil Vidmar, “Effects of Size and Task Type on Group Performance and Member 

Reactions,” Sociometry, Vol. 33, No. 1, March 1970, 37-54. 
 

Heath, Chip, and Rich Gonzalez, “Interaction with Others Increases Decision Confidence but Not Decision 
Quality: Evidence against Information Collection Views of Interactive Decision Making,” Organizational 

Behavior and Human Decision Processes, Vol. 61, No. 3, March 1995, 305-326. 
 
Jehn, Karen A., Gregory B. Northcraft, and Margaret A. Neale, “Why Differences Make a Difference: A Field 

Study of Diversity, Conflict, and Performance in Workgroups,” Administrative Quarterly, Vol. 44, No 4, 
December 1999, 741-763. 

 
Klein, Gary, “Performing a Project PreMortem,” Harvard Business Review, September 2007, 18-19. 

 
Larson, Jr., James R., Pennie G. Foster-Fishman, and Christopher B. Keys, “Discussion of Shared and 

Unshared Information in Decision-Making Groups,” Journal of Personality and Social Psychology, Vol. 67, No. 
3, September 1994, 446-461. 

 
Larson, Jr., James R., Pennie G. Foster-Fishman, and Timothy M. Franz, “Leadership Style and the 
Discussion of Shared and Unshared Information in Decision Making,” Leadership and Information, Vol. 24, No. 

5, May 1998, 482-495. 
 

Loyd, Denise Lewin, Cynthia S. Wang, Katherine W. Phillips, and Robert B. Lount Jr., “Social Category 
Diversity Promotes Premeeting Elaboration: The Role of Relationship Focus,” Organization Science, Vol. 24, 

No. 3, May-June 2013, 757-772. 
 

Mannix, Elizabeth, and Margaret A. Neale, “What Differences Make a Difference? The Promise and Reality of 
Diverse Teams in Organizations,” Psychological Science in the Public Interest, Vol. 6, No. 2, October 2005, 

31-55. 
 



  January 8, 2014 
 

Building an Effective Team 20 

McSweeney, Brendan, “Hofstede’s Model of National Cultural Differences and Their Consequences: A 
Triumph of Faith – a Failure of Analysis,” Human Relations, Vol. 55, No. 1, January 2002, 89-118.   

 
Medin, Douglas, Will Bennis, and Michael Chandler, “Culture and the Home-Field Advantage,” Perspectives 

on Psychological Science, Vol. 5, No. 6, November 2010, 708-713. 
 

Payne, John, and Arnold Wood, “Individual Decision Making and Group Decision Processes,” Journal of 
Psychology and Financial Markets, Vol. 3, No. 2, 2002, 94-101. 

 
Ringelmann, Max, ”Recherches sur les moteurs animés: Travail de l'homme,”Annales de l'Institut National 

Agronomique, Vol. 12, No. 2, 1913, 1-40.  
 

Schkade, David, Cass R. Sunstein, and Reid Hastie, “What Happened on Deliberation Day?” John M. Olin 
Law and Economics Working Paper No. 298, June 2006. 
 

Schulz-Hardt, Stefan, Dieter Frey, Carsten Lüthgens, and Serge Moscovici, “Biased Information Search in 
Group Decision Making,” Journal of Personality and Social Psychology, Vol. 78, No. 4, April 2000, 655-669. 

 
Seeley, Thomas D., P. Kirk Visscher, and Kevin Passino, “Group Decision Making in Honey Bee Swarms,” 

American Scientist, Vol. 94, No. 3, May-June 2006, 220-229. 
 

Slovic, Paul P., “Behavioral Problems of Adhering to a Decision Policy,” Presented at the Institute for 
Quantitative Research in Finance, Napa, CA., May 1, 1973.  

 
Stark, Mallory, “Leading Teams: Setting the Stage for Great Performances – The Five Keys to Successful 
Teams,” HBS Working Knowledge Series, July 15, 2002. 

 
Stasser, Garold, and William Titus, “Pooling of Unshared Information in Group Decision Making: Biased 

Information Sampling During Discussion,” Journal of Personality and Social Psychology, Vol. 48, No. 6, June 
1985, 1467-1478. 

 
Tannen, Deborah, “How To Give Orders Like a Man,” New York Times Magazine, August 28, 1994. 

 
Uzzi, Brian, and Jarrett Spiro, “Collaboration and Creativity: The Small World Problem,” American Journal of 

Sociology, Vol. 111, No. 2, September 2005, 447-504. 
 

Vella, Matt, “The Truth of Collaborative Innovation,” BloombergBusinessweek, 2008. 
 
Winquist, Jennifer R., and James R. Larson, Jr., “Information Pooling: When it Impacts Group Decision 

Making,” Journal of Personality and Social Psychology, Vol. 74, No. 2, February 1998, 371-377. 
 

Wood, Arnold, “Behavioral Finance and Investment Committee Decision Making,” CFA Institute Conference 
Proceedings Quarterly, December 2006, 29-37. 

 
Woolley, Anita Williams, Christopher F. Chabris, Alex Pentland, Nada Hashmi, and Thomas W. Malone, 

“Evidence for a Collective Intelligence Factor in the Performance of Human Groups,” Science, Vol. 330, 
October 29, 2010, 686-688.  

 

  



  January 8, 2014 
 

Building an Effective Team 21 

Appendix  

 

Here’s a simple example of how the diversity prediction theorem works. In July 2013, we passed around a jar of 
jelly beans to 67 individuals who were participating in Credit Suisse’s Intern Day. We then asked them to guess 

how many beans were in the jar, offering a reward for the best guess and the threat of shame for the worst guess. 
Exhibit 4 shows the distribution of the actual guesses. You can see it looks nothing like the bell-shaped 

distribution out of a textbook. 
 
Exhibit 4: Distribution of Jelly Bean Guesses 

 
Source: Credit Suisse.  

 

The average of the guesses was 1,427 and the number of beans in the jar was 1,416.  So the collective guess 
was 11 beans from the actual number, off by only 0.8 of 1 percent. No participant guessed more accurately than 
the collective. Now let’s see how the diversity prediction theorem sheds light on this outcome. The equation is as 

follows: 
 

       Collective error = average individual error – prediction diversity 
 

The average individual error is the average of each participant’s difference from the right answer. If each individual 
guessed perfectly, the error would be zero. Statisticians square the errors [e.g., (-5)2 + (5)2 = 50] to make sure 

that positive and negative errors don’t cancel out (e.g., -5 + 5 = 0).   
 

Let’s run through an example with Participant 1 (see in Exhibit 5). Her guess (Column A) was 250. Since the 
actual number was 1,416, her difference from actual (Column B) was -1,166. We then square -1,166 to get 

1,359,556 (Column C). We calculate this squared difference from actual for each participant and take the 
average for the whole group.  
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In this experiment, the average individual error is 1,428,185 (bottom of Column C). The more accurate the 
individual guesses, the smaller the average individual error. 

 
Prediction diversity measures the dispersion of guesses. The diversity is zero if the participants provide the same 

answer, whether or not that answer is accurate.  
 

To calculate Participant 1’s contribution to prediction diversity, we subtract her guess (250) from the group’s 
average guess (1,427). Her difference from average (Column D) was approximately -1,177. We square this 

difference to get 1,385,013 (Column E). Again, we run this calculation for each participant and then take the 
average for the group.  

 
For this experiment the prediction diversity is 1,428,067 (bottom of Column E). The less diverse the individual 

guesses, the smaller the prediction diversity. 
 
We can now solve the equation: 

 
118 = 1,428,185 – 1,428,067 

 

Note the square root of the collective error, 118 , is approximately 11. This is the difference between the 

consensus guess and the actual number of jelly beans in the jar.  

 
According to Scott E. Page, the core insight of the diversity prediction theorem is that “individual ability (the first 

term of the right-hand side) and collective diversity (the second term) contribute equally to collective predictive 
ability. Being different is as important as being good.”  

 
The bean jar experiment, as simple as it is, shows clearly how diversity contributes to good results.  
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Exhibit 5: Calculation of Diversity Prediction Theorem for Jelly Bean Jar 

 
Source: Credit Suisse. 

"Actual" # of Jelly Beans 1,416

"Average Guess" of # Jelly Beans 1,427

Average Individual Error 1,428,185

(Average of Column C)

Predict ion Diversity 1,428,067

(Average of Column E)

Collect ive Error 118

("Average of Column A"-"Actual")^2

CHECKS:

Collect ive Error = Average Individual Error - Predict ion Diversity

118  =   1,428,185  -  1,428,067

                            =  ABS ["Average Guess"  -  "Actual"]

              =  ABS [1,427  -   1,416]   ≈   11

errorCollective

118

COLUM N A COLUM N B COLUM N C COLUM N D COLUM N E

Participant Guess

"Difference 

From 

Actual"

Squared 

"Difference 

From 

Actual"

"Difference 

From 

Average"

Squared 

"Difference 

From 

Average"

1 250 -1,166 1,359,556 -1,177 1,385,013

2 362 -1,054 1,110,916 -1,065 1,133,939

3 395 -1,021 1,042,441 -1,032 1,064,747

4 450 -966 933,156 -977 954,267

5 470 -946 894,916 -957 915,592

6 500 -916 839,056 -927 859,080

7 577 -839 703,921 -850 722,272

8 578 -838 702,244 -849 720,573

9 600 -816 665,856 -827 683,707

10 602 -814 662,596 -825 680,403

11 650 -766 586,756 -777 603,520

12 650 -766 586,756 -777 603,520

13 700 -716 512,656 -727 528,334

14 700 -716 512,656 -727 528,334

15 712 -704 495,616 -715 511,033

16 718 -698 487,204 -709 502,491

17 735 -681 463,761 -692 478,678

18 784 -632 399,424 -643 413,276

19 790 -626 391,876 -637 405,598

20 804 -612 374,544 -623 387,962

21 836 -580 336,400 -591 349,122

22 850 -566 320,356 -577 332,774

23 876 -540 291,600 -551 303,453

24 876 -540 291,600 -551 303,453

25 888 -528 278,784 -539 290,376

26 900 -516 266,256 -527 277,587

27 925 -491 241,081 -502 251,869

28 960 -456 207,936 -467 217,964

29 973 -443 196,249 -454 205,994

30 998 -418 174,724 -429 183,926

31 1,000 -416 173,056 -427 182,214

32 1,004 -412 169,744 -423 178,815

33 1,050 -366 133,956 -377 142,028

34 1,100 -316 99,856 -327 106,841

35 1,104 -312 97,344 -323 104,242

36 1,125 -291 84,681 -302 91,123

37 1,155 -261 68,121 -272 73,911

38 1,200 -216 46,656 -227 51,468

39 1,200 -216 46,656 -227 51,468

40 1,200 -216 46,656 -227 51,468

41 1,289 -127 16,129 -138 19,007

42 1,350 -66 4,356 -77 5,908

43 1,352 -64 4,096 -75 5,605

44 1,352 -64 4,096 -75 5,605

45 1,378 -38 1,444 -49 2,388

46 1,403 -13 169 -24 570

47 1,457 41 1,681 30 908

48 1,523 107 11,449 96 9,242

49 1,540 124 15,376 113 12,799

50 1,599 183 33,489 172 29,630

51 1,641 225 50,625 214 45,854

52 1,650 234 54,756 223 49,789

53 1,650 234 54,756 223 49,789

54 1,734 318 101,124 307 94,331

55 2,000 584 341,056 573 328,483

56 2,153 737 543,169 726 527,271

57 2,160 744 553,536 733 537,486

58 2,193 777 603,729 766 586,962

59 2,400 984 968,256 973 946,990

60 2,473 1,057 1,117,249 1,046 1,094,397

61 2,500 1,084 1,175,056 1,073 1,151,617

62 2,600 1,184 1,401,856 1,173 1,376,244

63 2,610 1,194 1,425,636 1,183 1,399,807

64 2,896 1,480 2,190,400 1,469 2,158,356

65 5,600 4,184 17,505,856 4,173 17,415,050

66 6,300 4,884 23,853,456 4,873 23,747,438

67 6,550 5,134 26,357,956 5,123 26,246,505

Average 1,427 1,428,185 1,428,067
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 “Remember, cash is a fact, profit is an opinion.” 
 

Alfred Rappaport1 

 
 This report aims to provide an analytical bridge between price-earnings 

multiples and sound economic reasoning by breaking firm value into two 

components: a steady state and future value creation.  

 The price-earnings multiple is the primary method analysts use to value 

stocks. Yet, most investors don’t have a clear sense of what a particular 
multiple implies about a company’s future financial performance and don’t 

understand how multiples change over time. 

 The value of a financial asset is the present value of future cash flows. A 

good discounted cash flow model avoids accounting vagaries, whereas 
managements can manage or manipulate earnings. 

 In assessing capital allocation, consider incremental returns on capital first 
and growth second. Growth only creates value if the investments generate 

a return in excess of the cost of capital. 
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Introduction2 

 

The price-earnings multiple remains the primary method analysts use to value stocks.3 Researchers who 

surveyed equity research reports found that more than 99 percent of the analysts used some sort of multiple 
and less than 13 percent used any variation of a discounted cash flow model.4 Price-earnings multiples may 

be a common way to assess the attractiveness of a stock, but most investors fail to have a clear sense of 
what a particular multiple implies about a company’s future financial performance and don’t understand how 

multiples change over time. 
 
The sloppy use of multiples is almost everywhere you look. In our opinion, some analysts justify their 

recommendations with apples-to-oranges comparisons of businesses with different economics, suggest 
companies should trade at the same multiple as the past without a solid economic justification to do so, and 

compare price-earnings multiples with growth rates without any mention of the underlying economic returns. 
Price-earnings multiples are widespread in use yet remarkably poorly understood. 

 
Take as an example two companies, Apple, Inc. (AAPL) and Edison International (EIX), which had the same 

price-earnings multiple, 12.8, based on year-end 2013 prices and 2014 consensus earnings estimates. 
Setting aside any perceived mispricing, it stands to reason that the prevailing price-earnings multiple implies 

radically different outlooks for these two companies. They are in separate sectors (information technology and 
utilities), with vastly disparate economic returns on capital (AAPL’s CFROI® is 25 percent versus EIX’s 5 

percent), substantial variance in the outlook for earnings growth (the expected 5-year earnings per share 
growth is nearly 50 percent for AAPL and 7 percent for EIX), and very different capital structures (AAPL has 
net cash while EIX has a healthy amount of debt). 

 
How can two companies so unalike have the same price-earnings multiple? Contemplating how these two 

stocks arrive at the same multiple from very different directions provides a mental warm-up for the process of 
carefully considering what comprises a price-earnings multiple. Without a proper appreciation for the factors 

that determine a multiple, there is no way to apply it intelligently in exercises of relative or absolute valuation. 
 

The value of a financial asset is the present value of future cash flows. Few serious market practitioners would 
disagree. But many investors shun models that project and discount future cash flows because they deem 

them too complicated or sensitive to assumptions. Yet these same individuals seem blithely content to rely on 
multiples.  

 
Here’s the challenge. With discounted cash flow models, the value is sensitive to the inputs. But the 
assumptions underlying the inputs are explicit. You can compare them to base rates, discuss them, and 

debate them. With multiples, those assumptions are buried. The assigned multiple becomes a point of 
persuasion rather than a thoughtful case based on the economic drivers of value.   

    
The goal of this piece is to provide an analytical bridge between price-earnings multiples—really, multiples of 

any kind—and sound economic reasoning. We’ll start by looking at price-earnings multiples through a classic 
valuation lens, and will examine the two main components of that model. We’ll finish by discussing the role of 

multiples in considering price-implied expectations.   
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Back to First Principles 

 

A logical and useful place to start untangling price-earnings multiples is the foundational paper on valuation 
that professors Merton Miller and Franco Modigliani (M&M) wrote in 1961.5 In it, they addressed a 

fundamental question: “What does the market ‘really’ capitalize?” They did not crown a winner among 
approaches that rely on earnings, dividends, or cash flows. Rather, they showed that all of these methods 

yield the same result if you address the problem correctly. 
 

In the section that demonstrates this theoretical equivalence, M&M offer a formula that is very helpful for 
investors. They say that you can separate the value of a company into two parts:6 

 
Value of the firm = steady-state value + future value creation   

 
We can define the terms on the right side of the equation even further: 

 

 
 
The steady-state value of the firm, calculated using the perpetuity method, assumes that current net operating 

profit after tax (NOPAT) is sustainable indefinitely and that incremental investments will neither add, nor 
subtract, value. Using this method implies that NOPAT is constant in nominal terms but that it decreases after 
inflation is considered.7   

 

 
 
Future value creation boils down to how much money a company invests, what spread that investment earns 

relative to the cost of capital, and for how long a company can find value-creating opportunities.  
 

M&M note that this formula “has a number of revealing features and deserves to be more widely used in 
discussions of valuation.” Here are some specific ways the equation can help inform our discussion: 

 
 The equation allows you to disaggregate a price-earnings multiple into a commodity component (the first 

term) and a franchise component (the second term). This lets you understand how much you are paying 
for future value creation. 
 

 The central importance of return on incremental invested capital becomes immediately clear. If that return 
is equal to the cost of capital, the value of the equation’s second term collapses to zero. 

 
 The formula shows the impact of growth. For companies that have a large spread between the return on 

invested capital and cost of capital, rapid growth adds a lot of value. For large negative spreads, growth 
subtracts a lot of value. Whether growth is good or bad is contingent on the incremental return. As M&M 

write, “the essence of ‘growth,’ in short, is not expansion, but the existence of opportunities to invest 
significant quantities of funds at higher than ‘normal’ rates.” The “normal” rate is the cost of capital.    

 
 The equation shows the potential limitations of relative valuation techniques. Comparing two companies in 

the same industry with different economic characteristics adds little insight. 

 
 The equation provides a quick sense of the expectations built into a stock.      

Steady-state value = Net operating profit after tax (normalized)
Cost of capital

+ excess cash

Future value creation = Investment * (return on capital – cost of capital) * competitive advantage period
Cost of capital * (1 + cost of capital)
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The equation solves for the value of the firm, but it is straightforward to tailor the analysis to the value of the 
equity only. Since: 

 
Value of the firm = debt + equity   

 
Then: 

 
Equity value = steady state + future value creation + excess cash – debt    

 
Excess cash includes cash, marketable securities, and other nonoperating assets beyond what the company 

needs to run its operations, less any tax consequences of freeing that cash (for example, U.S. companies owe 
taxes on cash that they repatriate from foreign countries). Debt includes short- and long-term debt plus any 

other relevant claims that are ahead of equity, including preferred stock.  
 
In theory, valuing the firm and subtracting debt to arrive at an equity value (unlevered valuation) is equivalent to 

valuing the equity directly (levered valuation). Appendix A demonstrates this equivalence. In practice it can be 
challenging to perfectly reconcile the two approaches.   

 

Component I: The Steady-State Value 

 

The steady-state value of a firm is the worth of the business assuming that it maintains its normalized level of 

NOPAT into perpetuity. A company arrives at its steady-state value when its incremental investments earn the 
cost of capital. With the second term of the equation collapsed to zero, all of the firm’s value falls on the 

steady state.8  
 

Note that this discussion is independent of growth. A company can continue to grow earnings as it invests at 
the cost of capital. It will just fail to create value, and hence should trade at its steady-state worth. We can 

readily translate from the steady-state value to a steady-state price-earnings multiple, which is the reciprocal 
of the cost of equity: 
 

 
 
As of the beginning of 2014, Aswath Damodaran, a professor of finance at New York University’s Stern 

School of Business, estimated the cost of equity in the United States to be 8 percent.9 This translates into a 
steady-state price-earnings multiple of 12.5 times. Appendix B discusses the derivation of the cost of equity. 

 
Simplistically, we can say that the market expects a company to create shareholder value if its stock trades at 

above 12.5 times current earnings. If the stock trades below that multiple, the market is assuming either no 
value creation or that future value creation will be insufficient to offset a decline in the current base business. 

In other words, current earnings are unsustainable. 
 

Exhibit 1 shows the appropriate steady-state price-earnings multiple from 1961 through the end of 2013. The 
multiple started in the high teens in the early 1960s, a period when the cost of equity was low. It then had a 
steady march downward as both interest rates and the equity risk premium rose, bottoming at just over 5 

times in 1981. Consistent with bull markets in both bonds and stocks, the steady-state price-earnings multiple 
ascended, with a recent peak in the late 1990s. Over the full period, the average multiple was 10.4 times with 

a standard deviation of 2.7.   

Steady-state price-earnings multiple =
1

Cost of equity
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Exhibit 1: The Steady-State Price-Earnings Multiple (1961-2013) 

 
Source: Cost of equity estimates from Aswath Damodaran.  

 

Careful consideration of Exhibit 1 can help frame discussions about the appropriate price-earnings multiple, 
both on an absolute basis and relative to history. Price-earnings multiples are a product of a multitude of 

factors, including interest rates, inflation expectations, the equity risk premium (itself influenced by sentiment), 
the business cycle, tax rates, the quality of earnings, growth prospects, and investment opportunities. To the 

degree to which those factors change over time, it stands to reason that the appropriate multiple will change 
as well. For this reason, appeals to history should be approached with caution. 

 
Since 1961, the steady-state value has explained about two-thirds of the market’s value, on average, and 

anticipated value creation has explained the other third (see Exhibit 2). We calculate this by taking the sum of 
the operating net income for the S&P 500 over the last four quarters, capitalizing it by the cost of equity, and 

subtracting the result from the S&P 500 price level.  
 

For example, the four quarters of earnings ended September 30, 2013 were $102.20 and the cost of equity 
was 8 percent, generating a steady-state value of 1,277.50 for the S&P 500. The index closed at 1,681.55. 
This means that the steady state was 74 percent of the value and that anticipated value creation was the 

other 24 percent.   
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Exhibit 2: Percentage of S&P 500 Attributable to Anticipated Value Creation (1961-2013) 

 
Source: Standard & Poor’s, Aswath Damodaran, Credit Suisse. 

Note: Data as of January 20, 2014.  

 

As the exhibit shows clearly, the ratio of anticipated value creation to total value has swung substantially over 
the years. In the bear market of 1973 and in the recovery market in 2011, the anticipated value creation was 

negative. The ratio spiked around the time of the 1987 crash, the dot.com bubble in 2000, and during the 
Great Recession in 2008-2009. Based on the consensus of estimates for 2014 earnings, the ratio is now in 

the range of 15-20 percent.    
 

These measures are for the market. What about an individual company? Bruce Greenwald, a professor of 
finance and economics at Columbia Business School, discusses a hypothetical company that makes toasters 

that he calls, appropriately, Top Toaster. He suggests that Top Toaster’s early successes dissipate as 
competition comes along and drives down returns on incremental capital to the cost of capital. At that point, 
Top Toaster will trade at its steady-state price-earnings multiple. It produces a commodity product and earns 

its cost of capital. Greenwald suggests that this is the plight of most companies. Cementing the idea in his 
inimitable style, he says, “In the long run, everything is a toaster.”10 

 
To the degree that Greenwald is correct, companies that end up earning their cost of capital trade at the 

steady-state price-earnings multiple. If competitive forces are strongly at play, a company’s price-earnings 
multiple will migrate toward the steady state. Factors that determine the rate of this migration include barriers 

to entry in the industry, the ferocity of competition, and the rate of technological change. Management’s job is 
to mitigate these factors. 

   
Exhibit 3 provides a very simple example of the march toward a steady-state price-earnings multiple. This 
company starts with a return on invested capital of 56 percent and a growth rate of 25 percent. Justifiably, the 

stock’s price-earnings multiple is a very high 70 times. We then fade the returns on capital from 56 percent to 
8 percent, the assumed cost of capital, and slow the growth rate from the mid-20s to 5 percent over the 

subsequent 25 years. The warranted price-earnings multiple glides down from around 70 times to 12.5 times. 
This is the commodity multiple. 
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Exhibit 3: The March toward a Commodity Multiple 

 
Source: Credit Suisse. 

 

Analysts who argue that the price-earnings multiple of a company that was prosperous in the past should 
revert to a previous level must be particularly mindful of this pattern. Unless a company’s prospects for growth 
and return on incremental capital are consistent with prior levels, a condition that is generally very difficult to 

meet as a company grows, then there is no reason to believe that the price-earnings multiple will match 
historical levels. Multiples may rise if the cost of capital falls, but that value driver affects all stocks in a similar 

fashion.   
 

Exhibit 4 provides three examples of the pattern in Exhibit 3 using Wal-Mart, Microsoft, and Gannett. For each 
company, a line traces the ratio of its price-earnings multiple to the steady-state multiple from Exhibit 1 from 

1986 through 2013. A high number suggests that the market is pricing in substantial future value creation, 
and a ratio of 1.0 means the company is being valued at a commodity multiple. In all three cases, the ratios 

have descended toward one over the past quarter century.   
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Exhibit 4: Ratio of P/E to Steady-State Multiple for Wal-Mart, Microsoft, and Gannett 

 
Source: Standard & Poor’s, Aswath Damodaran, Credit Suisse. 

 

We can’t assume that all companies can sustain their current levels of net operating profit after tax.11 For 

example, companies that make desktop personal computers, print books, or publish newspapers are facing 
secular challenges. In these cases, we can modify the steady-state value with a variation of the Gordon 
growth model:12  

 
Modified steady-state value = Net operating profit after tax (1 + growth)  

Cost of capital - growth 

 

Take as an example a company that has $100 in NOPAT and a 10 percent cost of capital. The steady-state 
value is $1,000 ($100/.10). Let’s now assume that the company’s profit will decline 10 percent per year in 

perpetuity. Note that we are adding a negative value for growth in the numerator, which has the effect of 
reducing the NOPAT. We are also subtracting a negative in the denominator, which has the effect of 

increasing the discount rate. We calculate the value as follows: 
 

 Modified steady-state value =   $100 (1 + -.10)     =     $100(.90)   =     $90     =     $450  
   .10 – -.10                     0.20              0.20 

 

Were this decline accurate and the market to price it properly, the steady-state price-earnings multiple would 
be 4.5 times ($450/$100). So businesses with very bright outlooks for value creation can still have justifiably 

low multiples if the current level and sources of earnings are unsustainable.  
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Component II: Value Growth Opportunities  

 

Assuming the current level of earnings is sustainable, we can attribute about one-fifth of the value of today’s 
stock market to future value creation. The M&M formula tells us that there are three key drivers of value 

creation: 
 

 The spread between the return on incremental invested capital and the cost of capital. 
 

 The magnitude of the investment. 
 

 How long a company can find investments at a positive spread. 
 

The combination of the first two drivers dictates the rate of growth. To show this relationship, we first need to 
define return on incremental invested capital, or ROIIC.  

 
ROIIC = NOPAT1 – NOPAT0 
               Investment0 

 
In plain words, this says that ROIIC equals the increase in NOPAT this year divided by the investment the 

company made last year. NOPAT equals the cash earnings of the business assuming no financial leverage, 
and investments include changes in net working capital, capital expenditures net of depreciation, and 

acquisitions.13 There’s a very important simplifying assumption that says that all of the increase in NOPAT is 
attributable to last year’s investment.14 

 
Let’s examine an example to make this more tangible. Say a company invests $50 in a particular year and 

sees its NOPAT grow by $10 in the subsequent year. ROIIC would equal 20 percent ($10/$50). What if the 
company invested $100 to get the same lift in NOPAT? ROIIC would decline to 10 percent ($10/$100). So 

ROIIC is a measure of how efficiently a company grows.   
 
When companies and investors think about valuation, they commonly start with growth. But an understanding 

of the first two drivers of value shows why this focus is wrong. If a company is expected to have an ROIIC 
exactly equal to the cost of capital, the second term of the equation collapses to zero and the price-earnings 

multiple goes to the steady-state level. If ROIIC is above the cost of capital, the second term is positive, and 
growth will enhance value. Finally, if ROIIC is less than the cost of capital, growth destroys shareholder value. 

More rapid growth leads to greater value destruction. 
 

So whether growth is virtuous depends on the firm’s incremental economic returns. A company can grow its 
earnings per share without creating shareholder value.15 In our view, proper thinking about valuation requires 

dwelling first on the incremental return on investment and only later considering the impact of growth. 
 
Exhibit 5 shows the trade-off between returns and growth. Across the top are various assumptions about 

ROIIC. Down the side are a range of NOPAT growth rates. In the body are the price-earnings multiples that 
fall out of the relationships. The model generating these multiples assumes that the company is financed 

solely with equity, has a cost of capital of 8 percent, and that the company can find investments at the implied 
return for 15 years. More realistic assumptions do not change the core lessons from the exhibit.16   
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Exhibit 5: P/Es Given Different Scenarios for ROIC and Growth 

 
Source: Credit Suisse. 

Note: Assumes all equity financed; 8% cost of capital; 15-year forecast period. 

 
There are three fundamental concepts that you can take away from the exhibit. First, a company earning its 

cost of capital will trade at the commodity price-earnings multiple, 12.5 times in this case, irrespective of 
growth. You can imagine these companies as being on an economic treadmill: You can speed up or slow 

down the treadmill of growth and it makes no difference, the companies are not going anywhere. Value 
neutral companies must first figure out how to increase ROIIC before they worry about growth. 

 
Second, if a company is generating returns in excess of the cost of capital, growth is good. Indeed, all things 

being equal, faster growth translates directly into a higher price-earnings multiple. For instance, the warranted 
price-earnings multiple for a company with a 24 percent ROIIC and 4 percent growth is 16.1 times, whereas a 
company with the same ROIIC but a more rapid growth rate of 10 percent is worth 25.7 times. The value of 

high ROIIC companies is extremely sensitive to changes in perceived rates of growth. 
 

Finally, companies that earn below the cost of capital on their incremental investments destroy shareholder 
value. We can see this clearly in cases when companies overpay for acquisitions and hence transfer wealth to 

the selling company. Acquisitions are a good example because the acquiring company grows, and in many 
cases the deal is accretive to earnings per share. That many deals grow the business and earnings yet destroy 

value is a stark reminder that an acceptable return on incremental investment is paramount.       
 

Academic research shows that the stocks of those companies that grow their assets the most rapidly, a proxy for 
substantial investment, tend to generate lower returns for shareholders.17 In theory, companies can rank their 

investment opportunities in relative attractiveness. The idea is that those companies that invest the most deplete 
the value creating investment opportunities and dip into investments that are value neutral or value destroying.  
 

The final component of future value creation is how long a company can find attractive investment 
opportunities. M&M referred to this as simply “T,” but it is also known as “value growth duration,” “competitive 

advantage period,” and “fade.”18 This period is closely related to sustainable competitive advantage. Some 
companies are able to find attractive investment opportunities over a long time by virtue of the industry in 

which they compete, the strategies they select, the capital allocation choices they make, and some luck.19    
 

The period of attractive investment opportunities has attracted considerable research attention. There are a 
few things we can say to summarize the work. First, the market tends to impound value creation for many 

years in the future. It is common for the market to reflect a half dozen years or more of value-creating 
investment opportunities in the price of a stock. This empirical reality counters the notion that the market is 
strictly short-term oriented.  
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Second, the anticipated period of value creating investment opportunities is different for various industries. For 
instance, research by Brett Olsen, a professor of finance, suggests that the market-implied competitive 

advantage period averaged about 8 years from 1976-2007, with a span of roughly 5 years for very 
competitive industries to 15 years for industries that are more stable.20  

 
This range of market-implied competitive advantage periods is tied closely to the reversion to the mean of 

returns on invested capital. That reversion occurs is incontrovertible, but we also know that the rate of 
reversion to the mean varies by industry, which explains the range that we see in years of anticipated value 

creation. This says that industries with rapid reversion to the mean justifiably deserve lower price-earnings 
multiples, as the second term of the equation will be worth less, all things equal, than that of an industry with a 

slow rate of reversion to the mean. Slow fade sectors include consumer staples and health care, and fast fade 
sectors include information technology and energy.21 

 
Recognizing the persistence of high returns and attractive investment opportunities for some companies within 
its database, Credit Suisse HOLT® developed criteria for “eCAP” companies. These companies are expected 

to find attractive investment opportunities for a longer period than the general population of companies can. 
The criteria for being an eCAP company, which the HOLT team derived empirically, include a sufficiently high 

initial CFROI, slow fade, low CFROI volatility, and asset growth that remains in check.22 

 

A thoughtful assessment of future value creation must balance a sense of ROIIC, growth, and the longevity of 
investment opportunities. All of these essential drivers are implicit in a price-earnings multiple but must be 

explicit in a model based on discounted cash flow. Analysts frequently appeal to past multiples or comparable 
multiples to make a case for valuation even as the outlook for one or more of these drivers has changed.  

 

Use of Relative and Comparable Multiple Valuation 

 

A great deal of valuation in the financial community is based on relative or comparable multiples. Specifically, it 

is also common to compare the valuation of one company to a perceived group of peers to judge whether the 
stock is under- or overvalued. Analysts also frequently compare the current valuation of a company or an 
industry to its past valuation to argue that it’s cheap or dear.  

 
At this point, the peril of comparable valuation based on multiples should be clear. Unless the value drivers of 

the peer companies are very similar to those of the subject company, comparable valuations are baseless. 
More often than not, disparities in price-earnings multiples are justified given the difference in economic 

characteristics of the companies in question. Industry classifications do not always accurately capture 
companies of similar economic profiles. 

 
Market forecasters are fond of comparing today’s price-earnings multiple to multiples of the past to judge the 

prospects of the market. For historical multiples to be relevant to the present, today’s underlying drivers of 
value and valuation must be consistent with those of the past. This occurs only when the statistical properties 
of the drivers of stock price returns are stable over time. The fancy term for this stability is “stationarity.” These 

drivers include interest rates, inflation expectations, tax rates, the equity risk premium, and the composition of 
the companies within the market. Accounting standards must also be consistent so that earnings represent 

the same quantity over time.       
  

In fact, each of these drivers has seen a great deal of change over time. Let’s dwell on the equity risk 
premium for a moment. A survey of 150 corporate finance and valuation textbooks found that they 

recommended a range of equity risk premiums from 3 to 10 percent, and one-third of the books used 
different premiums within their own pages.23 Bradford Cornell, a professor of finance, looked at the equity risk 
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premium over time and concluded that it “is probably nonstationary.” He adds, tellingly, “Recognition that the 
risk premium may be nonstationary provides a warning signal regarding the projection of past averages into 

the future.”24      
 

All of this suggests that you should use relative and comparable multiples with a great deal of caution. What 
you want to compare are the valuations given similar underlying economic drivers. This is true whether 

comparing the stock of one company to a peer group or comparing valuations over time. At the end of the day, 
price-earnings multiples are likely too blunt an instrument to do the job effectively.  

 
One approach based on a multiple that has received considerable interest in recent years is the cyclically 

adjusted price-earnings (CAPE) model developed by two professors of economics, John Campbell and Robert 
Shiller.25 The basic argument is that the long-term expected return for the stock market slumps below average 

when the ratio of stock prices to long-term trailing earnings is high. Conversely, long-term expected returns 
are above-average when the ratio is low. We discuss the CAPE model in Appendix C. In recent years, its 
explanatory power has been limited.  
 

Multiples and Expectations 

 

The key to making money in markets is to distinguish between expectations and fundamentals. The 

expectations in a stock reflect a company’s anticipated financial results. This is the stock price. Fundamentals 
are the future financial performance of the business, including future return on incremental invested capital, 

growth, and sustainable competitive advantage. That is value. When price and value get out of line, there is 
opportunity.   

 
The expectations investing process has three steps.26 The first is to understand what expectations are 

reflected in today’s stock price. We can use a metaphor of a high jumper’s likely success, where the level of 
the bar represents the expectations in the stock, and how high the jumper can leap reflects the company’s 

fundamental results. Step one tells us simply where the bar is set.  
 

The second step is to determine the company’s likely financial performance. This requires strategic and 
financial analysis. Strong financial results are consistent with a lofty jump and poor results with an inability to 
take off.    

 
The final step flows from the first two. It is to make buy, sell, or hold decisions based on the difference 

between expectations and fundamentals. We want to know if the company will outperform expectations and, if 
so, whether there is a margin of safety. 

 
All things being equal, low multiples indicate low expectations. Academics tend to prefer multiples of book 

value because of their higher relative stability, but the core idea is the same. Indeed, there is strong evidence 
to suggest that value investing, the purchase of a diversified portfolio of stocks that embed low expectations, 

works well over time.27 Using the framework that this report developed, low multiple stocks generally have very 
modest expectations about future value creation. Provided the base business is stable and the company can 
generate some value, the stock of a company with low expectations can deliver very attractive returns. 

 
In practice, most analysts have only a vague idea of what expectations a particular price-earnings multiple 

captures. Exhibit 6 shows three companies that all justifiably trade at a 15.0 times price-earnings multiple. In 
each case, the steady-state multiple is 12.5 times and the other 2.5 points come from future value creation. 

This example holds constant factors such as leverage and the period the company can find attractive 
investment opportunities, which further complicates the task of understanding expectations. 
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In the top row is a company with high growth in earnings (12 percent) but generating only a modest positive 
spread (0.8 percentage points) to its cost of capital. The bottom row is projected to grow slowly (3 percent) 

but with a very large positive return spread (15 percentage points). The company in the middle has a growth 
rate (6 percent) and a return spread (3 percentage points) that splits the anticipated results of the other 

companies. So a 15.0 price-earnings multiple can imply very different levels of corporate performance, a fact 
that the simplicity of the multiple obscures.   
  
Exhibit 6: Three Paths to a 15.0 Times Price-Earnings Ratio 

 
Source: Credit Suisse. 

Note: Assumes all equity financed; 8% cost of capital; 15-year forecast period. 

 

  

NOPAT growth ROIIC

High growth, low spread 12.0% 8.8%

Moderate growth, moderate spread 6.0% 11.0% 15.0x

Low growth, high spread 3.0% 23.0%
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Summary  

 

Here are some conclusions from this discussion: 
 

 Multiples are not valuation; they are shorthand for the process of valuation. The value of a financial asset 
is the present value of future cash flows. Accordingly, it is essential to understand the components of a 

multiple and to have a sense of what those components imply about a company’s future financial 
performance.  

 
 In assessing capital allocation, consider incremental returns on capital first and growth second. Growth 

only creates value if the investments generate a return in excess of the cost of capital. Note that this 
return need not be immediate. But no company should pursue growth solely for the sake of growth, and 

the research shows that rapid asset growth is correlated with weak shareholder returns. 
 

 Compare companies based on their business models, not their line of business. For companies to be 

truly comparable, they must have similar outlooks for incremental returns, growth, and investment 
opportunities. They must also be financed in a similar fashion for a price-earnings multiple to be useful.    

 
 Be very careful using the past to understand the future. Past multiples are only relevant to the degree to 

which the underlying drivers of value are consistent through time. In fact, many of these drivers have 
changed, greatly diminishing the utility of past averages.  

 
 This discussion applies to all multiples. While we limited our comments to price-earnings multiples, the 

basic concepts apply to any multiple. The most commonly used multiples after price-earnings are 
enterprise value-EBITDA (EBITDA stands for earnings before interest, taxes, depreciation, and 

amortization) and price-to-book value.  
 

 Be mindful of the quality of earnings. We delved into our discussion using techniques and definitions 

(e.g., net operating profit after tax, investments, and cost of capital) that come from a discounted cash 
flow (DCF) model. The goal of a good DCF model is to avoid accounting vagaries and to zero in on the 

cash flow. Earnings fail to do this, and managements have a great deal of discretion in determining the 
earnings they report. As Alfred Rappaport’s quotation at the beginning of this report reminds us, “cash is 

a fact, profit is an opinion.”  
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Appendix A: Equivalence of Unlevered and Levered Free Cash Flow Valuation Models 

 

The value of equity should be the same whether you use an unlevered or a levered free cash flow model. In 
reality, it can be difficult to get the two to match. But here’s a simple example of the equivalence that works 

under certain assumptions. This discussion is based on an analysis by Aswath Damodaran, a professor of 
finance at New York University’s Stern School of Business.28 

 
Assume that a firm has a market value of $1,000, made up of $750 in equity and $250 in debt. Assume 

earnings before interest and taxes (EBIT) of $107.7, a cost of equity of 8 percent, a pretax cost of debt of 
6.15 percent, and a tax rate of 35 percent. 

 
First, we can calculate the weighted average cost of capital (WACC) as follows: 

 

 
 
Now, we can calculate the value of the firm: 
 

 
 

Naturally, the value of the equity is simply the firm value less debt, or $750 ($1000 - $250 = $750). 
 

Now we calculate the value of the equity directly. Instead of capitalizing after-tax EBIT by the cost of capital, 
we now capitalize net income by the cost of equity. The differences between unlevered and levered 

approaches include the treatment of financing costs and the tax shield. We assume that financing costs equal 
debt times the pretax cost of debt.  

 

 
 
We can now calculate the value of the equity by capitalizing net income by the cost of equity: 
 

 
 

Naturally, this is a very simple example based on a perpetuity assumption. But you can expand on the basic 
logic for each year, extending the model into the future.  

 
At the outset, we said this equivalence only works under certain assumptions. The first is that the sums for 

debt and equity that we used to calculate the capitalization are the same as the product of the valuation. The 
second is an absence of nonoperating items that would affect net income but not EBIT. The third is that 

financing costs equal the pretax cost of debt times debt outstanding. 

  

WACC = 750
1,000

.08 ( )+ .0615 250
1,000
( )( )1 − 0.35 7%=

Value of the firm = EBIT (1 − tax rate)

WACC
= =

107.7(0.65)

.07
=

70

.07
$1,000

Net income = (EBIT − financing costs) (1 − tax rate) = (107.7 – 15.4)(0.65) = (92.3)(0.65) = $60

Value of equity =
$60

.08
$750 =
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Appendix B: Estimating the Cost of Equity 

 

According to standard finance theory, you can estimate the cost of equity using the capital asset pricing model. 
This model starts with a risk-free rate and adds an equity risk premium (ERP), a boost to returns in order to 

compensate for higher risk. 
 

In estimating the cost of equity, the devil is in the details. You must decide on an appropriate risk-free rate and 
the means by which you will estimate the equity risk premium. For a detailed discussion of these issues, see 

our report entitled “Estimating the Cost of Capital” (October 8, 2013).  
 

When considering the equity risk premium, you need not fly blind. There are a handful of market-based 
indicators that provide insight into the market’s risk appetite. These include bond spreads, credit default swaps, 

and measures of volatility.  
 

Aswath Damodaran uses a forward-looking model to estimate the equity risk premium. The idea is that he 
knows the price level of the market and can make sensible estimates of normalized growth in the future. He 
can then impute the equity risk premium by calculating the discount rate that equates the present value of 

future cash flows with the prevailing index price.  
 

Exhibit 7 shows Damodaran’s estimate of the cost of equity, as well as its relevant components, over the past 
50 years. The Treasury note yield, the proxy for the risk-free rate, is at the bottom in solid blue, and the 

implied ERP is on top in striped brown. The sum of the note yield and ERP is the cost of equity, or the 
expected return for the market. After peaking in the early 1980s, the bull market of the 1980s and 1990s 

drove down the implied return for the stock market. This explains the varying levels of the steady-state price-
earnings multiple in Exhibit 1.  

 
Exhibit 7: Historical Implied Equity Risk Premium per Aswath Damodaran, 1961-2013 

 

Source: Aswath Damodaran and Credit Suisse.  
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The exhibit shows something even more remarkable: The ratio between the equity risk premium and the risk-
free rate. That ratio has averaged 0.8 over the past five decades (roughly an average ERP of 4 percent and 

risk-free rate of 5 percent). But the extraordinarily loose monetary policy adopted by central banks around the 
world following the financial crisis pushed interest rates below the level that many consider normal. Yet equity 

returns, which have averaged 6-7 percent over time adjusted for inflation, have remained in a range consistent 
with historical averages.29     

 
As a consequence, the ratio of ERP to risk-free rate jumped from below 1.0 in the early 2000s to more than 

3.0 in 2011 before settling down to about 1.7 today. While the expected return from the market hasn’t 
changed much, the composition relies much more on the equity risk premium and much less on the risk-free 

rate than in the past. Whether we will see a ratio in the future that is closer to the historical average remains a 
subject of debate.     
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Appendix C: Cyclically Adjusted Price-Earnings (CAPE) Ratio  

 

One valuation approach that has garnered interest is the cyclically adjusted price-earnings (CAPE) ratio, also 
known as the Shiller P/E, the Campbell-Shiller PE (10) Ratio, or the Shiller (10) Ratio. Some market 

forecasters point to the CAPE ratio as evidence of an overvalued market, while others dismiss the metric as 
fundamentally flawed and too pessimistic.  

 
John Campbell and Robert Shiller, two economists, developed the foundation for the CAPE ratio in a series of 

papers.30
 Investors commonly interpret the CAPE to be the ratio of price divided by a ten-year average of 

reported earnings per share, both adjusted for inflation. To illustrate, in early January 2014 the CAPE for the 

S&P 500 was 25.4, with the index at 1828.7 and earnings of $72.11 (1828.7/$72.11 = 25.4). Exhibit 8 
shows the CAPE ratio since 1881. The average over the whole period is 16.5.  

 
Exhibit 8: Cyclically Adjusted Price-Earnings Ratio, January 1881-January 2014 

 
Source: Robert Shiller’s home page, see: http://aida.wss.yale.edu/~shiller/data.htm. 

 

Campbell and Shiller use ten years of reported earnings because noise and the business cycle heavily 
influence short-term earnings. This sidesteps a great deal of the randomness in conventional price-earnings 

ratios, which are typically based on one year. The professors also suggest that they were inspired by the 
pioneers of security analysis, Benjamin Graham and David Dodd, who wrote that one should measure 
valuation ratios over a period “not less than five years, and preferably seven to ten years.”31 

 
The finance professors argue that the CAPE ratio has strong predictive value. In their original paper, they 

calculated the CAPE ratio using the S&P 500 Index (or a suitable proxy in the early years) from 1871 to 1987. 
They did a regression analysis with the CAPE ratio as the independent variable and the subsequent ten-year 

real returns on stocks as the dependent variable and found a coefficient of determination, or r-squared, of 40 
percent. The slope of the regression was negative, which means that a high CAPE ratio suggests lower stock 

returns over the next ten years and a low ratio implies the converse.  
 

In recent years, though, implementation of a strategy using the CAPE ratio would have been a challenge. In 
the 20 years ended 2013, the CAPE ratio was above its long-term average, suggesting caution, for 231 of 
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240 months. At the same time, the total shareholder returns for the S&P 500 were 11.1 percent (arithmetic) 
and 9.2 percent (geometric), very consistent with total shareholder returns since 1928.      

 
As a result, the CAPE ratio has its critics. Some take issue with the fact that CAPE averages earnings over 

ten years, a period longer than the typical business cycle. Critics also complain that CAPE uses a measure of 
inflation that has changed over time, making historical comparisons a challenge. The most heated controversy 

surrounds how much faith to put in today’s high CAPE in the wake of a deep recession that left companies 
with massive reported losses.32 

 
Jeremy Siegel, a professor at the Wharton School of the University of Pennsylvania, has been the most visible 

of the group who call for caution in using the CAPE ratio. While Siegel supports the idea of smoothing 
earnings, he maintains that the CAPE model currently understates future stock market returns.33

  

 

Siegel argues that accounting changes have depressed the reported earnings of the S&P 500 by requiring 
large asset write-downs while not allowing for commensurate allowances when assets rise in value. The 

Financial Accounting Standards Board issued these rules for mark-to-market accounting in 2001. These 
accounting changes dropped reported earnings and exaggerated the price-earnings multiple of the index. This 

change makes recent readings inconsistent with the historical series.  
 

To mitigate this bias, Siegel recommends using operating earnings instead of reported earnings in the CAPE 
model. For example, he shows that operating earnings improve the CAPE’s explanatory power. He further 
finds that using real, after-tax corporate profits from the National Income and Product Accounts (NIPA) makes 

the model even more effective and eliminates the gross overvaluation that the ratio has suggested in recent 
years. He concludes that the CAPE ratio is a powerful predictor of real price returns that researchers can 

improve by using NIPA profits instead of either operating or reported earnings.  
 

As a practical matter, the CAPE ratio can be a means to approximate expectations and hence gain a sense of 
future market returns. Siegel’s recommendation to use NIPA data also appears sensible as it irons out some 

of the vagaries associated with the accounting changes. In reality, few investors think as far back, and as far 
forward, as the CAPE ratio demands. Price-earnings multiples based on next year’s earnings remain the most 

popular shorthand for valuation, and the correlation between this year’s price-earnings multiple and the returns 
for the market in the subsequent 12-24 months is effectively zero.34 
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“You gain more by not being stupid than you do by being smart. Smart gets 
neutralized by other smart people. Stupid does not.” 
 

Phil Birnbaum1 
 
 

 This report covers five common mistakes that investment firms make and 

offers practical guidance on how to manage each of them.  

 

 

 

 

 

 
 

Mistake  Solution

1. Relying too much on the “inside view.” Integrate the “outside view.”

2. Failure to consider a sufficient range of 

alternatives.

Conduct a premortem.

3. Underestimating or underappreciating 

an opposing point of view.

Create a team to challenge your mind-set.

4. Not imposing self-accountability. Maintain a decision-making journal. 

5. Creating an environment that is not 

conducive to good decisions.

Be mindful of your surroundings and work 

to improve them. 
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Introduction 

 

In his wonderful book, The Checklist Manifesto, Atul Gawande, a surgeon at Brigham and Women’s Hospital 
in Boston, explains the value of using a checklist to improve outcomes in a wide range of fields including 

medicine, aviation, construction, and investing. The power of a checklist is not that it improves your skill, but 
rather that it makes sure you apply your skill consistently. 

 
Gawande interviews an investor who uses a checklist to improve his investment process. This investor believes 

he can reliably beat the market, encouraged by the experience of those in other fields who have seen 
remarkable improvements in results by adhering to a checklist. He notes, “. . . they improve their outcomes 

with no increase in skill. That’s what we’re doing when we use a checklist.”2  
 

One of the most common questions we hear from investors is: “How do I improve my decision-making 
process?” Most investors have a process—some are more formalized than others—and poor outcomes are 

frequently the result of deviating from that process either consciously or unconsciously. A checklist is valuable 
precisely because it compels you to hew to your process. 
   

In his well-known essay, “The Loser’s Game,” Charles Ellis describes research by Simon Ramo on the game 
of tennis.3 Ramo, who is now 100 years old and appears to be going strong, has a PhD in physics from the 

California Institute of Technology and is the “R” of the old TRW Inc. His study of tennis, published in a book 
called Extraordinary Tennis for the Ordinary Player, revealed that the sport is really two games with one name. 

In pro tennis, the players win 80 percent of the points through superior skill. In ordinary tennis, the players lose 
80 percent of the points by making mistakes.  

 
Ramo’s prescription for winning in ordinary tennis, the variety most of us play, is to simply make fewer errors 

than your opponent does. Instead of trying for a brilliant shot, just return the ball methodically and let your 
opponent err. He writes, “Ordinary tennis consists in large part of a wide assortment of errors that can be 

gloriously and exclusively claimed by the person who committed them.”4 Ellis makes a similar point about other 
competitive endeavors such as warfare and golf.5  
 

Markets are different from sports in that you are competing not against another individual or team but rather 
against the collective wisdom, or madness, of the crowd. But the main lesson remains: It’s often easier to 

succeed by making fewer mistakes than it is by being more brilliant.       
 

This report covers five common mistakes and offers concrete and actionable ways to manage them. You can 
think of these mistakes as the common reasons that investors veer from their investment process or cases 

where the processes themselves are incomplete. 

 

Mistake #1: Relying too much on the “inside view.” 

Solution: Integrate the “outside view.” 

 
The results of an experiment by Roger Buehler, a professor of psychology, will come as no surprise to you if 

you have kids in school. Buehler asked college students to tell him the date by which they were 99 percent 
confident they would have completed a school assignment. For example, if he asked on a Monday, the 
students might respond that they were nearly certain to be done with their academic project by Friday.6   

 
When Buehler checked on the predictions, he found that only 45 percent of the students had completed the 

tasks on the designated date. The students had confidence in their estimates that vastly surpassed their 
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accomplishments. This tendency to be overly optimistic happens in many settings, from judging how long it will 
take to remodel your kitchen to estimating the launch date for a new product to forecasting the cost of an 

infrastructure project.7  
 

There is a natural way of thinking about plans and predictions, which psychologists call the “inside view.” We 
gather lots of information, consider the specifics of the situation, and combine the two to create a scenario for 

the future. For instance, a student might consider how busy she is in the upcoming days, assess the difficulty 
of the assignment, and then figure that it’s almost a sure thing that she’ll have it done by Friday.   

 
But there’s another way to think about plans and predictions that doesn’t come naturally to us but is more 

robust. Psychologists call this the “outside view.”8 The outside view considers the problem as an instance of a 
larger reference class. Basically, the outside view imposes a fundamental question: “What happened when 

others were in this position before?”  
 
Research shows that the inside view often yields predictions that are too optimistic, revealing a form of 

overconfidence. The outside view generally tempers that overconfidence and provides a much stronger 
foundation for thinking about how the future might unfold.  

 
As a case in point, scientists asked venture capitalists (VCs) to describe a transaction they were working on, 

including an estimate of the expected rate of return. The average expected return was about 30 percent. The 
researchers then asked the VCs to consider two other deals that they deemed comparable. The rate of return 

for those deals was 20 percent. After having exposed the VCs to the outside view, albeit a small sliver of the 
total number of deals, 80 percent of the VCs revised down the expected rate of return for the focal deal.9   

   
The contrast between the inside and outside view is a good way to frame the debate about intuition and 
statistics. Intuition works very well in a narrow number of domains, but people tend to rely on their intuition in 

cases where the statistics yield much better insight. When given a choice, start with statistics and then allow 
your intuition a say. Daniel Kahneman, a psychologist who won the Nobel Prize in economics, calls this 

“disciplined intuition.” If you start with intuition and then turn to statistics, you will likely select the data that 
makes your case. 

 
Psychologists have blamed overconfidence for lots of bad outcomes, including wars, strikes, and stock market 

bubbles. But according to one theory there are three varieties of overconfidence that derive from distinct 
mental mechanisms. The variety of overconfidence that is relevant here is “overprecision,” defined as “an 

excessive certainty regarding the accuracy of one’s beliefs.”10 The outside view foils overprecision by 
compelling the decision maker to consider a range of outcomes consistent with the problem.    

  
Simulations can also enhance the input from the outside view. Say the value of a particular company is 
sensitive to the price of a commodity. A simulator, loaded with a sensible distribution of prices for that 

commodity, can then generate a range of possible values for the company. The exercise is useful precisely 
because the simulator has no intuition about how the values should come out. 

 
Daniel Kahneman and his collaborator for much of his pioneering work, Amos Tversky, offer a number of 

steps to institute the outside view:11 
 

1. Choose an appropriate reference class. The goal is to find a reference class that is large enough to 
be statistically useful but sufficiently narrow to be applicable to the decision you face. In the world of 

investing and corporate performance, there is a rich amount of reference class data. Take patterns in 
return on invested capital (ROIC) as an example. If you know a company’s current ROIC, you can 
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examine the trajectory of results for companies in a similar position.12 Another illustration is mergers and 
acquisitions (M&A) for companies. There are a lot of data on M&A, and what leads to value creation 

(cash deals at modest premiums with substantial synergies) and value destruction (stock deals at large 
premiums with modest synergies).  

 

2. Assess the distribution of outcomes. Not all outcomes follow a normal, bell-shaped distribution. For 

example, of the roughly 2,900 initial public offerings (IPOs) in technology since 1980, a small fraction of 
the companies have created the vast preponderance of the value. So while this is a relevant reference 

class, the outcomes are heavily skewed. This renders the conventional notion of average or standard 
deviation meaningless. Other distributions are not as wild and can provide very robust guidelines for 

forecasting. 
 

3. Make a prediction. With data from the reference class and knowledge of the distribution, make an 
estimate. At this juncture you should be ready to consider a range of probabilities and outcomes. Let’s 

say you want to make a point estimate for the total shareholder return for the S&P 500 Index in 2014, 
something dozens of strategists actually do. Your forecast would appeal to the reference class, which is 

the past results for S&P 500 returns, and would examine the shape of the distribution of those returns. 
You could also consider valuation, which might lead to a forecast of returns that are below or above the 

historical average. 
 

4. Assess the reliability of your prediction and adjust as appropriate. This last step is a crucial one, 
as it takes into account how much you should regress your estimate toward the average. Statisticians 

have a term they call “reliability,” which measures the correlation of the same metric over different periods 
of time. In cases where correlation is low, indicating low reliability, it is appropriate to regress your 

estimate to the mean substantially. Since the correlation of the returns for the S&P 500 is close to zero 
from year to year, any forecast of the S&P 500 for a single year should be close to the historical average. 

 
Finding an appropriate reference class and integrating it into a forecast is not always easy, and researchers 
have given considerable attention to how to do it most effectively.13 But you are more likely to make a mistake 

by ignoring the outside view than you are by misusing it.  
 

In his latest book, Left Brain, Right Stuff, Phil Rosenzweig, a professor at IMD, makes a point worth 
considering. For some decisions, you can have no influence on the outcome. If you flip a coin and call heads, 

the coin will land on one side or the other without regard for your prediction. In the cases where the decision 
maker can influence the outcome, Rosenzweig argues that optimism may lead to better performance.14   

 
Executives and investors generally think by analogy, searching their mental databases for prior cases that 

appear similar and, hence, instructive. This is the basis for the case study approach. Humans are very good at 
placing items in categories, and categories facilitate inductive reasoning. For instance, the statement, “Rabbits 
have Property X; therefore, Squirrels have Property X,” is a stronger argument than, “Rabbits have Property 

X; therefore, Goldfish have Property X,” because it is more natural to place rabbits and squirrels in the same 
category than it is to place rabbits and goldfish together.15 

 
Yet reliance on case studies can be perilous for at least two reasons. First, research shows that when we look 

for similarities in two items that we compare, we see similarities. But when we look for differences, we see 
differences.   

 
In the 1970s, Amos Tversky asked subjects which pair of countries they deemed more similar, West Germany 

and East Germany or Nepal and Ceylon (which changed its name to Sri Lanka in 1972). Two-thirds of the 
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subjects selected West Germany and East Germany. Tversky then asked subjects which pair of countries they 
deemed more different. Logic suggests an answer that is the complement of the first response, hence two-

thirds finding Nepal and Ceylon more different. But that’s not what Tversky found. Seventy percent of the 
subjects rated West Germany and East Germany more different than the other pair. What you are looking for 

dictates what you see.16    
 

Second, our natural tendency to rely on categorization to reason inductively leads to a focus on attributes as 
opposed to circumstances. Attributes are features that allow for categorization. For instance, animals with 

wings and feathers can fly. Circumstances capture causal mechanisms. Since the physics of lift causes flight, 
animals or objects that can create lift will fly, including most birds and airplanes, and those that can’t create lift 

won’t fly. To learn from history, you need to understand causality.17    
 

Mistake #2: Failure to consider a sufficient range of alternatives. 

Solution: Conduct a premortem. 

 

Most people are familiar with a postmortem, where doctors try to learn from the mistakes that led to a 
patient’s death. This technique seeks to learn from the past. The “premortem,” popularized by a psychologist 

named Gary Klein, is another technique that sharpens our decision making. Rather than using the past as a 
guide for the present, the premortem goes from the future to the present. This is a technique called 

“prospective hindsight.”18  
 

Here’s the idea. Before you actually make a decision, launch yourself into the future, say one year from now, 
and pretend that you made the decision. Now assume the decision turned out poorly, and you must document 

the reasons for the failure. Prospective hindsight places you ahead in time and grants you the knowledge of 
the bad result. You can then think carefully about what went awry. This process taps into our natural facility to 

explain events for known outcomes. 
 

Jay Russo and Paul Schoemaker, leading researchers on decision making, provide an example of how this 
process works.19 Answer the following question: 
 

How likely is it that a woman will be elected the leader of your country in the first election after the next one? 
Think about all the reasons why this might happen. For specificity, provide a numerical probability. 

 
Now consider another version of the question, which uses prospective hindsight: 

 
Imagine that the first election after the next one has occurred and a woman has been elected the leader of 

your country. Think about all the reasons why this might have happened. Then provide a numerical probability 
of this actually occurring. 

 
Russo and Schoemaker find that the second version of the question generates a greater number of paths to 
the event, as well as a higher probability, than the first one. For instance, in one version of an experiment, they 

found that the subjects who used prospective hindsight generated 25 percent more reasons than those who 
did not use the technique. In addition, the reasons were more specific and more closely aligned with the 

scenario the subjects considered.    
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Gary Klein recommends a six-step process to do a premortem:20   
 

1. Prepare. Participating team members should be relaxed with paper and pen in hand, and should be 

familiar with the decision that the group is contemplating. 
 

2. Imagine a fiasco. Klein recommends considering a worst case scenario. He suggests that you should 

consider the outcome embarrassing and devastating to the point where people on the team are unwilling 

to speak to one another. He then suggests that while this crystal ball is good enough to see the failure, it 
is too shoddy to make out the causes. 

 

3. Generate reasons for the failure. He asks each team member to spend three minutes writing down all 

the reasons behind the failure. The team members should do this step independently and silently. 
 

4. Consolidate the lists.  After everyone is done, the facilitator goes around the room and asks each team 
member for one item from his or her list and records it on a white board. The process is not complete 

until every item on everyone’s list is captured on the board. This should represent a comprehensive list of 
the concerns and issues. 

 

5. Revisit the plan. The team is now in a position to revisit the main concerns regarding the prospective 

decision. If there isn’t sufficient time, the team can arrange another meeting to address ways to tackle 
the other problems. 

 

6. Periodically review the list. Klein suggests periodically taking out the list in order to keep the specter 

of failure fresh in the minds of the team members.     
  

Klein didn’t develop the premortem to help investors, but the utility should be clear. A premortem tempers 
overconfidence, reduces the risk of groupthink, and “unleashes the imagination of knowledgeable individuals in 

a much-needed direction.”21   
   
Some have criticized the premortem as being too negative or pessimistic. The central value in the process is 

correcting the tendency to be overconfident. So, indeed, it may be useful to run through this exercise using 
positive scenarios if your assumption is based on negative scenarios. The value of the task is that it draws on 

the way our minds work to counterbalance the potentially excessive confidence in our view.      
    

Mistake #3: Underestimating or underappreciating an opposing point of view. 

Solution: Create a red team to challenge your mind-set. 

 

It is common for investment firms to position their portfolios to reflect a particular point of view or theme. For 

example, the leaders of the firm may be bullish or bearish on the overall market, risk-seeking or risk-averse to 
reflect a “risk-on” or “risk-off” environment, or exposed to a theme such as “interest rates are rising” or 

“interest rates are falling.” These beliefs, called “mind-sets,” need to be explicit. You can define a mind-set as 
“a series of expectations through which a human sees the world.”22     

 
Mind-sets can be good, of course, when they get everyone on the same page. But mind-sets are a problem if 

the world changes. As Richards Heuer, who worked in the intelligence office of the Central Intelligence 
Agency (CIA), wrote, “The disadvantage of a mind-set is that it can color and control our perception to the 
extent that an experienced specialist may be among the last to see what is really happening when events take 
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a new and unexpected turn. When faced with a major paradigm shift, analysts who know the most about a 
subject have the most to unlearn.”23    

 
Red-teaming is a technique to offset the rigidity of mind-sets. The idea is an old one that comes from military 

strategy. A red team attacks and a blue team defends. In this case, the blue team would be assigned to 
defend the mind-set that underpins the firm’s portfolio. The red team would be a small number of people 

within the analytical team who would be charged with contesting the mind-set. Red-teaming allows for an 
explicit challenge to the mind-set within the firm, and at a minimum forces the team members to seriously 

consider an alternative point of view. 
 

There are some helpful guidelines in setting up a red-team, blue-team exercise. The first is to structure the 
debate using “linchpin analysis,” which requires multiple steps:24 

 

1. Identify the main uncertain factors or key drivers (variables) that will determine an outcome. 

 

2. Pinpoint working assumptions (linchpin premises) about how the key drivers will operate. 

 

3. Advance convincing evidence and reasoning to support the linchpin premises. 

 

4. Address any indicators or signposts that would render the linchpin premises unreliable. 

 

5. Ask what dramatic events or triggers could reverse the expected outcomes. 

 

A senior member of the investment team should assign three to four analysts to be on the red team. The 
people in this group should be diverse and credible and should not be the main advocates for the mind-set. 
Once the red team has had time to prepare the challenge based on linchpin analysis, the investment team can 

sit together and the red team can present the case against the status quo. As befitting the intellectual tradition 
of the exercise, the goal of the red team is to figure out a way to “defeat” the blue team.  

 
One of the essential ground rules in a red-team, blue-team exercise is to explicitly separate facts from 

opinions. A fact is a piece of information that is presumed to have objective reality. As a consequence, it can 
be disproved. An opinion is a belief that is stronger than an impression but less strong than positive knowledge. 

An opinion can be difficult to disprove. Presenters from both sides must be overt about what are facts and 
what are opinions. Facts, which themselves can change over time, should rule the day.25    

 
If you want to practice discriminating between facts and opinions, pick up a report or memo written by a 
research analyst and highlight the facts in one color and the opinions in another color. You might be surprised 

at the relative contributions of each. Decision making in the face of uncertainty is a great challenge, and 
opinion is likely to play a role. But when opinion overshadows fact, it is time to update beliefs.  

 
There is substantial evidence showing that once we reach a mind-set, we are not inclined to change our view. 

This is even in cases where arriving at the mind-set was intellectually difficult. In theory, our beliefs are 
supposed to be tentative and subject to change upon the arrival of new information. Bayes’s Theorem 

provides the mathematical way to do this.26  
 

The primary barrier to updating beliefs is what psychologists call confirmation bias. This bias says that we are 
more likely to seek information that confirms our belief than information that disconfirms it. It also says that 

when we face ambiguous information, we naturally interpret it in a way that is favorable to our belief. 
Confirmation bias is relevant for military leaders, executives, and investors, among others.27   
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Whereas the outside view or premortem help anticipate scenarios for the future by overcoming overconfidence, 
red-teaming seeks to bend a mind-set that has become too rigid by revealing alternative analyses. Michael 

Handel, formerly a professor at the U.S. Naval War College, wrote: “Clearly, the majority of failures to 
anticipate strategic surprise can be correlated with conceptual rigidity and a high incidence of perceptual 

continuity.”28 This is true, too, in the worlds of business and investing.   
 

Mistake #4: Not imposing self-accountability. 

Solution: Maintain a decision-making journal.  

 

One of the challenges to learning in markets or business is that the environment constantly changes. You can 

anticipate outcomes only with some probability. As a result, sometimes good decisions turn out poorly and bad 
decisions turn out well. Since our minds are biased to assume that the outcome reflects the level of skill, 

keeping track of the quality of our decisions is difficult.29 Most investment professionals and businesspeople 
don’t keep track of how good their decisions were. They keep track of how things turned out as the result of 

their decisions. 
 
Over the long haul, of course, good decisions provide a much higher chance of desirable outcomes. But in the 

short run the link between decisions and results can be very loose. The primary way to focus attention on the 
decision-making process is to keep a journal that documents your thinking. This is how you impose 

accountability on yourself. 
 

Here’s what you do. Go out and get a notebook. When you are making a consequential decision in your 
portfolio, business, or life, write down what you expect to happen, why you expect it to happen, and attach 

probabilities to your views. If you are so inclined, also jot down how you feel physically and emotionally. Make 
sure you note the date and time.  

 
This practice is valuable because it mitigates some common cognitive traps. The first of these is hindsight bias, 

the sense that you knew what was going to happen, before the event occurred, with a greater probability than 
you actually did. Creeping determinism is a related trap. This is the name for the sense that what happened 
was inevitable. In both cases, your mind draws out the facts around an event that occurs and weaves a 

narrative to explain the result. You do this unconsciously and effortlessly. Knowledge of the outcome and the 
facts behind it bleed into your memory, and you start to believe that you knew more than you did. 

 
Your decision-making journal stops this process in its tracks. Because your prior views are stated clearly, you 

can’t reconstruct your beliefs in a faulty fashion. You also create an opportunity to learn about your own 
tendencies. You can keep score. 

 
When maintaining your journal, it is essential to describe your views using specific probabilities. For instance, 

saying “there’s a 70 percent chance of rain tomorrow” is a lot better than saying “there’s a good chance it will 
rain tomorrow.” There are at least two reasons to express your expectations with numerical probabilities. 
 

The first reason is that language can be very ambiguous. Sherman Kent, the initial director of the CIA Office 
of National Estimates, asked 23 military officers to assign specific probabilities to various statements. For 

example, some statements, such as “almost certainly,” consistently drew a probability of 80 percent or higher. 
Likewise, “chances are slight” generally meant a probability of 10 percent or less. But some statements had a 

wide range of assigned probabilities. “Probable” evoked a range from 25 to 90 percent. A statement that is so 
vague to its recipients is next to useless.30 
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Specific probabilities in your journal also allow you to keep score. This takes even more discipline, but can 
provide essential feedback. The Brier score is a classic way to measure the accuracy of probabilistic 

forecasts.31 In its simplest form, a Brier score is the square of the error, where everything is expressed in 
percentages. For example, if you predict that it will rain tomorrow with 100 percent probability and it does, 

then the Brier score is zero (1.00 – 1)2. A zero Brier score is a perfect forecast. If you predict rain tomorrow 
with 100 percent probability and it doesn’t rain, then the Brier score is 1.00 (1.00 – 0)2. A Brier score of one 

is the worst possible score. 
 

We can consider a slightly more complicated case. Say you predict rain with an 80 probability and it rains. 
Your Brier score is 0.04 (0.80 – 1)2. If you predict rain with an 80 percent probability and it doesn’t rain, then 

your Brier score is 0.64 (0.80 – 0)2. A Brier score is like golf in that the lower the number the better your 
ability. 

 
In forecasting, there are two key measures of accuracy. The first is calibration, which captures how well your 
subjective probabilities match the objective probabilities over time. To illustrate, if it rains 70 percent of the 

days when you predict a 70 percent chance of rain, you are well calibrated. This gauges whether you have the 
appropriate humility. 

 
The second measure is discrimination, which asks whether over the long haul you assign higher probabilities 

to things that actually occur. Lots of forecasts of 100 percent probability before rainy days and zero percent 
probability before sunny days would demonstrate good discrimination. This measure captures justified 

decisiveness.32        
 

Calibration and discrimination tend to be positively correlated, but they can diverge. Consider the simple 
prediction that it rains 50 percent of the days in London. This is close to the actual percentage of days that it 
rains, and hence would be well calibrated over time.  

 
But for planning picnics, you need discrimination. High discrimination would be a series of accurate predictions 

of rain where roughly half were zero percent probability and the other half 100 percent probability. In this case, 
both calibration and discrimination would be high, and the predictions would be very useful.   

 
Besides their work on heuristics and biases, Kahneman and Tversky are also known for prospect theory. This 

theory describes how the choices people make depart from normative economic theory when the decisions 
are in probabilistic settings and involve risk. For example, most people are loss averse, which means that they 

suffer from a loss roughly 2.0 - 2.5 times as much as they enjoy a comparable gain.33  
 

After publishing on prospect theory, Kahneman and Tversky sought to quantify the psychological weights, 
called “decision weights,” which people placed on different types of financial propositions. Exhibit 1 shows the 
results. Were subjective and objective probabilities to line up in a way consistent with theory, all decisions 

would land on the line at a 45 degree angle.   
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Exhibit 1: Decision Weights versus Objective Probabilities for Financial Propositions 

 
Source: Daniel Kahneman, Thinking, Fast and Slow (New York: Farrar, Straus and Giroux, 2011), 315.  

 

In general, subjects offer accurate weights at the far extremes but have trouble in between. For instance, they 
tend to overweight low-probability events. Imagine you have a 1 percent chance of winning $1 million, and 
you’ll know the outcome tomorrow. You have some hope, but it is slim. Subjects place a decision weight of 

5.5 percent on a 1 percent objective probability. Kahneman calls this the “possibility effect.” 
 

Subjects also tend to underweight high probability events. Now let’s say you have a 1 percent chance of not 
winning the $1 million. Subjects assign a decision weight of 91.2 percent on a 99 percent objective probability. 

Anxiety over the possibility of losing is more salient than the hope of winning. Kahneman calls this the 
“certainty effect.” These patterns in decision weights can be highly relevant in setting probabilities, especially 

near the extremes.34   
 

A journal that chronicles your decisions allows you to get honest feedback about your thoughts and provides 
valuable material to help sharpen your forecasts. Our best advice is to be disciplined in maintaining your journal, 
to document your views in probabilities, and to periodically review your predictions and score yourself. Note 

the essential distinction between calibration and discrimination.  
 

Mistake #5: Creating an environment that is not conducive to good decisions. 

Solution: Be mindful of your surroundings and work to improve them.  

 
One idea that is well established in social psychology is the fundamental attribution error, or correspondence 

bias. This idea says that when we observe the behavior of others, we attribute that behavior to the individual’s 
disposition and not to the situation. As important, there is substantial evidence that shows that the situation 

exerts a very powerful influence on the decisions that people make.  
 

The Stanford Prison Experiment, conducted by a psychologist named Philip Zimbardo in the summer of 1971, 
is one of the most chilling experimental demonstrations of this point. Zimbardo converted part of the building 

housing the psychology department at Stanford University into a prison. He then found 24 physically and 
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mentally healthy male subjects to participate in the study. With the toss of a coin, he randomly assigned half of 
them to be “prisoners” and the other half “guards.” Zimbardo assumed the role of “superintendent.”35 

    
With the help of the Palo Alto police, the prisoners were arrested and subsequently de-humanized and de-

individualized. The guards were free, within limits, to do whatever they deemed necessary to maintain law and 
order. Only a few days into the planned two-week duration, Zimbardo had to call off the experiment. The 

prisoners had become depressed and showed signs of extreme stress, and the guards had become sadistic. 
 

Zimbardo provides a day-by-day account of the events in his book, The Lucifer Effect.36 While his experiment 
is an extreme example of this phenomenon, Zimbardo notes that the same conditions were in place for other 

cases of bad behavior, including the abuse of prisoners at Abu Ghraib, Iraq, in 2003 and 2004. In the 
appendix, we summarize some of Zimbardo’s recommendations for resisting the sway of bad social influences.  

 
Most organizations don’t find themselves in situations as extreme as the Stanford Prison Experiment, but the 
mistake of creating an environment that is less than ideal for quality decision making is prevalent nonetheless. 

One of the essential lessons from the fundamental attribution bias is that social context plays a major role in 
shaping decisions, and we tend to underestimate that role. 

 
The first step in creating an environment favorable to good decisions is to audit the congruence between your 

stated process and your actual behavior. There are lots of processes that may lead to attractive portfolio 
results, from certain strategies that rely on rapid trading to low turnover of highly concentrated portfolios. But 

many firms stray from the essence of their process as the result of external pressure.  
 

For example, some investment firms that claim to have a long-term orientation focus disproportionately on the 
short term following a spell of poor results. Others claim to use a fundamental approach yet use charts to time 
trades. It is essential to align what you say you do with what you actually do. This is where checklists can act 

as guardrails to keep the organization consistent and true to its principles.   
 

Leaders of investment organizations must be particularly attuned to the environment they create. The role of 
stress is a good example. Some stress is good, of course, as it activates the body and mind and encourages 

focus. But too much stress is bad and causes the quality of decisions to deteriorate rapidly.37     
 

Robert Sapolsky, a professor of biological sciences at Stanford University, is one of the world’s foremost 
researchers on stress.38 He suggests that for most of the animal world, stressors are generally physical: 

You’re a zebra who becomes a lion’s target for lunch. In those cases, the stress response kicks in and it’s 
fight-or-flight. But once the emergency has passed, the body returns to its normal state. The stress response 

is extreme but short-lived. 
 
Humans face physical stressors from time to time as well. But most of our stressors are psychological, 

including dealing with relationships, the big speech next week, and deadlines on the job. What is essential is 
that our bodies don’t distinguish between physical and psychological stressors. We have the same reactions. 

Chronic psychological stress puts your body in a constant state of emergency.  
 

To focus on the present, the stress response turns on short-term systems and turns off long-term systems. 
These include the digestive, immune, and reproductive systems. There’s no use allocating resources to digest 

lunch or fend off disease if you are not long for this world. As a result, symptoms of chronic stress include 
ulcers, a higher likelihood of getting sick, and reproductive problems.  
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Here’s the essential link back to investment management: Stress creates a focus on the short-term and 
makes long-term thinking next to impossible. This makes enormous sense from an evolutionary point of view. 

After all, the stress response evolved to help you elude danger. But it can be devastating to an organization 
that seeks to make investments that take years to pay off.  

 
Most are familiar with the formula for reducing stress, which is easier said than done. Items include eating well, 

sleeping sufficiently, exercising frequently, and maintaining social connections (family, friends, and religious 
gatherings). Good leaders of investment organizations have an even keel. They don’t get too excited when 

results are good or too despondent when results are challenging.  
 

If you lead an investment team, you may want to evaluate the environment you have created across a few 
dimensions. Ask these questions: 

 
1. Does the analytical team have access to, and avail themselves of, base rate data so as to properly use 

the outside view? 

 
2. As an organization, are we open to new ideas that may challenge our mind-sets? Do we need to do a 

red-term exercise to confront our beliefs? 
 

3. Are we always explicit about distinguishing between facts and opinions? Are we properly weighting the 
two? 

 
4. Are we structured so that we can keep track of the quality of our decisions—our process—as well as our 

outcomes? Are we communicating using probabilities instead of statements? How good are we at 
providing feedback? 
 

5. Do we have the correct amount of stress in our organization? Have we had episodes where we’ve veered 
toward too much stress, hence affecting our decisions? 

 

Summary 
 

No investment organization is perfect, and almost all seek to improve. There are a couple of paths to 

improvement. One is to get smarter and the other is to be less stupid. This report covered five common 
mistakes that investment firms make and offered practical guidance on how to cope with each of them. Each 

solution relies not on getting smarter but rather on fending off poor practices that you can fix.  
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Appendix 

 

Zimbardo’s Ten-Step Program to Build Resistance and Resilience39 

 

Philip Zimbardo provides ten steps to help resist undesirable social influence. The steps also promote 

resilience and civic virtue. 
 

1. Admit your mistakes, say you’re sorry, and if appropriate ask for forgiveness. Failure to admit mistakes 
can compound problems. 

 
2. Be mindful by being in the moment and heed situational clues. Pay attention to the things you do 

automatically and ask whether they make sense.  
 

3. Take responsibility for your actions. Diffusion of responsibility can allow unwelcome social influence to 
take root.  
 

4. Maintain your individuality by making sure no one places you into a category. Anonymity can conceal 
wrongdoing and undermines human connection.  

 
5. Respect just authority and rebel against unjust authority. Sort the real leaders who deserve respect from 

the false leaders who claim authority without substance.  
 

6. Balance group acceptance and independence. We are social animals and enjoy the comfort of the group. 
But sometimes conformity is bad for the social good. Never sacrifice personal beliefs or standards to 

conform to the group.  
 

7. Pay attention to how others frame ideas and be “frame vigilant.” Be aware of how words or the 
presentation of concepts shape your decisions. As Zimbardo writes, he “who makes the frame becomes 
the artist, or the con artist.” 

 
8. Consider the past and the future when dealing with the present. Adopting the outside view can help you 

with incorporating the past, and premortems and analysis of costs and benefits can help with the future.  
 

9. Try not to sacrifice personal freedom for the illusion of security. The sacrifices tend to be real in the 
present but the security is illusory in the future. 

 
10. Oppose unjust systems when you identify them as such. These include cults, gangs, families, and even 

corporations.   
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Firms follow an “inexorable and irreversible movement towards the equilibrium 
of death.” 
 

Kenneth Boulding1 

 
 Corporate longevity is an important consideration for investors as they 

assess valuation, position sizing within a portfolio, and the magnitude of 
sustainable competitive advantage. 

 Turnover in the S&P 500, a proxy for longevity, correlates to an index of 

innovation reasonably well but correlates to M&A activity even better. 

 The trend for turnover in the S&P 500 and Fortune 500 is rising, but not 

dramatically. That turnover comes in waves better describes the pattern. 

 Investors who compare their results to a benchmark need to appreciate 

how that benchmark changes. While most investors consider index funds 
to be passive, the indexes themselves vary quite a bit over time. 
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Introduction 

 

Nothing lasts forever. Kongo Gumi long held the distinction of being the world’s oldest surviving firm. The 
Japanese company, a builder of Buddhist temples, was founded in A.D. 578 and survived until 2006. Amid a 

decline in business and ballooning debt, the firm finally went into liquidation. Takamatsu Construction 
preserved the name by acquiring the company, but the streak of longevity was snapped.2  

 
Kongo Gumi’s 1,428-year life as an independent company was incredibly rare. About one-half of all public 

companies die within ten years of being listed, and almost all succumb before reaching 50 years. The 
characteristic age of a listed company in the United States is about 8 years old. 

 
The issue of corporate longevity is relevant for investors for a number of reasons. First, longevity is frequently 

used as a proxy for the rate of innovation. The idea is that when the economy sees a great deal of “creative 
destruction,” companies will come and go at a rapid rate as the new replaces the old.3 To the degree that it 

does reflect on the rate of innovation, longevity has implications for portfolio turnover and the shifts in valuation. 
As we will see, there does appear to be a link between longevity and innovation, but mergers and acquisitions 
(M&A) explain turnover even better.  

 
Longevity is also important for investors because it affects portfolios directly through the risk of death. For 

example, the committee that determines the S&P 500 Index removed 81 stocks as the result of failure in the 
10 years ended 2013. These include Eastman Kodak, Lehman Brothers, and Circuit City, all formerly held in 

high esteem. The hazard of owning a company that fails is especially relevant for value investors. The question 
we must answer is, “Why do most companies cease to exist?” 

    
Finally, the returns for active money managers are generally measured versus a benchmark such as the S&P 

500, which changes in composition as companies enter and leave the index. Comparing results of an active 
manager to a benchmark makes sense because investors correctly consider returns of an index fund as an 

opportunity cost. Just as companies must earn a return on investment in excess of the opportunity cost of 
capital to create value, so too must active managers.  
 

The S&P 500, with a market capitalization of $16.7 trillion as of March 31, 2014, represents about 80 
percent of the available U.S. market capitalization and closely reflects the results of the overall market.4 More 

than $5.7 trillion is benchmarked to the S&P 500, with pure index funds representing a little over one-quarter 
of that amount.5 Said differently, almost 40 percent of actively-managed U.S. equity mutual funds use the 

S&P 500 as a benchmark, representing well over 50 percent of assets under management.6    
 

Investors generally call a fund “passive” if it mirrors an index like the S&P 500. But the composition of the 
S&P 500 itself varies over time, in large part reflecting the issue of corporate longevity. As a result, 

understanding the criteria that the S&P 500 Index committee uses, as well as the changes in the index over 
time, can give investors insight into how to beat the benchmark. 
 

In this report, we start by examining the turnover in the composition of the S&P 500, with a goal of 
understanding the causal factors behind the additions and removals. In light of these results, we consider 

whether turnover in the S&P 500 is a reasonable proxy for innovation. We find that while we can link turnover 
to an index of innovation, M&A appears to have a larger influence on the changes. 
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While others have analyzed patterns of the entries and exits, we take an additional step by analyzing the 
characteristics of the companies coming and going. In particular, we examine the total shareholder returns 

(TSR) for the three years before and the three years after a company is either added to, or dropped from, the 

S&P 500. We also look at the cash flow return on investment (CFROI®) for the same population to gauge the 

quality of the businesses.  

 
We find that the companies the committee adds to the S&P 500 have high trailing TSRs and above-average 

CFROIs. The companies it removes fall into two camps. Those that leave as the result of M&A have strong 
trailing TSRs and attractive CFROIs, whereas those dropped due to failure or other factors have poor TSRs 

and CFROIs. 
 
One intriguing finding is that in the 12 and 36 months following an action, the companies the committee 

removes from the S&P 500 (but that continue to trade) vastly outperform the companies the committee adds. 
This is consistent with reversion to the mean. The committee generally adds companies that have done well 

and that have high embedded expectations, and removes companies that have done poorly and hence have 
low expectations. This sets up the scenario where the low expectations stocks outperform the high 

expectations stocks.    
 

The population of the S&P 500, while economically large and significant, only represents a fraction of the 
broader economy. As a result, we study the Fortune 500 to see whether the turnover of the S&P 500 is 

consistent with that of other large companies. The Fortune 500 is a list of the largest companies in the U.S. 
ranked by revenue and includes private companies for which there are data. We also look at longevity for 

smaller companies via academic research and data from the U.S. Census Bureau. 
 
The general rate of change we see for the Fortune 500 is consistent with the S&P 500. For small companies, 

the entry rate is approximately 12-14 percent per year and the exit rate is about 10-12 percent. This means 
that in an economy that starts with 100 companies, each year around 12-14 new companies will enter the 

economy and 10-12 will leave, resulting in modest growth in the number of companies. There is a great deal 
of birth and death in young companies.      

 
Corporate longevity is a key consideration for investors, but the crux of the issue is why companies die. Some 

do indeed die as the result of obsolescence, but most bow out gracefully via a merger with another entity. And 
those companies that are discarded from the S&P 500 and that still trade may present a small, but lucrative, 

investment opportunity. 
 

What Causes S&P 500 Turnover? 

 
Exhibit 1 shows the turnover in the S&P 500 from 1958 through 2013. We use data from Compustat for 

1991 through 2013 and rely on data from Jeremy Siegel, a professor of finance at the Wharton School of the 
University of Pennsylvania, for the prior years.7 Over this span, the average annual turnover rate was about 4 

percent, which means there were approximately 20 changes per year. The removal of one company and the 
addition of its replacement constitute one change. Appendix A explains how we tracked deletions and 

additions. 

                                                 

 

 CFROI

® 

is a registered trademark in the United States and other countries (excluding the United Kingdom) of Credit Suisse 

Group AG or its affiliates.  
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Exhibit 1: Turnover in the S&P 500 Index, 1958-2013 

 
Source: 1958-1990: Jeremy Siegel, “Long-Term Returns on the Original S&P 500 Companies,” Financial Analysts Journal, Vol. 62, No. 1, 

January/February 2006, 18-31; 1991-2013: FactSet, S&P Dow Jones Indices, Credit Suisse Research. 

 

The trend line indicates a gentle rise in the annual turnover rate from the late 1950s and 1960s, when the 

rate of change was a modest three percent, to today’s turnover rate of about four percent. Perhaps the most 
striking feature of Exhibit 1 is that the rate of turnover swings a great deal from year to year. To illustrate, the 
turnover rate was in the range of 2 to 11 percent, or 9 to 55 changes per year, from 1991 through 2013.  

 
What is the source of turnover? The high turnover in some periods, such as the dot-com bubble in the late 

1990s or the financial crisis in 2008-2009, make sense and may be indicative of change in the underlying 
economy. But in other instances, turnover tells us nothing at all about creative destruction.  

 
For example, the huge spike in 1976 was the result of S&P removing 40 industrial, transportation, and utility 

companies and replacing them with a like number of financial stocks. In 2002, the index committee removed 
seven non-U.S. companies because they failed to meet the selection criteria at that time—even though some 

of the companies had been in the index for 60 years. There were eight changes in 2009 as the result of 
companies moving their corporate headquarters outside the U.S. in anticipation of a revision in tax laws. These 

cases underscore the limitation of simply using turnover as a proxy for innovation.8   
 
That said, there is a good fit in recent years between The Shift Index, a measure of innovation developed by 

consultants at Deloitte, and turnover in the S&P 500. Exhibit 2 shows the relationship between a change in 
the Shift Index and turnover in the S&P 500 from 1994 through 2012. The correlation coefficient (r) is 0.65. 

The Shift Index is itself made up of three component indexes. The “foundation index” captures public policy, 
infrastructure penetration, and technology performance. The “flow index” reflects virtual and physical flows, as 

well as amplifiers such as social media. The “impact index” takes into consideration markets, firms, and people. 
Together, these indexes are meant to quantify broader economic change.9  
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Exhibit 2: The Shift Index and Turnover in the S&P 500 Index, 1994-2012  

 
Source: Deloitte analysis (see: http://dupress.com/articles/the-burdens-of-the-past/?id=us:el:dc:dup595:awa:tmt), FactSet, S&P Dow Jones Indices, 

Credit Suisse Research. 

 

The question is whether any other phenomenon explains turnover, and hence longevity, even better than the 
Shift Index. To answer this, we examined why the committee removed stocks from the S&P 500. Appendix B 

provides a detailed discussion of the basis for additions to, and removals from, the index. Additions must meet 
specific criteria while the committee has greater discretion in the decision to remove a company.   

 
The grounds for removal from the S&P 500 fall into three categories: “M&A,” “Failure,” and “Other.” M&A 

includes mergers, acquisitions, and companies that go private. We exclude other strategic deals such as spin-
offs to shareholders or other forms of dividing a company.   

 
Failures consist primarily of companies the committee dropped from the index following a bankruptcy filing or 
for failure to maintain a sufficient market capitalization.10 

 
The “Other” category consists mostly of two groups. First are companies that realized a large decline in market 

capitalization for reasons unrelated to performance, including special dividends or spin-offs. The second group 
includes companies that S&P removed for moving their domiciles outside the U.S. 

 
We systematically place each removal from the index, from 2002-2013, into a category based on the 

information that S&P provided. This analysis reveals that M&A, not failures, drives the majority of turnover in 
the index. Exhibit 3 shows that more than half the removals are the result of M&A while only about one-third 

are from failure. The other category was just over one-tenth of the sample. Most failures were the 
consequence of a decline in market capitalization, not bankruptcy. See Appendix C for a full log of these 
changes and the reasons for each removal. 
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Exhibit 3: Reasons for Removals in the S&P 500 Index, 2002-2013 

  
Source: FactSet, S&P Dow Jones Indices, Credit Suisse Research. 

 
Exhibit 4 compares global M&A volume to index turnover from 1992 to 2013. There is a good correlation 

between the two. More formally, the correlation coefficient (r) is 0.73 using global M&A volume and 0.78 
using U.S. M&A volume. We see that index turnover over the last 20 years peaks at the same time as M&A 

peaks in the late 1990s, and again crests around the M&A wave in the mid-2000s.   
 

An extensive body of research links M&A activity to a wide variety of factors, including stock prices, business 
sentiment, financing costs, tax rates, industry shocks, and even behavioral pressures on management 

teams.11 While the rate of innovation certainly plays a role in M&A as well, it appears to be one among a 
handful of essential drivers.  

 
Exhibit 4: S&P 500 Turnover and Global M&A Volume, 1992-2013 

 
Source: FactSet, S&P Dow Jones Indices, Credit Suisse Research. 
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These categories reveal the limitations of simply associating turnover with creative destruction. For example, it 
is not accurate to say that a company “failed” if the S&P committee removed it following a divestiture that 

shrunk the company’s market capitalization below a threshold level. Likewise, it’s hard to say that creative 
destruction was the reason the committee had to remove a company after it was acquired for its strong growth 

and profitability.  
 

The Characteristics of Companies Added to, and Removed from, the S&P 500 

 
The next step of our study was an analysis of the characteristics of the companies added and removed from 
the S&P 500. In particular, we focused on two measures. The first is three- and one-year total shareholder 

return (TSR), relative to the S&P 500, before the change and one and three years following the change. TSR 
is the return an investor earns for a stock given the change in price and assuming that all dividends are 

reinvested. We subtract the return for the S&P 500 from each company’s TSR to calculate relative TSR.  
 

The second measure is the three- and one-year cash flow return on investment (CFROI) before the change 
and one and three years following the change. CFROI is a measure of the return a company earns on the 

cash it invests in its business. Because CFROI is adjusted for inflation, you can compare it over time without 
fear of distortion. Appendix D provides detail on the sample sizes of the various categories. 
 

Exhibit 5 summarizes our observations about TSR.12 To begin, the S&P committee tends to add companies 
that have shown strong past stock price results. The companies added in the 12 years ended in 2013 had an 

average relative TSR of 29 percent per year for the 3 years before inclusion and of 28 percent for the year 
prior to inclusion. The median returns, while more modest, were similarly high. In this way, the committee 

behaves in a way that is consistent with other investors—they seek success.13  
 

Exhibit 5: Trailing and Future TSRs for Additions and Removals from S&P 500 

 
Source: FactSet, S&P Dow Jones Indices. 

Note: The data cover all changes to the index from 2002-2013. 

 

The companies that were removed had three- and one-year returns that were essentially equal to the S&P 
500. Naturally, the TSRs reflect the reason the committee had to drop a company. (See Exhibit 6.) The 
companies that left as the result of M&A had average relative returns of 9 percent for three years and 23 

percent for one year. Most of the companies that leave the S&P 500 do so after having outperformed the 
index itself.  

 
Companies that failed, of course, fared poorly prior to exclusion. Those companies had average relative 

returns of -24 percent for three years and -39 percent for one year. Companies that left the index for other 
reasons had returns roughly in line with that of the S&P 500. For each type, the median returns are similar to 

those for the mean. So, companies that were acquired had excellent relative TSRs, companies that failed had 
poor TSRs, and the other companies performed in line with the market.        

-3 Year 

CAGR -1 Year +1 Year

+3 Year 

CAGR

Added 29% 28% -1% 2%

Removed -1% 0% 38% 27%

Added 18% 23% -3% 1%

Removed -3% 5% 5% 0%
Median

TSR Relative to S&P 500

Mean
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Exhibit 6: Trailing and Future TSRs for Types of Removals from S&P 500 

 
Source: FactSet, S&P Dow Jones Indices. 

 

But the past is not prologue. Exhibit 7 shows that the average TSRs for the companies the committee 
removed from the S&P 500, but that continued to trade publicly, trounced those of the companies the 
committee added.14 One year after a change, the average relative TSR for the companies the committee 

added was -1 percent while the TSR for the companies removed was 38 percent. The results held for three 
years as well, with added companies up 2 percent and deleted companies up 27 percent relative to the 

market per year. These results are consistent with prior research examining changes to the S&P 500 and 
Dow Jones Industrial Average.15 The S&P 500 Index committee buys high and sells low.    

 
Exhibit 7: Relative TSRs Following Addition and Removal from the S&P 500 

 
Source: FactSet, S&P Dow Jones Indices. 

 

Next, exhibit 8 shows the results for our second measure, CFROI. The committee adds companies to the 
S&P 500 that have CFROIs well above the average. For the three years prior to addition these companies 

have an average CFROI of 15.6 percent, while the CFROI is an even higher 16.6 percent for the year prior to 
addition. These figures compare to an average CFROI during that period of around 9 percent. The S&P 500 

committee adds companies that have stock market returns and quality that are well above the average. 
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The CFROIs of the deleted companies are the mirror image: They are below average. The mean CFROI for 
the three years prior to removal was 7.5 percent, and the CFROI in the year before removal was an even 

lower 4.2 percent. But, the average CFROIs for the removed companies belie the results based on why they 
were removed. 
 

Exhibit 8: Trailing and Future CFROIs for Additions and Removals from S&P 500 

 
Source: FactSet, S&P Dow Jones Indices, Credit Suisse HOLT®. 
Note: The data cover all changes to the index from 2002-2013. 

 

Companies removed as the result of M&A had trailing three-year average CFROIs above the rest of the 

market. This is consistent with prior research that suggests firms with large free cash flows are attractive 
takeover targets.16 This means that the companies removed because of failure or “other” had CFROIs way 

below the average. The CFROIs for these companies in the one year and three years following removal, at 
around six percent, are consistent with businesses that are subpar in quality. 
 

In summary, the S&P 500 committee adds stocks of companies that have achieved good recent TSRs and 

that are of above-average quality. Those companies continue to earn high CFROIs, but their stocks, on 
average, generate TSRs roughly in line with the market in the one and three years following addition. 

 
Of the companies removed, there are two tales. The stocks of companies that are acquired, which represent a 
majority of removals, have TSRs and CFROIs that are well above the market prior to leaving the S&P.  

 
The stocks of the companies categorized as failures, slightly above one-third of our sample, have abysmal 

TSRs prior to removal but superb TSRs after removal. The quality of these businesses, as measured by 
CFROI, is substandard throughout the period we measure.  

 
The stocks of the smallest group, companies categorized as “other,” have below-average quality and earn 

TSRs roughly equivalent to that of the market prior to removal and fare somewhat better following removal.   
 

Evidence from the Fortune 500 Corroborates the S&P Experience 

 

The S&P 500 includes many large companies in the Unites States and reflects the broad stock market well. 
To expand our analysis of longevity, we also examined the changes in the Fortune 500 over time. Published 
annually by Fortune magazine, the list includes the 500 largest U.S. companies ranked by revenues. Because 

it includes public as well as private and mutual insurance companies, the Fortune 500 does a better job of 
capturing America’s largest companies.17 We calculate that roughly two-thirds of the companies in the index 

and the list overlap.  
 

 

-3 Year 

Avg -1 Year +1 Year

+3 Year 

Avg

Added 15.6% 16.6% 15.4% 15.2%

Removed 7.5% 4.2% 6.1% 6.2%

Added 12.3% 13.3% 13.1% 12.0%

Removed 7.7% 6.8% 5.4% 5.3%

Mean

Median

CFROI
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Exhibit 9 shows annual turnover in the Fortune 500 since 1955, the year Fortune first published the list. We 
see a pattern of turnover that is consistent with the S&P 500. On average, there are 32 changes per year, 

representing turnover of roughly six percent, above the S&P 500 at about four percent. Similar to the S&P 
500, we see evidence of a modest rise in turnover. But the trend is flat over the past decade and down 

sharply if we start at 2000. 
 

Exhibit 9: Fortune 500 Turnover 

 
Source: Fortune, Credit Suisse Research. 

 

Exhibit 10 presents another view of longevity for the large companies on the list.18 We select five starting 

years—1955, 1965, 1975, 1985, and 1995—and track what number of the original 500 companies for 
those years remain on the list annually for subsequent years.19 For example, 362 of 500 companies on the 
1955 list remained there 10 years later. After 15 years, only 294 of the 500 were still on the list. After 35 

years, just 170 of the 500 made the list. The steeper the slope of the line’s decline, the more rapidly 
companies disappear from the list. The lines that start at more recent dates do appear to drop faster, showing 

that there is indeed acceleration in turnover for the Fortune 500. It’s harder to remain among the ranks of the 
largest companies today than it was in past generations. 

 
 

 
 

 
 
 

 
 

 
 

 
 

 
 

 

0

10

20

30

40

50

60

0%

2%

4%

6%

8%

10%

12%

1
9

5
5

1
9

5
8

1
9

6
1

1
9

6
4

1
9

6
7

1
9

7
0

1
9

7
3

1
9

7
6

1
9

7
9

1
9

8
2

1
9

8
5

1
9

8
8

1
9

9
1

1
9

9
4

1
9

9
7

2
0

0
0

2
0

0
3

2
0

0
6

2
0

0
9

2
0

1
2

N
u
m

b
e
r 
o
f 

C
h
a
n
g
e
s

T
u
rn

o
ve

r

Average

Trend line



  April 16, 2014 
 

Why Corporate Longevity Matters 11 

Exhibit 10: Fortune 500 Longevity 

 
Source: Fortune, Credit Suisse Research. 

 
Exhibit 11 shows that Fortune 500 turnover, similar to S&P 500 turnover, tracks the M&A cycle closely. 
However, the correlation is not as high for the Fortune 500 as it is for the S&P 500. Since 1992, the annual 

turnover for the Fortune 500 had a correlation (r) to global M&A volume of 0.42 and of 0.58 to U.S. M&A 
volume. This compares to correlations in the 0.70s for S&P 500 turnover.  
 

Exhibit 11: Turnover for the Fortune 500 and S&P 500 and Global M&A Volume 

 
Source: Fortune, FactSet, S&P Dow Jones Indices, Credit Suisse Research. 
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Leslie Hannah, a professor at the London School of Economics, studied corporate longevity in detail.20 
Hannah started with the 100 largest companies in the world, as measured by market capitalization, in 1912 

and figured out where they were in 1995. He found that 52 companies had survived and 48 had disappeared. 
Of the survivors, 19 remained in the top 100. Of those that disappeared, 29 went bankrupt or suffered a 

similar plight, including liquidation, bankruptcy protection, extensive corporate breakup, or nationalization. 
 
Broadening the Sample—From Big to Small 

 

We have focused on big corporations because they reflect the overall economy and represent a large fraction 
of the investable universe. Investors are focused on those companies with good reason. In the U.S. today, 

there are 5.7 million total firms and just more than 5,000 stocks trade on major exchanges.21  
 

The pattern for the largest firms also exists for smaller firms and, if anything, the issue of longevity is more 
acute for small firms. Timothy Dunne, Mark Roberts, and Larry Samuelson, a trio of economists, did a 

sweeping study of corporate longevity, including entry and exit rates. Their analysis of more than 250,000 U.S. 
manufacturing firms showed that roughly 35 percent of firms that enter an industry exit within 5 years, and 
that about 80 percent of entrants exit within 10 years.22 

 
Exhibit 12 shows the rate of entry and exit for U.S. establishments across all industries since 1977, using the 

U.S. Census’s Business Dynamics Statistics (BDS). Most studies on corporate demography use 
establishments, a rough proxy for firms, as the unit of analysis because that is the way the Census Bureau 

collects and reports the data.  
 

A useful way to think about entry and exit is to imagine an industry with 100 firms today. Based on the 
average annual rates over the past decade, roughly 12-14 new firms will enter the industry and 10-12 firms 

will leave in one year. This leads to modest growth in the total number of firms on average. Because entry 
rates typically exceed exit rates, the number of establishments in the U.S. increases over time. 
 

The most recent data disclosed by the BDS show that approximately 25 percent of establishments fail within 
the first year and just over one-half fail within five years.23 Mortality rates are high for young companies and 

decline for companies that reach adolescence. 
 

Exhibit 12: Establishment Entry and Exit Rates, 1977-2010 (United States) 

 
Source: U.S. Census Bureau, Center for Economic Studies, Business Dynamics Statistics, Credit Suisse Research. 
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Conclusion  

 
Corporate longevity is important for investors for a handful of reasons. First, if longevity is contracting then 
investors need to rethink valuation, position sizing within a portfolio, and the magnitude of sustainable 

competitive advantage. Our analysis shows that while turnover in the S&P 500, a proxy for longevity, is 
reasonably well correlated to an index of innovation, the turnover is even better correlated to M&A activity. 

That innovation and M&A are linked makes sense, but we also know that other factors, including capital 
availability, stock prices, and the institutional imperative, influence M&A waves.  

 
On balance, turnover for the S&P 500 and Fortune 500 is rising, but not at a rate that is dramatic. A better 

description is that turnover comes in waves. Further, changes in criteria contaminate the turnover results.    
 

Another reason that investors need to understand longevity is to assess the risk of failure for stocks within 
their portfolio. This is especially pertinent for investors in value and small capitalization stocks. About one-third 

of the removals from the S&P 500 over time have been companies we categorize as failures. These 
companies have poor TSRs and below-average CFROIs. Since these stocks are often inexpensive, they can 
represent value traps. The data also show that young companies, which are generally small, tend to have a 

higher mortality rate than companies that make it to adolescence. 
 

Finally, investors who have their results compared to a benchmark need to appreciate how that benchmark 
changes. While most investors consider index funds to be passive, the indexes themselves change quite a bit 

over time. Note that the S&P beats roughly 60 percent of active managers in an average year and does so 
without any trading, macro forecasting, or limits on position or sector size.  

 
The S&P 500 committee presents a very attractive trading strategy. Using historical numbers, investors who 

bought the stocks that the committee removed from the S&P 500 (that still traded) and who sold short the 
stocks entering the S&P 500 would have earned a tidy excess return. It appears the S&P 500 committee 
behaves in a way that many investors do: It buys high and sells low.  
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Appendix A 

 

Methodology for tracking deletions from, and additions to, the S&P 500: 
 

Deletion:  Stock’s CUSIP is not a part of index in Year (t0) but that CUSIP was a part of index in Year (t-1) 
Addition:  Stock’s CUSIP is a part of index in Year (t0) but that CUSIP was not a part of index in Year (t-1) 

 
Because many companies change their stock tickers and names following structural transformations such as 

acquisitions and break-ups, or even for purely cosmetic reasons, we need a way to identify changes to the 
index that are not based solely on a company’s ticker or name. So, to identify additions and deletions to the 

index, we compare the CUSIPs of all members in one year to the CUSIPs in the following year. A stock’s 
CUSIP allows us to trace a stock’s lineage even if it has changed its name or ticker. 

 
Determining the changes in the index range from the simple to the complex. For our period of analysis, some 

CUSIPs, such as that of Johnson & Johnson, were in the index every year and were tied to the same ticker 
and corporate name the whole time. Then there were examples like the CUSIP for Apple, Inc., which was tied 
to Apple Computer until the company changed its name in 2007. And finally, there were more complex 

examples that not only demonstrate the dynamic elements of our economy, but also show how the Standard & 
Poor’s committee tries to capture and reflect such change. 

 
A merger is a good example. In December 1999, Monsanto and Pharmacia & Upjohn agreed to merge and 

form Pharmacia Corporation. In March 2000, S&P announced that it was going to remove Monsanto and 
Pharmacia & Upjohn from the S&P 500 Index and replace them with Pharmacia Corporation and Linear 

Technology. While this appears to be two changes to the index (i.e., two add/remove events), we only count it 
as one because Monsanto’s CUSIP lived on in the combined entity. So, the only change is the replacement of 

Pharmacia & Upjohn (71694110) with Linear Technology Corporation (53567810). 
 

Removed:  Monsanto Company (71713U10) and Pharmacia & Upjohn (71694110) 
Added: Pharmacia Corp (71713U10) and Linear Technology (53567810) 
 

Methodology for determining which fiscal years to use in calculating trailing and future CFROIs: 
 

The year in which the committee makes a change to the index is the first year of the trailing CFROI calculation. 
For example, here’s how we calculate trailing and future CFROIs for a company that the committee added or 

removed at any point during 2004. 
 

-3-year:   Average of fiscal years 2002-2004  
-1-year:   Fiscal year 2004 

+1-year:   Fiscal year 2005 
+ 3-year:  Average of fiscal years 2005-2007  
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Appendix B 

 

Here’s a look at how S&P constructs and oversees the index. The criteria for additions are more 
straightforward than the grounds for removal. While the committee has some discretion in the companies they 

select, additions must satisfy a list of criteria for eligibility including standards for market capitalization, liquidity, 
domicile, public float, and earnings quality. Here are the attributes as of March 2014:24  

 

 Universe: Domiciled in the U.S.  

 Market Capitalization: $4.6 billion or greater. 

 Public Float: A minimum of 50 percent of shares outstanding available for trading. 

 Financial Viability: Positive reported earnings in the most recent quarter and over the most recent four 

quarters (in aggregate). 

 Liquidity and Price: Highly tradable stocks with active and deep markets. More specifically, “the ratio of 

annual dollar value traded to float adjusted market capitalization should be 1.00 or greater, and the 
company should trade a minimum of 250,000 shares in each of the six months leading up to the 

evaluation date.” 
 

The grounds for removal, except in the case of M&A, are not as clear. For example, the committee may leave 
alone an index constituent that violates one of the criteria for addition, as meeting all the criteria is not 

necessary for continued membership. Through much of the index’s history, the S&P committee only modified 
the list of companies when it had to remove a stock for reasons including bankruptcy or acquisition.  

 
S&P made an important change to its methodology in 1996. The committee started to manage the index 

more actively by removing firms that no longer effectively represented the U.S. market or the industry in which 
it operated. This change alone explains a significant portion of the increase in turnover. We estimate that a 
meaningful fraction of the removals over the past decade would not have occurred absent this methodological 

change.  
 

S&P’s primer on methodology reveals a tension between a passive and an active approach. On the one hand, 
S&P states that “turnover in index membership should be avoided when possible.” On the other hand, S&P 

says it intends the index “to reflect the U.S. equity markets and . . . the U.S. economy” and to include “500 of 
the top companies in the leading industries of the U.S. economy.” The S&P 500 Index does not simply include 

only the largest companies in the U.S., though, and many of its constituents are not in the top 500 as 
measured by either market capitalization or sales. To meet the goal of having the top companies, some 

turnover is clearly inevitable and prompts the S&P committee to continually revise the index.  
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Appendix C 

 

Here is a log of all the changes in the S&P 500 Index from 2002-2013. When S&P announces multiple 
changes on one day, it generally does not pair a specific addition with a specific removal. 

 

  

Announced Implemented Addition Removal Removal "Type" Reason for Removal

1/16/2002 1/16/2002 Plum Creek Timber Co. Kmart Failure Lack of representat ion

1/23/2002 1/29/2002 ACE Limited Mead Corp M&A Merger with Westvaco

1/23/2002 1/31/2002 Rational Software Niagara Mohawk Power M&A Acquisit ion by National Grid Group

2/6/2002 2/8/2002 Marshall & Ilsley Corp. Willamette Industries M&A Acquisit ion by Weyerhaeuser

5/2/2002 5/3/2002 First Tennessee National COMPAQ Computer M&A Acquisit ion by Hewlett-Packard

5/10/2002 5/10/2002 American Standard Sapient Corp Failure No longer meets standards of inclusion

5/13/2002 5/14/2002 BJ Services USAirways Group Inc Failure Lack of representat ion

5/13/2002 5/14/2002 Apollo Group WorldCom Inc.-WorldCom Group Failure Lack of representat ion

6/20/2002 6/26/2002 Simon Property Group, Inc Conexant Systems Other Reorganizat ion

7/9/2002 7/19/2002 Prudential Financial Alcan Inc Other Not U.S. company

7/9/2002 7/19/2002 United Parcel Service Barrick Gold Corp Other Not U.S. company

7/9/2002 7/19/2002 eBay Inc. Inco, Ltd Other Not U.S. company

7/9/2002 7/19/2002 Electronic Arts Nortel Networks Corp Hldg Co Other Not U.S. company

7/9/2002 7/19/2002 SunGard Data Systems Placer Dome Inc Other Not U.S. company

7/9/2002 7/19/2002 Goldman Sachs Group Royal Dutch Petroleum Other Not U.S. company

7/9/2002 7/19/2002 Principal Financial Group Unilever N.V Other Not U.S. company

7/12/2002 7/16/2002 North Fork Bancorporat ion Immunex Corp M&A Acquisit ion by Amgen

7/24/2002 7/24/2002 Anthem, Inc. Conseco Inc Failure Losses for a number of quarters

8/7/2002 8/13/2002 Monsanto Co. Palm Inc. Failure Market cap changes

8/14/2002 8/20/2002 Travelers Property Casualty Corp Vitesse Semiconductor Failure Market cap changes

8/30/2002 9/3/2002 RJ Reynolds Tobacco Conoco Inc M&A Merger with Philips

11/13/2002 11/18/2002 AT&T Comcast Corp. Comcast Class A Special M&A
AT&T spun off broadband unit, then merged it  w/ 

Comcast to form AT&T Comcast

12/4/2002 12/11/2002 Quest Diagnost ics TRW Inc M&A Acquisit ion by Northrop Grumman

2/19/2003 2/21/2003 AutoNation Inc. Rat ional Software M&A Acquisit ion by IBM

3/11/2003 3/13/2003 Apartment Investment & Management AMR Corp. Failure Market cap changes

3/19/2003 3/20/2003 McCormick & Company HEALTHSOUTH Corp. Failure Allegat ions that company violated securit ies laws

3/25/2003 3/28/2003 Symantec Corp. Household Internat ional M&A Acquisit ion by HSBC Holdings 

4/9/2003 4/15/2003 Federated Investors Inc. Pharmacia Corp. M&A Acquisit ion by Pfizer

7/15/2003 7/16/2003 ProLogis Mirant Corp Failure Bankruptcy

8/13/2003 8/19/2003 Medco Health Solut ions Inc. McDermott Internat ional Failure Market cap changes

9/23/2003 9/25/2003 Express Scripts Quint iles Transnat ional M&A Taken private

11/6/2003 11/12/2003 BIOGEN IDEC Biogen Inc. M&A Merged with IDEC to become BIOGEN IDEC

2/23/2004 2/26/2004 M&T Bank Corp. Concord EFS Inc. M&A Acquisit ion by First Data Corp

3/16/2004 3/24/2004 Caremark Rx Tupperware Corp. Failure Market cap changes

3/25/2004 3/31/2004 E*Trade Financial FleetBoston Financial M&A Acquisit ion by Bank of America 

3/29/2004 4/1/2004 Affiliated Computer Services Travelers Property Casualty M&A Acqusit ion by St. Paul Companies

4/19/2004 4/22/2004 Mylan Laboratories Sprint PCS Other Sprint Corp eliminated Sprint PCS tracking stock

4/19/2004 4/28/2004 Valero Energy John Hancock Financial Services M&A Acquisit ion by Manulife Financial Corp

4/26/2004 4/30/2004 Hospira Inc. American Greet ings Failure Market cap changes

6/24/2004 6/30/2004 Sovereign Bancorp Union Planters Corporat ion M&A Merger with Regions Financial

6/26/2004 6/30/2004 Gilead Sciences Bank One Corp. M&A Acquisit ion by JP Morgan Chase

7/26/2004 8/2/2004 Fisher Scient ific Thomas & Betts Failure Market cap changes

8/26/2004 8/31/2004 Coach Inc. Charter One Financial M&A Acquisit ion by Royal Bank of Scot land

10/25/2004 10/29/2004 Laboratory Corp of America Holdings South Trust Corp. M&A Acquisit ion by Wachovia

10/25/2004 10/26/2004 CIT Group AT&T Wireless M&A Acquisit ion by Cingular Wireless

11/10/2004 11/30/2004 L-3 Communicat ions Holdings WellPoint Health Networks M&A Acquisit ion by Anthem

11/29/2004 12/2/2004 Freescale Semiconductor Inc. Winn-Dixie Failure Market cap changes

12/8/2004 12/17/2004 Archstone-Smith Trust Crane Co. Failure Market cap changes

12/8/2004 12/17/2004 News Corp. Deluxe Corp. Failure Market cap changes

12/8/2004 12/17/2004 Compass Bancshares Worthington Industries Failure Market cap changes

12/21/2004 12/28/2004 XTO Energy PeopleSoft Inc. M&A Acquisit ion by Oracle

2002

2003

2004
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Announced Implemented Addition Removal Removal "Type" Reason for Removal

3/7/2005 3/11/2005 National Oilwell Varco Power-One Failure Market cap changes

3/21/2005 3/24/2005 Sears Holdings Corp. (Value) Sears  Roebuck & Co. (Value) M&A Merger with Kmart (creat ing Sears Holdings)

6/22/2005 7/1/2005 D.R. Horton Veritas Software M&A Acquisit ion by Symantec

6/28/2005 7/1/2005 Constellat ion Brands Great Lakes Chemical M&A Acquisit ion by Crompton Corp

7/12/2005 7/21/2005 Weatherford Int'l Toys "R" US M&A Taken private

7/26/2005 8/11/2005 Vornado Realty Trust SunGard Data Systems M&A Taken private

8/4/2005 8/12/2005 Murphy Oil Nextel Communicat ions M&A Acquisit ion by Sprint

8/4/2005 8/10/2005 Tyson Foods Unocal Corp. M&A Acquisit ion by Chevron

8/15/2005 8/18/2005 Public Storage Delta Air Lines Failure Market cap changes

8/29/2005 8/29/2005 Coventry Health Care Inc. May Dept. Stores M&A Acquisit ion by Federated Department Stores

9/26/2005 9/30/2005 Ameriprise Financial Providian Financial M&A Acquisit ion by Washington Mutual

9/30/2005 10/3/2005 Lennar Corp. Gillette Co. M&A Acquisit ion by Procter & Gamble

10/7/2005 10/10/2005 Patterson Companies Inc. Delphi Corp. Failure Bankruptcy

11/14/2005 11/18/2005 Amazon.com AT&T Corp. M&A Acquisit ion by SBC Communicat ions

11/29/2005 12/1/2005 Genworth Financial Inc. Calpine Corp. Failure Market cap changes

12/8/2005 12/15/2005 Scripps (E.W.) 'A' Georgia-Pacific Group M&A Acquisit ion by Koch Industries

12/27/2005 12/30/2005 Viacom Inc. (New) Visteon Corp. Failure Market Cap changes

12/27/2005 12/30/2005 Whole Foods Market MBNA Corp. M&A Acquisit ion by Bank of America

1/3/2006 1/4/2006 Estee Lauder Mercury Interact ive Failure Delist ing by Nasdaq

1/25/2006 1/31/2006 VeriSign Inc. Reebok Int'l M&A Acquisit ion by Adidas-Salomon

1/25/2006 1/31/2006 Harman Int'l Siebel Systems Inc. M&A Acquisit ion by Oracle

2/21/2006 2/24/2006 Barr Pharmaceuticals Inc. Scient ific-Atlanta M&A Acquisit ion by Cisco

3/1/2006 3/2/2006 Chesapeake Energy Corp. Dana Corp. Failure Market cap changes

3/26/2006 3/31/2006 Google Inc. Burlington Resources Inc. M&A Acquisit ion by ConocoPhillips

3/28/2006 4/3/2006 Kimco Realty Corp. Jefferson-PilotCorp. M&A Acquisit ion by Lincoln National 

3/28/2006 3/31/2006 Boston Propert ies Cinergy Corp. M&A Acquisit ion by Duke Energy

3/29/2006 3/31/2006 Dean Foods Maytag Corp. M&A Acquisit ion by Whirlpool

4/11/2006 4/21/2006 Legg Mason Guidant Co. M&A Acquisit ion by Boston Scient ific 

4/19/2006 4/19/2006 SanDisk Corp. Chiron Corp. M&A Acquisit ion by Novart is

5/10/2006 5/17/2006 Embarq Corp. Applied Micro Circuits Corp. Failure Market cap changes

5/25/2006 6/1/2006 Juniper Neworks Inc. Albertson's Inc. M&A Acquisit ion by SuperValu  

5/31/2006 6/5/2006 Commerce Bancorp Engelhard Corp. M&A Acquisit ion by BASF

6/22/2006 6/27/2006 CONSOL Energy Inc. Knight-Ridder Inc. M&A Acquisit ion by McClatchy 

7/11/2006 7/17/2006 Windstream Corp. Cooper Tire & Rubber Co. Failure Market cap changes

7/24/2006 7/31/2006 Realogy Corp. Gateway Inc. Failure Market cap changes

7/24/2006 7/31/2006 Wyndham Worldwide Corp. Cendant Corp. Other Split  up (Cendant spun off Wyndham and Realogy)

8/3/2006 8/10/2006 Chicago Mercant ile Exchange Holdings Kerr-McGee Corp. M&A Acquisit ion by Anadarko Petroleum 

9/25/2006 9/29/2006 Western Union Co. Andrew Corp. Failure Market cap changes

9/27/2006 9/29/2006 Smith Internat ional Golden West Financial M&A Acquisit ion by Wachovia

10/30/2006 11/3/2006 Celgene Corp. AmSouth Bancorp M&A Acquisit ion by Regions Financial

11/2/2006 11/9/2006 Fidelity National Information Services Louisiana-Pacific Corp. Failure Market cap changes

11/6/2006 11/9/2006 CB Richard Ellis Group Fisher Scient ific M&A Acquisit ion by Thermo Electron Corp

11/13/2006 11/16/2006 Cognizant Technology Solut ions Corp. Alberto-Culver Co. (old) Other Split  up

11/15/2006 11/17/2006 Peabody Energy Corp HCA Inc. M&A Taken private

11/21/2006 12/1/2006 DirecTV Group Inc. Freescale Semiconductor Inc. M&A Taken private

11/22/2006 11/30/2006 IAC/InterAct ive Corp. Lucent Technologies M&A Acquisit ion by Alcatel 

11/23/2006 11/30/2006 Questar Corp. North Fork Bancorp. Inc. M&A Acquisit ion by Capital One Financial 

12/15/2006 12/19/2006 Terex Corp. Navistar Internat ional Failure Delist ing by NYSE

12/20/2006 12/29/2006 Spectra Energy Corp. Parametric Technology Failure Market cap changes

1/2/2007 1/3/2007 ENSCO Internat ional BellSouth Corp. M&A Acquisit ion by AT&T

1/3/2007 1/9/2007 AvalonBay Communit ies Symbol Technologies M&A Acquisit ion by Motorola 

1/31/2007 2/1/2007 Polo Ralph Lauren Corp. Comverse Technology Failure Delist ing by Nasdaq

2/5/2007 2/14/2007 Hudson City Bancorp. American Power Conversion M&A Acquisit ion by Schneider Electric 

2/7/2007 2/21/2007 Integrys Energy Group  Inc. Peoples Energy M&A
Acquisit ion by WPS Resources, which changed its 

name to Integrys

2/7/2007 2/9/2007 Varian Medical Systems Equity Office Propert ies M&A Acquisit ion by Blackstone Group

2/26/2007 3/1/2007 C.H. Robinson Worldwide Health Management Assoc. Other Market cap changes (after payout of special dividend)

3/12/2007 3/19/2007 Host Hotels & Resorts Phelps Dodge M&A Acquisit ion by Freeport-McMoRan Copper & Gold 

2006

2007

2005
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3/16/2007 3/20/2007 Developers Diversified Realty Caremark Rx Inc. M&A Acquisit ion by CVS

3/22/2007 3/30/2007 Kraft Foods Inc - A Sabre Holding Corp. M&A Taken private

3/27/2007 3/28/2007 Abercrombie & Fitch Co. Univision Communicat ions M&A Taken private

4/2/2007 4/9/2007 Assurant Inc. Realogy Corp. M&A Taken private

5/22/2007 5/30/2007 MEMC Electronic Materials Kinder Morgan M&A Taken private

5/30/2007 5/31/2007 Precision Castparts MedImmune Inc. M&A Acquisit ion by AstraZeneca 

6/21/2007 6/29/2007 Tyco Electronics PMC_Sierra Failure Market cap changes

6/21/2007 6/29/2007 Covidien Ltd. Sanmina-SCI Corp. Failure Market cap changes

6/21/2007 6/29/2007 Discover Fincl. Svcs. ADC Telecomm. Inc. Failure Market cap changes

6/25/2007 6/29/2007 General Growth Propert ies Mellon Financial M&A Merger with Bank of New York

7/2/2007 7/6/2007 American Capital Strategies Dollar General M&A Taken private

7/9/2007 7/11/2007 Akamai Technologies Biomet  Inc. M&A Taken private

8/16/2007 8/24/2007 Leucadia National Corp. Keyspan Energy M&A Acquisit ion by National Grid Plc

8/30/2007 9/7/2007 Microchip Technology Compass Bancshares M&A Acquisit ion by Banco Bilbao Vizcaya Argentaria SA

9/24/2007 9/26/2007 Tesoro Petroleum Co. Maxim Integrated Products Failure Delist ing by Nasdaq

9/24/2007 9/28/2007 Teradata Corp. NCR Corp. Other Spun off Teradata

9/24/2007 10/1/2007 Expedia Inc. Solectron Corp. M&A Acquisit ion by Flextronics

9/24/2007 9/25/2007 Intercont inentalExchange Inc. First Data Corp. M&A Taken private

10/1/2007 10/5/2007 Noble Energy  Inc.  Archstone-Smith Trust M&A Taken private

10/8/2007 10/9/2007 Expeditors Int'l.   TXU Corp. M&A Taken private

10/18/2007 10/26/2007 Titanium Metals Corp. Bausch & Lomb Inc. M&A Taken private

10/18/2007 10/24/2007 NYSE Euronext  Hilton Hotels M&A Taken private

10/23/2007 10/25/2007 Jacobs Engineering Group Avaya Inc. M&A Taken private

11/1/2007 11/8/2007 Pepco Holdings Inc. Manor Care Inc. M&A Taken private

11/8/2007 11/16/2007 American Tower Corp. ALLTEL Corp.   M&A Taken private

11/8/2007 11/15/2007 Manitowoc Co. Tektronix Inc. M&A Acquisit ion by Danaher

12/5/2007 12/13/2007 GameStop Corp. Dow Jones & Co. Inc. M&A Acquisit ion by News Corp 

12/19/2007 12/28/2007 Washington Post Co. Temple-Inland Inc. Other Split  up

12/19/2007 12/31/2007 Total System Services Synovus Financial Other Spun out Total System Services

12/20/2007 12/20/2007 Range Resources Corp. Tribune Co. M&A Taken private

1/17/2008 1/28/2008 Cameron Internat ional Harrah's Entertainment M&A Taken private

3/20/2008 3/28/2008 Phillip Morris Internat ional Inc. Circuit City Stores Inc. Failure Failed to meet consistent profit  criteria

3/20/2008 3/31/2008 HCP Inc. Commerce Bancorp M&A Acquisit ion by Toronto-Dominion Bank

5/22/2008 6/2/2008 Intuit ive Surgical Inc. The Bear Stearns Companies Inc. M&A Acquisit ion by JP Morgan

5/27/2008 6/5/2008 Southwestern Energy Co. Trane Inc. M&A Acquisit ion by Ingersoll-Rand

6/3/2008 6/10/2008 Lorillard Inc. Ambac Financial Group Inc. Failure Market cap changes

6/12/2008 6/20/2008 Massey Energy Co. OfficeMax Inc. Failure Market cap changes

6/12/2008 6/20/2008 Cabot Oil & Gas Corp. Brunswick Corp. Failure Market cap changes

6/24/2008 6/30/2008 Scripps Networks Interact ive E.W. Scripps Other Split  up

6/26/2008 6/30/2008 AK Steel Holding Corp. Countrywide Financial Corp. M&A Acquisit ion by Bank of America

7/10/2008 7/17/2008 MasterCard Inc. ACE Ltd. Other Redomesticated to Switzerland

7/24/2008 7/30/2008 DaVita Inc. Clear Channel Communicat ions Inc. M&A Taken private

8/13/2008 8/20/2008 Invesco Ltd. IAC/InterAct iveCorp. Other Split  up

8/25/2008 8/26/2008 CF Industries Electronics Data Systems M&A Acquisit ion by Hewlett-Packard

9/9/2008 9/10/2008 Salesforce.com Federal Home Loan Mortgage Corp. Failure
Market cap changes (as company placed into 

conservatorship)

9/9/2008 9/10/2008 Fastenal Co.
Federal National Mortgage 

Associat ion
Failure

Market cap changes (as company placed into 

conservatorship)

9/15/2008 9/19/2008 Harris Corp. Lehman Brothers Holdings Inc. Failure Bankruptcy

9/22/2008 9/26/2008 Amphenol Corp. Wendy's Internat ional Inc. Failure
Market cap changes (too small even after acquisit ion by 

Triarc)

9/22/2008 9/22/2008 Pioneer Natural Resources Co. Safeco Corp. M&A Acquisit ion by Liberty Mutual Group 

9/26/2008 9/29/2008 Flowserve Corp. Washington Mutual Inc. Failure Placed into receivership

9/29/2008 10/3/2008 Dr. Pepper Snapple Group Inc. Wm. Wrigley Jr. Company M&A Acquisit ion by Mars

10/16/2008 10/21/2008 NASDAQ OMX Group Inc. Dillard's Inc. Failure Market cap changes

10/28/2008 10/30/2008 Wisconsin Energy Corp. MGIC Investment Failure Market cap changes

10/30/2008 11/5/2008 J.M. Smucker Co. Terex Corporat ion Failure Market cap changes

11/7/2008 11/10/2008 People's United Financial Inc. Unisys Corp. Failure Market cap changes

11/10/2008 11/13/2008 DENTSPLY Internat ional Inc. Hercules Inc. Failure
Market cap changes (too small even after acquisit ion by 

Ashland)

2008
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Announced Implemented Addition Removal Removal "Type" Reason for Removal

11/10/2008 11/13/2008 Wynn Resorts Ltd. Ashland Inc. Failure
Market cap changes (too small even after it  acquired 

Hercules)

11/11/2008 11/12/2008 Cephalon Inc. General Growth Propert ies Inc. Failure Market cap changes

11/17/2008 11/21/2008 Life Technologies Corp. Applied Biosystems Inc. M&A Acquisit ion by Invitrogen (forming Life Technologies)

11/17/2008 11/18/2008 Stericycle Inc. Anheuser-Busch M&A Acquisit ion by InBev

11/26/2008 12/1/2008 The Dun & Bradstreet Corp. Liz Claiborne Inc. Failure Market cap changes

11/26/2008 12/3/2008 Republic Services Inc. Allied Waste Industries Inc. M&A Acquisit ion by Republic Services

12/11/2008 12/18/2008 Equitable Resources Inc. Transocean Inc. Other Redomesticated to Switzerland

12/18/2008 12/22/2008 McAfee Inc. Barr Pharmaceuticals Inc. M&A Acquisit ion by Teva

12/23/2008 12/31/2008 FLIR Systems Inc National City Corp. M&A Acquisit ion by PNC Financial Services Group

12/23/2008 12/31/2008 Owens-Illinois Inc Wachovia Corp. (New) M&A Acquisit ion by Wells Fargo

12/23/2008 12/31/2008 SCANA Corp Merrill Lynch M&A Acquisit ion by Bank of America

12/29/2008 1/5/2009 Iron Mountain Inc. UST Inc. M&A Acquisit ion by Altria

1/22/2009 1/29/2009 Health Care REIT Sovereign Bancorp. M&A Acquisit ion by Banco Santander 

2/13/2009 2/25/2009 Diamond Offshore Drilling Inc. Weatherford Internat ional Ltd. Other Redomesticated to Switzerland

2/24/2009 3/3/2009 Ventas Inc. Jones Apparel Group Inc. Failure Market cap changes

2/24/2009 3/3/2009 Hormel Foods Corp. American Capital Ltd. Failure Market cap changes

3/5/2009 3/16/2009 Northeast Utilit ies Tyco Internat ional Ltd. Other Redomesticated to Switzerland

3/18/2009 3/27/2009 Time Warner Cable Inc. Developers Diversified Realty Corp. Failure Market cap changes

3/18/2009 3/26/2009 O'Reilly Automotive Inc. Noble Corp. Other Redomesticated to Switzerland

3/25/2009 4/1/2009 Denbury Resources Inc. Rohm and Haas Co. M&A Acquisit ion by Dow Chemical

5/21/2009 6/30/2009 Western Digital Embarq Corp. M&A Acquisit ion by CenturyTel 

5/28/2009 6/4/2009 FMC Technologies Inc. Covidien Ltd. Other Redomesticated to Ireland

6/1/2009 6/2/2009 DeVry Inc. General Motors Corp. Failure Bankruptcy

6/4/2009 6/30/2009 Quanta Services Inc. Ingersoll-Rand Company Ltd. Other Redomesticated to Ireland

6/22/2009 6/25/2009 MetroPCS Communicat ions Inc. Tyco Electronics Ltd. Other Redomesticated to Switzerland

7/17/2009 7/24/2009 Red Hat Inc. CIT Group Inc. Failure Market cap changes

8/11/2009 8/18/2009 FMC Corp. Centex Corp. M&A Acquisit ion by Pulte Homes

8/24/2009 8/31/2009 CareFusion Corp. The Manitowoc Company Inc. Failure Market cap changes

8/28/2009 9/8/2009 Airgas Inc Cooper Industries Ltd. Other Redomesticated to Ireland

10/1/2009 10/15/2009 First Solar Inc Wyeth M&A Acquisit ion by Pfizer

10/29/2009 11/3/2009 Priceline.com Schering-Plough Corp. M&A Acquisit ion by Merck & Co.

12/11/2009 12/18/2009 Cliffs Natural Resources Inc KB Home Failure Market cap changes

12/11/2009 12/18/2009 Mead Johnson Nutrit ion Co MBIA Inc. Failure Market cap changes

12/11/2009 12/18/2009 Ross Stores Inc Dynegy Inc. Failure Market cap changes

12/11/2009 12/18/2009 SAIC Inc Convergys Corp. Failure Market cap changes

12/11/2009 12/18/2009 Visa Inc Ciena Corp. Failure Market cap changes

12/15/2009 12/22/2009 Roper Industries Inc ENSCO Int'l Other Redomesticated to U.K.

1/21/2010 1/28/2010 NRG Energy Sun Microsystems Inc M&A Acquisit ion by Oracle

1/26/2010 2/12/2010 Berkshire Hathaway B Burlington Northern Santa Fe Co M&A Acquisit ion by Berkshire Hathaway

1/29/2010 2/8/2010 Urban Outfit ters Affiliated Computer Services M&A Acquisit ion by Xerox

2/16/2010 2/26/2010 Discovery Communicat ions Inc Pepsi Bott ling Group Inc M&A Acquisit ion by PepsiCo

2/22/2010 2/26/2010 Helmerich & Payne Inc IMS Health Inc M&A Taken private

3/3/2010 3/12/2010 ONEOK Inc Black & Decker Corp M&A Acquisit ion by The Stanley Works

3/18/2010 4/29/2010 Cerner Corp. BJ Services Company M&A Acquisit ion by Baker Hughes Inc.

6/22/2010 6/25/2010 CarMax, Inc. XTO Energy Inc. M&A Acquisit ion by ExxonMobil Inc.

6/23/2010 6/30/2010 QEP Resources Inc Questar Corp. Other Spun off QEP Resources

7/8/2010 7/14/2010 Ace Limited Millipore Inc. M&A Acquisit ion by Merck KGaA

8/19/2010 8/26/2010 Tyco Internat ional Ltd. Smith Internat ional Inc. M&A Acquisit ion by Schlumberger Ltd.

11/10/2010 11/16/2010 Ingersoll-Rand Plc Pact iv Corporat ion M&A Acquisit ion by Reynolds Group Holdings

12/9/2010 12/17/2010 F5 Networks Inc. The New York Times Co. Failure Market cap changes

12/9/2010 12/17/2010 Netflix Inc. Office Depot Inc. Failure Market cap changes

12/9/2010 12/17/2010 Newfield Explorat ion Co. Eastman Kodak Co. Failure Market cap changes

12/9/2010 12/17/2010 Cablevision Systems Corp. King Pharmaceuticals Inc. M&A Acquisit ion by Pfizer Inc. 

12/22/2010 1/3/2011 Motorola Mobility Holdings, Inc Meredith Corp Failure Market cap changes

2010

2009
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Source: FactSet, S&P Dow Jones Indices, Credit Suisse Research.

Announced Implemented Addition Removal Removal "Type" Reason for Removal

1/11/2011 1/14/2011 Noble Corp QLogic Corp Failure Market cap changes

1/26/2011 2/28/2011 Covidien Plc McAfee Inc. M&A Acquisit ion by Intel Corp.

2/16/2011 2/25/2011 Joy Global Inc. Allegheny Energy Inc. M&A Acquisit ion by First Energy

3/24/2011 3/31/2011 Edwards Lifesciences Qwest Communicat ions M&A Acquisit ion by CenturyLink

3/29/2011 4/1/2011 BlackRock Genzyme Corp. M&A Acquisit ion by Sanofi-Aventis

4/20/2011 4/27/2011 Chipot le Novell, Inc. M&A Taken private

5/24/2011 6/1/2011 Alpha Natural Resources, Inc. Massey Energy Company M&A Acquisit ion by Alpha Natural Resources

5/26/2011 6/2/2011 ProLogis ProLogis M&A Acquisit ion by AMB Property (then renamed ProLogis)

6/23/2011 6/30/2011 Marathon Petroleum Corp RadioShack Corp. Failure Market cap changes

6/27/2011 7/5/2011 Accenture plc Marshall & Ilsley Corp. M&A Acquisit ion by Bank of Montreal

9/21/2011 9/23/2011 The Mosaic Company National Semiconductor Corp. M&A Acquisit ion by Texas Instruments

10/11/2011 10/14/2011 TE Connect ivity Ltd. Cephalon Inc. M&A Acquisit ion by Teva Pharmaceutical Industries

10/24/2011 10/31/2011 Xylem Inc. ITT Corp. Other Spun off Xylem

11/18/2011 11/22/2011 Cooper Industries Janus Capital Group Failure Market cap changes

12/8/2011 12/16/2011 BorgWarner Inc. AK Steel Holding Corp. Failure Market cap changes

12/8/2011 12/16/2011 Perrigo Co. Monster Worldwide Inc. Failure Market cap changes

12/8/2011 12/16/2011 Dollar Tree Inc. MEMC Electronic Materials Inc. Failure Market cap changes

12/8/2011 12/12/2011 AGL Resources Inc. Nicor Inc. M&A Acquisit ion by AGL Resources

12/14/2011 12/20/2011 TripAdvisor Inc. Tellabs Inc. Failure Market cap changes

12/22/2011 12/30/2011 WPX Energy Inc. Compuware Corp Failure Market cap changes

3/12/2012 3/13/2012 Crown Cast le Internat ional Corp. Constellat ion Energy Group M&A Acquisit ion by Exelon Corp.

4/2/2012 4/3/2012 Fossil, Inc. Medco Health Solut ions Inc. M&A Acquisit ion by Express Scripts

4/23/2012 4/23/2012 Phillips 66 Supervalu Inc. Failure Market cap changes

5/10/2012 6/5/2012 Lam Research Novellus Systems M&A Acquisit ion by Lam Research

5/17/2012 5/24/2012 Kinder Morgan El Paso Corp. M&A Acquisit ion by Kinder Morgan

5/21/2012 5/24/2012 Alexion Pharmaceuticals Motorola Mobility M&A Acquisit ion by Google

6/21/2012 6/29/2012 Monster Beverage Sara Lee Corp. Other Split  up

6/25/2012 6/29/2012 Seagate Technology Progress Energy Inc M&A Acquisit ion by Duke Energy

7/26/2012 7/30/2012 Ensco plc Goodrich Corporat ion M&A Acquisit ion by United Technologies

8/29/2012 9/4/2012 LyondellBasell Sears Holding Corporat ion Other Below public float threshold

9/24/2012 10/1/2012 ADT Corp Lexmark Int'l Inc Failure Market cap changes

9/24/2012 9/28/2012 Pentair Ltd. DeVry, Inc. Failure Market cap changes

9/25/2012 10/1/2012 Kraft Foods Group Alpha Natural Resources Failure Market cap changes

10/1/2012 10/4/2012 PetSmart, Inc. Sunoco Inc. M&A Acquisit ion by Energy Transfer Partners

11/26/2012 11/30/2012 Dollar General Cooper Industries M&A Acquisit ion by Eaton Corp.

12/5/2012 12/11/2012 Garmin Ltd. R.R. Donnelley Failure Market cap changes

12/18/2012 12/21/2012 Delphi Automotive Titanium Metals M&A Acquisit ion by Precision Castparts

12/20/2012 12/31/2012 AbbVie Inc. Federated Investors Inc B Failure Market cap changes

2/7/2013 2/15/2013 PVH Corp Big Lots Inc Failure Market cap changes

4/24/2013 4/30/2013 Regeneron Pharmaceuticals Inc Metropcs Communicat ions Inc M&A Merger with T-Mobile USA 

5/3/2013 5/8/2013 Macerich Co Coventry Health Care Inc M&A Acquisit ion by Aetna

5/16/2013 5/23/2013 Kansas City Southern Inc Dean Foods Co Other Spun off WhiteWave

6/3/2013 6/6/2013 General Motors Company Heinz H.J. Co M&A Taken private

6/14/2013 6/21/2013 Zoetis Inc First Horizon National Corp Failure Market cap changes

6/20/2013 6/28/2013 News Corporat ion Class A Apollo Group Inc Failure Market cap changes

7/1/2013 7/8/2013 Nielsen Holdings NV Sprint Nextel Corp Other
Deal giving SoftBank majority ownership results in 

public float below threshold

9/7/2013 9/10/2013 Delta Air Lines BMC Software Inc M&A Taken private

9/11/2013 9/20/2013 Vertex Pharmaceuticals Inc Advanced Micro Devices Failure Market cap changes

9/11/2013 9/20/2013 AMETEK Inc SAIC Inc Failure Market cap changes

10/21/2013 10/28/2013 Transocean Ltd Dell, Inc. M&A Taken private

10/28/2013 11/1/2013 Michael Kors Holdings Ltd NYSE Euronext M&A Acquisit ion by NYSE Euronext

11/22/2013 11/29/2013 Allegion plc Penney J.C. Inc Failure Market cap changes

12/4/2013 12/9/2013 General Growth Propert ies Inc Molex Inc M&A Taken private

12/11/2013 12/20/2013 Alliance Data Systems Corp Abercrombie & Fitch Company A Failure Market cap changes

12/11/2013 12/20/2013 Mohawk Industries Inc JDS Uniphase Corp Failure Market cap changes

12/11/2013 12/20/2013 Facebook Inc Teradyne Inc Failure Market cap changes

2011

2012

2013
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Appendix D 
 

Exhibits 13 and 14 show the number of data points for Exhibits 5-8. Since there were 274 total changes, 
most of these calculations have data for nearly the full sample. For removals there aren’t data points for TSR 

and CFROI in +1 and +3 years for those companies that disappeared, including those that were acquired or 
went bankrupt. The companies the committee removed for market capitalization declines or “other” do have 

+1- and +3-year figures. 
 

Exhibit 13: Sample Size for S&P Changes 

 
Source: FactSet, S&P Dow Jones Indices, Credit Suisse HOLT. 

 
Exhibit 14: Sample Size for “Removal” Categories 

 
Source: FactSet, S&P Dow Jones Indices, Credit Suisse HOLT. 

-3 Year 

CAGR -1 Year +1 Year

+3 Year 

CAGR

-3 Year 

Avg -1 Year +1 Year

+3 Year 

Avg

Added 215 238 273 260 265 272 254 214

Removed 266 273 123 111 255 257 136 105

TSR Relative to S&P 500 CFROI

-3 Year 

CAGR -1 Year +1 Year

+3 Year 

CAGR

-3 Year 

Avg -1 Year +1 Year

+3 Year 

Avg

M&A 145 148 134 135

Failure 90 92 87 76 88 89 74 58

Other 31 33 31 31 33 33 30 27

CFROITSR
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 Corporate cash balances are building because Corporate America’s return 
on investment is high and its reinvestment rate is modest. The issue of 

disbursing cash to shareholders is a crucial and timely issue in determining 
shareholder value. 

 Share buybacks and dividends are two methods to return cash to 
shareholders. Executives view the two very differently and are often unsure 
of the best way to proceed. Superficial media coverage and wide-ranging 

input from investors contributes to this confusion.  

 This report answers frequently asked questions. This format allows us to 

cover the pertinent issues as well as address a number of canards that 
persist with regard to these topics. 

 A company should retain its earnings if it can earn a rate of return that is 
above the cost of capital. But if shareholders can earn a higher rate of 

return on capital than the company can, the company should disburse 
the cash. 
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Introduction 

 

The value of a stock equals the present value of future cash flows. Sooner or later, an investor in a stock must 
be able to put cash into his or her pocket for a stock to be of value. Ultimately, a company’s value boils down 

to the cash it can disburse during its life. 
 

There are three ways a company can transfer cash to its shareholders.1 First, the company can sell itself for 
cash. In a cash sale, the acquirer has to worry about generating sufficient cash flows to justify the price, but 

outgoing shareholders can take the money to the bank. Second, a company can pay a dividend. A dividend is 
a distribution to shareholders that generally comes from profits. Finally, a company can buy back its shares. 

Similar to dividends, buybacks distribute cash to shareholders. But unlike dividends, only shareholders who sell 
can cash in. 

 
The topic of how best to return cash to shareholders, especially through dividends and buybacks, is always 
relevant but is especially so in today’s environment. To see why, consider this simple but foundational 

equation:  
 
Earnings Growth = Return on Equity * (1 – Payout Ratio) 

 

This says, in plain words, that a company’s growth rate is a function of how much it makes on its investments 
(which the return on equity, or ROE, determines) and how much it invests (which the payout ratio dictates, 

with a low payout ratio meaning high reinvestment).2 Companies with higher ROEs can grow faster than 
companies with lower ROEs given the same payout ratio. Likewise, companies with lower payout ratios can 

grow faster than companies with higher payout ratios given the same ROE.  
 

Let’s put some numbers to work to make the point. Assume a company has an ROE of 20 percent ($200 of 
earnings divided by $1,000 of equity), pays out 50 percent of its earnings ($100), and retains 50 percent of 

its earnings ($100). The company should be able to grow earnings in the next year at the rate of 10 percent, 
or from $200 to $220 (a 20 percent return on $1,100 of equity). This is consistent with the equation (10% = 
20% * [1 - .50]).  

 
More accurately, the earnings growth in the equation is the maximum growth rate the company can achieve 

excluding external financing. If the growth in earnings is less than what the product of the ROE and payout 
ratio suggests, the company will generate excess cash. Say earnings growth is five percent. This means the 

company could have paid out 75 percent of its earnings, or $150. But since it only paid out $100, the 
company generated $50 in excess cash.  

 
This formulation is the key to understanding today’s situation. In a nutshell, return on capital is high, payout 

ratios are average, and growth is low. As a result, companies are generating prodigious excess cash.  
 
Here is a look at the components. Exhibit 1 shows that asset-weighted cash flow return on investment 

(CFROI®) for corporate America, currently above 10 percent, is at an all-time high.3 CFROI is a measure of 

the cash return on the investments a company makes. As the figure is adjusted for inflation, it is comparable 
through time.  

                                                 

 

 CFROI

® 

is a registered trademark in the United States and other countries (excluding the United Kingdom) of Credit Suisse 

Group AG or its affiliates. 
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Exhibit 1: Asset-Weighted Cash Flow Return on Investment at All-Time High (1951-2013) 

 
Source: Credit Suisse HOLT®.  

 

Payout ratio is trickier to measure and depends on what definition you adopt. What is clear is the percentage 
of public companies that pay a dividend has decreased from the mid-80s in the 1980s to the mid-50s today. 
The probability of paying a dividend is much higher for older and more established companies. For instance, 

83 percent of the companies in the S&P 500 paid a dividend in 2013. Further, the payout ratio, which is the 
dividend payment divided by earnings, has declined for those companies that do pay a dividend.4  

 
That said, in the last 30 years or so, companies have shifted their payouts from mostly dividends to a 

combination of dividends and buybacks. Indeed, the propensity to distribute cash to shareholders has held 
remarkably stable when researchers account for firm characteristics such as size, age, and profitability.5 

 
While returns on investment are at highs, growth has been below the long-term trend. Exhibit 2 shows that 

asset growth, adjusted for inflation, remains slightly below its average of approximately 5 percent over the past 
60 years. This has been true for most years following the popping of the dot-com bubble. A good deal of 
earnings per share growth for individual companies in recent years has been the consequence of lower 

depreciation expense, reduced financing costs, and ample share buybacks. 
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Exhibit 2: Real Asset Growth Slightly Below Historical Average (1951-2013) 

 
Source: Credit Suisse HOLT.  

 

The combination of high return on investment and modest reinvestment has led to a strong generation of 
excess cash. Companies in the S&P 500, excluding those in the financial services sector, held almost $1.7 
trillion in cash and marketable securities at the end of 2013, up 12 percent from the prior year and close to 

double the amount held at year-end 2008. Cash and marketable securities represent about eleven percent of 
the market capitalization of the S&P 500, excluding companies in the financial services sector. Cash is the 

foundation of value for equity investors, and companies have a lot of it. 
 

Merton Miller and Franco Modigliani, economists who won the Nobel Prize, sought to understand the link 
between dividend policy and value in the stock market in a seminal paper on valuation published in 1961.6 For 

example, the professors asked whether a company is better off paying a higher dividend today at the risk of 
limited future earnings growth or paying a lower dividend and achieving higher earnings growth in the future.   

 
Their answer was a surprise. It doesn’t matter. They assumed that a company that paid out “too much” could 
access the capital markets to raise the capital necessary to satisfy its investment needs. So whether a 

company grows by retaining earnings or tapping external funding doesn’t matter. Naturally, this argument 
assumes a rational and perfect environment, that the earnings power of the firm’s assets is stable, and that 

the firm’s investment policy doesn’t change. None of these assumptions hold outside of theory.  
 

But the paper makes clear a point that is essential for the rest of our discussion: A company should retain its 
earnings, or otherwise access capital, if it can invest at a rate of return that is higher than the cost of capital. 

Indeed, there are powerful and valuable compounding effects if a company can do so over time.  
 

On the other hand, if you can earn a higher rate of return on capital than the company can, even if by 
investing in the market itself, the company should give you your money. With $1.7 trillion at stake, this is one 

of the most crucial issues facing companies and investors today. 
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Returning cash to shareholders is not free of friction. The most pronounced cost is taxes. A substantial portion 
of the cash companies hold sits overseas, which means that a company that wants to repatriate the money 

has to pay additional taxes.7 Further, individuals who own stocks in taxable accounts incur a liability when 
companies pay a dividend or realize a capital gain when they sell shares back to the company. 

 
If, why, and how companies choose to distribute cash to shareholders is a crucial and timely issue in 

determining shareholder value. Still, poor thinking about the topic continues to pervade the minds of 
executives and investors alike. We can pin part of the confusion on the media, which frequently provides 

superficial and unsophisticated reporting. But many executives and board members also come across as 
rudderless even though they have a great deal to gain by getting it right.  

 
Finally, investors are all over the map. Some swear by dividends, and others want buybacks only. Few have 

carefully and rigorously thought through their positions. Executives are buffeted by the strong views of 
investors, leaving them in doubt of the best course.  
 

This report is in the form of frequently asked questions. By using this format, we hope to cover the pertinent 
issues as well as address a number of canards that continue with regard to these topics. 

 
To set the scene, here are some numbers. In 2013, 405 companies in the S&P 500 bought back $476 billion 

of stock (the number drops to $363 billion net of issuance). The top 10 buyers repurchased $126.2 billion, or 
26 percent of the total for the S&P 500. Exhibit 3 provides details of the buyback yield, defined as gross 

share buyback divided by average market capitalization, for companies in the S&P 500 in 2013.   
 
Exhibit 3: Breakdown of Buyback Yield for S&P 500 (2013) 

 
Source: FactSet, Credit Suisse. 

 

In 2013, 416 companies in the S&P 500 paid dividends totaling $312 billion. The top 10 dividend payers 
distributed $80.3 billion, or one-quarter of the total for companies in the S&P 500. Six companies were in the 
top 10 for both buybacks and dividends. The market capitalization of the S&P 500 was $16.5 trillion at the 

end of 2013.8 Exhibit 4 provides a breakdown of dividend yields for companies in the S&P 500 in 2013.   
 

0

10

20

30

40

50

60

70

80

90

100

110

0 0-0.5 0.5-1.0 1.0-1.5 1.5-2.0 2.0-2.5 2.5-3.0 3.0-3.5 3.5-4.0 4.0-4.5 4.5-5.0 >5.0

N
u
m

b
e
r

Buyback Yield (Percent)



  May 6, 2014 
 

Disbursing Cash to Shareholders 6 

Exhibit 4: Breakdown of Dividend Yield for S&P 500 (2013) 

 
Source: FactSet, Credit Suisse. 

 

We combine the data from exhibits 3 and 4 to create exhibit 5, which shows the total shareholder yield for all 

of the companies in the S&P 500. We calculate this yield as gross buybacks plus dividends divided by average 
market capitalization. Only 20 companies have no yield at all, and the modal yield is in the range of 4-5 
percent. Finally, nearly 40 companies in the S&P 500 delivered a total shareholder yield in excess of 10 

percent.    
 
Exhibit 5: Breakdown of Total Shareholder Yield for S&P 500 (2013) 

 
Source: FactSet, Credit Suisse. 
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Q: How are share buybacks and dividends the same?  

 

A: Buybacks and dividends are similar in that they both distribute cash to shareholders. More formally, 

buybacks and dividends are identical under certain assumptions, which include:9 

 

 No taxes or the timing and magnitude of taxation is identical; 
 No or identical transaction costs; 

 Shareholders reinvest proceeds at the same rate;  
 Identical timing of the distributions; and 
 The stock is at its fair price. 

 
If these assumptions were to hold, the total shareholder return (TSR) would be the same whether a company 

bought back shares or paid a dividend.  As a practical matter, none of these assumptions hold.  
 

Even though the U.S. government has taxed dividends at a higher rate than capital gains for most of the last 
50 years, the tax rate on long-term capital gains and qualified dividends, at a maximum of 20 percent, is 

currently the same.10  
 

But from the point of view of the shareholder, buybacks offer more flexibility than dividends because 

they allow the shareholder to control the timing of taxes. A shareholder can choose to hold on to her 

shares instead of selling them back to the company, hence deferring a tax consequence. The same 
shareholder who receives a dividend in a taxable account must pay taxes at that time.      

  
Q: How are share buybacks and dividends different?     

 

A: The most fundamental difference between buybacks and dividends may be the attitude of 

executives. Executives believe that maintaining the dividend is on par with investment decisions such as 

capital spending, whereas they view buybacks as something to do with residual cash flow after the company 
has made all investments that are appropriate.11  

 
There are a couple consequences of this difference in attitude. The first is that dividend payments are 

inherently less volatile than buybacks. Exhibit 6 shows the annual amount of buybacks and dividends by 
companies in the S&P 500 as well as the price level and market value of the index from 1982 through 2013. 
The average arithmetic growth rate of dividends from 1982 to 2013 was 6.7 percent with a standard deviation 

of 9 percent. The average arithmetic growth rate of buybacks was 23.7 percent with a standard deviation of 
56 percent. The average growth rate of dividends and buybacks combined was 10.9 percent with a standard 

deviation of 20 percent. 
 

Dividends are remarkably resilient compared to buybacks. This was in full evidence through the recent 
financial crisis, as dividends declined only 20 percent from 2007 to 2009. Buybacks tend to follow the level of 

the S&P 500 more closely, which is consistent with the view that residual cash flows should fund them.12 

Buybacks dropped more than 75 percent from 2007 to 2009. Companies tend to buy back stock when the 

market is up and refrain when the market is down. 
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Exhibit 6: Share Buybacks and Dividend Payments for the S&P 500 (1982-2013) 

 
Source: S&P Dow Jones Indices, Thomson Reuters Datastream, Liang and Sharpe, Credit Suisse estimates. 
Note: All dollar amounts in billions. 

 

Consistent with this attitude, dividends provide a strong signal about management’s commitment to 

distribute cash to shareholders and its confidence in the future earnings of the business. For this 
reason, companies are very deliberate about the decision to initiate a dividend.13  

 

Executives perceive buybacks as being more flexible than dividends and as a lever that can increase 

earnings per share under the right conditions. Since the financial crisis, return on investment for companies 
has risen and investment growth has been moderate, leaving substantial sums for buybacks. While not at the 

peak of 2007, buybacks have roared back from the levels at the depth of the financial crisis. 
 

Another core difference between buybacks and dividends is the treatment of shareholders. Dividends treat all 
shareholders the same. Buybacks benefit ongoing shareholders when management buys stock that is 

undervalued and benefit outgoing shareholders when the stock is overvalued.  
 

 
 

S&P 500 

Price Dividends Buybacks

Dividends + 

Buybacks

S&P 500 

Market Value

S&P 500 

Average Market 

Value

Dividend 

Yield

Buyback 

Yield

Total 

Shareholder 

Yield

1981 863

1982 141 47 8 55 1,015 939 5.0% 0.8% 5.8%

1983 165 50 8 58 1,220 1,118 4.5% 0.7% 5.1%

1984 167 53 27 80 1,217 1,219 4.3% 2.2% 6.6%

1985 211 55 40 95 1,500 1,359 4.0% 2.9% 7.0%

1986 242 63 37 100 1,710 1,605 3.9% 2.3% 6.2%

1987 247 65 45 110 1,736 1,723 3.8% 2.6% 6.4%

1988 278 83 46 129 1,897 1,816 4.6% 2.5% 7.1%

1989 353 73 42 115 2,367 2,132 3.4% 2.0% 5.4%

1990 330 81 39 120 2,195 2,281 3.6% 1.7% 5.3%

1991 417 82 22 104 2,824 2,509 3.3% 0.9% 4.1%

1992 436 85 27 112 3,015 2,919 2.9% 0.9% 3.8%

1993 466 87 34 121 3,306 3,160 2.8% 1.1% 3.8%

1994 459 88 40 128 3,346 3,326 2.6% 1.2% 3.8%

1995 616 103 67 170 4,588 3,967 2.6% 1.7% 4.3%

1996 741 101 82 183 5,626 5,107 2.0% 1.6% 3.6%

1997 970 108 119 227 7,555 6,590 1.6% 1.8% 3.4%

1998 1,229 116 146 262 9,942 8,749 1.3% 1.7% 3.0%

1999 1,469 138 141 279 12,315 11,129 1.2% 1.3% 2.5%

2000 1,160 141 151 292 11,715 12,015 1.2% 1.3% 2.4%

2001 1,147 142 132 274 10,463 11,089 1.3% 1.2% 2.5%

2002 848 148 127 275 8,107 9,285 1.6% 1.4% 3.0%

2003 1,126 161 131 292 10,286 9,197 1.7% 1.4% 3.2%

2004 1,212 181 197 378 11,289 10,788 1.7% 1.8% 3.5%

2005 1,248 202 349 551 11,255 11,272 1.8% 3.1% 4.9%

2006 1,418 224 432 656 12,729 11,992 1.9% 3.6% 5.5%

2007 1,468 246 589 836 12,868 12,799 1.9% 4.6% 6.5%

2008 903 247 340 587 7,852 10,360 2.4% 3.3% 5.7%

2009 1,115 196 138 333 9,928 8,890 2.2% 1.5% 3.7%

2010 1,258 206 299 505 11,430 10,679 1.9% 2.8% 4.7%

2011 1,258 240 405 645 11,385 11,408 2.1% 3.6% 5.7%

2012 1,426 281 399 680 12,742 12,064 2.3% 3.3% 5.6%

2013 1,848 312 476 787 16,495 14,619 2.1% 3.3% 5.4%

Average 2.6% 2.1% 4.7%
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Q: What are the philosophies that motivate share buybacks? 

 

A: We like to distinguish three schools: fair value, intrinsic value, and accounting-motivated.  

 

The fair value school takes a steady and consistent approach to buybacks. Management recognizes 

that over the long haul it will buy back shares sometimes when they are overvalued, other times when they are 
undervalued, and for the most part when they are priced about fairly. This approach offers shareholders 

substantial flexibility as it allows them to hold shares and defer tax liabilities or to create homemade dividends 
by selling a pro-rated number of shares.  

 
The fair value school is consistent with the free cash flow hypothesis, which says that managers who have 

excess cash will invest it in negative net present value projects. By disbursing cash, companies buying back 
their shares reduce the risk of doing something foolish with the funds.14  

 
This school relies on process and believes that in the long haul the average price a company pays will reflect 
value. Research suggests that most companies would have been better off buying back stock consistently 

versus their actual behavior of buying heavily in some periods and lightly, or not at all, in others.15  
 
The intrinsic value school believes a company should only buy back shares when it deems them to 

be undervalued. A company must have asymmetric information or beliefs, as well as analytical prowess, to 

profitability pursue this approach. Asymmetric information means that company management has information 
that the stock price fails to reflect. Differing beliefs occur when management has the same information as the 

market but comes to different conclusions about what that information means.  
 

Analytical prowess means that the executives at the company know how to translate their differential view into 
an estimate of the relationship between the stock price and intrinsic value. Investors should not assume that 

management has this ability. Indeed, surveys consistently show that executives believe their stock to be cheap. 
For example, in a survey from mid-2013, 60 percent of chief financial officers (CFOs) thought that U.S. 

equities were overvalued, but only 11 percent thought their own stock was overvalued.16     
 

Management can act on its conviction by being bold with its buyback program, buying back a substantial 
percentage of the shares or even buying them at a premium to the prevailing price through a tender offer.17  

 
This school fits the signaling hypothesis, which suggests that companies buy back shares when they deem 
them to trade below intrinsic value. Further, it is important to focus on actual share buybacks versus buyback 

announcements. The evidence supporting the signaling hypothesis is mixed, but 85 percent of CFOs believe 
that their buyback decision conveys information.18      

 
Boosting short-term accounting results, especially earnings per share (EPS), is what motivates the 

final school. When surveyed, three-fourths of CFOs cite increasing EPS as an important or very important 
factor in the decision to buy back shares. Two-thirds of CFOs say that offsetting the dilution from option or 

other stock-based programs is important.  
 

The problem with the accounting-motivated school is that its actions are not necessarily aligned with the 
principle of value creation.19 For example, there may be a case where buying back overvalued stock boosts 

EPS and helps management reach a financial objective that prompts a bonus. In this case the motivation is 
impure because management’s proper goal is to allocate capital in an economically sound fashion for 

shareholders.  
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Investors assessing companies buying back stock should make an effort to determine which school the 
management is in. It can be the case that management buys back stock for the right reason and realizes 

accounting benefits as a result. That’s fine. But investors should be on the lookout for companies that make 
decisions based on the accounting results without sufficient regard for the economic merits.    

 
Q: Share buybacks add to earnings per share, isn’t that good? 

 
A: First, it’s important to note that share buybacks do not necessarily increase EPS.20 That buybacks 

inevitably lead to higher EPS is a canard that the business press repeats often. The common approach is to 
point out that since EPS is earnings divided by shares outstanding, buybacks boost EPS by reducing the 

number of shares outstanding. The problem with this simple argument is that the company has to pay 

for the buyback, which means that earnings are lower with a buyback program than they would be 

without it.    
 

A company can fund a buyback one of two ways. Either it can use excess cash, or it can borrow money. 
Whether a buyback is accretive or dilutive to EPS is a function of the relationship between the 

after-tax interest rate (either foregone from cash or incurred from debt) and the inverse of the 

price/earnings (P/E) multiple. Since the appropriate P/E multiple for a stock reflects factors other than the 

discount rate, including growth prospects and incremental return on invested capital, the accretion or dilution 

says little about the virtue of the program.21  
 
Here’s a simple example to make the case more concrete. Say a company has excess cash that is earning 3 

percent and has a tax rate of 33 percent. You can calculate the “EPS breakeven P/E” with the following 
equation: 

 

𝐸𝑃𝑆 𝐵𝑟𝑒𝑎𝑘𝑒𝑣𝑒𝑛
𝑃

𝐸
=

1

𝐼𝑛𝑡𝑒𝑟𝑒𝑠𝑡 𝑟𝑎𝑡𝑒 𝑥 (1 − 𝑡𝑎𝑥 𝑟𝑎𝑡𝑒)
 

 

So in this case the EPS breakeven P/E multiple is 50 (1/[.03 * .66]). This means that any buyback below a 
50 P/E will add to EPS, and any buyback above 50 will subtract from EPS. 

 
Say the same company decides to fund the buyback with debt that has a pretax cost of six percent. The EPS 

breakeven P/E multiple is 25 (1/[.06 * .66]). To state the obvious, with prevailing interest rates as low as they 
are and with P/E multiples on forward earnings near historic averages, buybacks are currently a bonanza for 

EPS accretion. Since accretion says nothing about the economic merit of a buyback, you can’t say 

whether it is good or bad.   

 
Exhibit 7 is work by our HOLT® team that shows the non-financial companies in the Russell 1000 that 

enjoyed the largest positive EPS gains as the result of buybacks over the past one and five years. The 
magnitude of the impact is overstated because the calculation does not consider the after-tax interest rate on 

cash or debt used to fund the program. Still, you can see some companies enjoyed large boosts to EPS 
through their buyback programs.  
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Exhibit 7: Estimated Impact of Share Buyback on EPS  

 
Source: HOLT Lens™, FactSet. Universe: Russell 1000 (ex-financials). Impact of share repurchase on EPS is a HOLT calculation that shows the 

percentage increase in EPS due to cumulative net shares bought over the trailing 12 and 60 months. HOLT estimates the number of shares 
repurchased by taking the total dollar amount of buybacks divided by the average price for each period. We show the top 20 companies. Data as of 
April 23, 2014.   

 
Q: How should you assess the merit of a buyback program? 

 
A: The golden rule of share buybacks is as follows:22 

 

A company should repurchase its shares only when its stock is trading below its expected value 

and when no better investment opportunities are available.  

 

The golden rule addresses both absolute and relative value. Companies should only invest where they 
anticipate a net present value positive payoff. This is a fancy way of saying “you will get more than what you 
pay for.” This absolute benchmark applies to all of a company’s capital allocation decisions, including capital 

expenditures, research and development, and mergers and acquisitions.  
 

The rule also addresses relative value when it emphasizes that companies should prioritize higher return 

internal investment opportunities over buybacks. Ideally, executives should rank their investment 

opportunities by expected return and fund them from highest to lowest. A company should expect that all of 

the investments it funds will earn above the cost of capital. While access to capital can be a constraint, most 
companies generate sufficient cash flow to fund their internal investments. 

 
The shareholder rate of return on a buyback is the cost of equity divided by the ratio of stock price 

to intrinsic value. For instance, if the cost of equity is 8 percent and the stock is trading at two-thirds of its 
intrinsic value, the shareholder rate of return is 12 percent (.08/.66). Managers can compare this rate of 

return to alternative investment opportunities.  
 

Executives generally think of buybacks as a means to distribute cash that’s left over after the company has 
made all the operating investments it deems worthy. But in cases where a company has no excess cash or 

Company

EPS Assuming 

No Buyback

EPS As 

Reported

Estimated Impact 

on EPS Company

EPS Assuming 

No Buyback

EPS As 

Reported

Estimated Impact 

on EPS

Albermarle Corporation $4.53 $4.94 9.1% Safeway, Inc. $0.49 $0.95 93.9%

DIRECTV $4.76 $5.19 9.0% DIRECTV $2.78 $5.19 86.7%

NVR, Inc. $51.35 $55.77 8.6% Wellpoint, Inc. $5.07 $8.65 70.6%

Halliburton Company $2.19 $2.37 8.2% Gap, Inc. $1.78 $2.80 57.3%

Activision Blizzard, Inc. $0.88 $0.95 8.0% Bally Technologies, Inc. $2.22 $3.39 52.7%

CF Industries Holdings, Inc. $22.82 $24.63 7.9% AutoNation, Inc. $2.04 $3.05 49.5%

Rovi Corporation $0.19 $0.20 5.3% Northrup Grumman Corporation $5.62 $8.34 48.4%

Quest Diagnostics, Inc. $4.96 $5.34 7.7% L-3 Communications Holdings, Inc. $5.79 $8.54 47.5%

Carter's, Inc. $2.59 $2.77 6.9% Big Lots, Inc. $1.93 $2.84 47.2%

Rockwood Holdings, Inc. $0.67 $0.72 7.5% Apollo Education Group, Inc. $1.29 $1.89 46.5%

Fossil Group, Inc. $6.23 $6.62 6.3% Weight Watchers International, Inc. $2.49 $3.63 45.8%

Marathon Petroleum Corporation $6.22 $6.61 6.3% Charles River Laboratories International $1.48 $2.15 45.3%

Armstrong World Industries $1.60 $1.70 6.2% Amgen, Inc. $4.68 $6.65 42.1%

Harris Corporation $4.00 $4.22 5.5% GameStop Corporation $2.32 $3.28 41.4%

Laboratory Corp. of America Holdings $5.93 $6.24 5.2% Kohl's Corporation $2.96 $4.17 40.9%

AECOM Technology Corporation $2.45 $2.58 5.3% Lowe's Companies, Inc. $1.51 $2.10 39.1%

Pfizer, Inc. $1.57 $1.65 5.1% Yahoo! Inc. $0.91 $1.26 38.5%

Lowe's Companies, Inc. $2.00 $2.10 5.0% AmerisourceBergen Corporation $1.15 $1.57 36.5%

TW Telecom, Inc. $0.23 $0.24 4.3% C.R. Bard, Inc. $6.23 $8.48 36.1%

C.H. Robinson Worldwide, Inc. $2.54 $2.65 4.3% Health Net, Inc. $1.58 $2.12 34.2%

Last Year Last Five Years
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borrowing capacity, there may be instances where buying back stock is more attractive than 

investing in the business. Managers should base their capital allocation decisions on expected reward and 
risk. When buybacks are more attractive than investing in the business, they should take priority.  

   
Q: Aren’t companies that overpay for their stock harming their shareholders? 

 
A: Only if a stock trades exactly at intrinsic value do buybacks and dividends treat all shareholders the same. If 

a stock is over- or undervalued, the effect of a buyback is different for selling shareholders than it is for those 
who continue to hold. 

 

It’s important to emphasize that from the company’s point of view, there’s a value conservation 

principle at work: Whether the company buys under- or overvalued stock or pays a dividend doesn’t make a 
difference in terms of the value of the disbursement or the subsequent value of the firm. What differs is who 

wins and who loses as the result of buying stock below or above intrinsic value. Since management should 

focus on building value per share for continuing shareholders, it should always try to buy back 

shares that are undervalued.    

 
Exhibit 8 shows the simple idea. Say we have a company with a value of $10,000 and 1,000 shares 
outstanding that decides to return $2,000 to its shareholders. 

 
Exhibit 8: The Value Conservation Principle 

 
Source: Credit Suisse. 

 

In Scenario A, we assume the stock price is $20, double the fair value of $10 ($10,000/1,000). The 
company can buy 100 shares, leaving $8,000 of value and 900 shares outstanding. In this case, the selling 

shareholders have gained $10 per share ($20 proceeds - $10 value = $10) and the continuing shareholders 
have lost $1.11 per share ($8.89 continuing value - $10 initial value = -$1.11). Buying back overvalued stock 
benefited sellers at the expense of buyers. 

Scenario A Scenario B Scenario C

Assumptions Base

Assume 

buyback @ $20

Assume 

buyback @ $5 Assumptions

Assume dividend 

of $2

Buyback amount $2,000 $2,000 Dividend amount $2,000

Firm Value 10,000$ $8,000 $8,000 Firm Value $8,000

Shares outstanding 1000 1000 1000 Shares outstanding 1000

Current price $10 $20 $5 Current price $10

Shares post buyback 900 600

Value/share $10 $8.89 $13.33 Value/share $8.00

Dividend/share $2.00

Selling shareholders 100 400

$20 $5

Value to sellers $2,000 $2,000

Ongoing shareholders 900 600 Ongoing shareholders $8,000

$8.89 $13.33 Dividends $2,000

$8,000 $8,000

Total value $10,000 $10,000 Total value $10,000

Per share +/- sellers $10.00 ($5.00)

Per share +/- holders ($1.11) $3.33
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In Scenario B, we assume the stock trades at one-half of fair value, or $5 per share. The company can buy 
400 shares, with $8,000 of remaining value and 600 shares outstanding. Now we see that the selling 

shareholders lose $5 per share ($5 proceeds - $10 value = -$5) and continuing shareholders gain $3.33 per 
share ($13.33 continuing value - $10 initial value = $3.33).   

 
In Scenario C, the company pays a $2 dividend to all shareholders. Just as in the prior scenarios, the firm 

value drops to $8,000, but each shareholder receives identical treatment, leaving aside tax considerations.  
 

Here are three final thoughts on this question. First, you can’t conclude that buying back stock was a 

bad idea just because the stock goes down subsequently. Executives, similar to investors, operate with 

imperfect and incomplete information. Provided they approach the buyback with a sound process that has 
analytical integrity and honestly, they have done their job properly. Unfortunately, few companies demonstrate 

sufficient rigor in their analysis of buybacks. 
 

Second, if you are the shareholder of a company that is buying back stock, doing nothing is doing 

something. By choosing to hold the shares instead of selling a pro-rated amount, you are effectively 

increasing your percentage stake in the company. One alternative is to sell shares in proportion to your stake, 

creating a homemade dividend and maintaining a consistent percentage ownership in the business. 
 

Finally, it is logical that you would prefer that the companies you hold in your portfolio buy back 

stock rather than pay a dividend. It should be reasonable to presume that you own shares of companies 

that you think are undervalued. If that is the case, buybacks will by definition increase value per share. The 
only instance where this may not be true is if you believe that a dividend would provide a more powerful signal 

to the market, hence creating more value than a buyback. 
 
Q: Does it ever make sense to repatriate cash, pay taxes, and then buy back shares? 

 

A: Of the $1.7 trillion in cash and marketable securities that companies in the S&P 500 hold, roughly $1 
trillion is outside the United States. Since the U.S. taxes foreign income, multinationals have to pay taxes if 

they choose to repatriate cash from international profits. The tax the company owes equals the difference 
between the U.S. tax rate and the tax rate the company paid in the domicile of the profits. Alternatively, 
companies can defer the payment of U.S. taxes and let the cash sit offshore. 

  
Academic research shows that this tax on repatriation keeps cash abroad, which is why $1 trillion in liquid 

assets sit on the balance sheets of multinationals.23 Further, some companies have made acquisitions 
overseas as a means to deploy that capital.  

 
One can make a case for repatriating cash, paying U.S. taxes, and buying back shares if the shares are 

sufficiently cheap. Repatriating cash makes sense if the stock price’s discount to intrinsic value 

exceeds the incremental tax rate of the repatriated funds. Exhibit 9 provides a matrix to guide the 

analysis. The rows are various tax rate assumptions. (Note that these rates are the difference between U.S. 
tax rates and the tax rates the company paid in the jurisdiction.) The columns are various ratios of price to 

intrinsic value. The body of the table shows the rate of return on the buyback assuming a cost of equity of 8 
percent. Transactions that fall into the shaded area are value neutral or value creating.    
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Exhibit 9: Rate of Return on Buying Back Stock Given Intrinsic Value and Tax Rates 

 
Source: Credit Suisse. 

Assumes an 8 percent cost of equity. 

 
Let’s consider a simple example. Say the incremental tax rate is 10 percent and the company trades at 60 

percent of intrinsic value. Assuming no taxes, the pretax rate of return on the buyback is 13.3 percent (cost of 
equity divided by the ratio of price to intrinsic value = .08/.60 = .133). But since the cash to fund the buyback 

is taxed at 10 percent, the rate of return falls to 12.0 percent (we need to adjust the price to intrinsic value 
ratio by multiplying it by 1/[1-tax rate], which changes the denominator to .66, so .08/.66 = .12). 

 
Q: What has happened to payout ratios if you consider buybacks and dividends together? 

 
A: As noted earlier, the propensity of companies to distribute cash to shareholders has not changed 

substantially over time when we consider factors such as the age of the company and the industry in which it 
competes. Exhibit 10 compares an estimate of the cost of equity capital to the payout yield, which we define 
as gross buybacks plus dividends divided by market capitalization, from 1982 through 2013.  

 
Exhibit 10: Total Shareholder Yield for the S&P 500 versus the Cost of Equity (1982-2013) 

 
Source: Aswath Damodaran; S&P Dow Jones Indices, Liang and Sharpe, Credit Suisse estimates. 

           Price to Intrinsic Value Ratio

0.5 0.6 0.7 0.8 0.9 1.0

0% 16.0% 13.3% 11.4% 10.0% 8.9% 8.0%

5% 15.2% 12.7% 10.9% 9.5% 8.4% 7.6%

10% 14.4% 12.0% 10.3% 9.0% 8.0% 7.2%

15% 13.6% 11.3% 9.7% 8.5% 7.6% 6.8%

20% 12.8% 10.7% 9.1% 8.0% 7.1% 6.4%

25% 12.0% 10.0% 8.6% 7.5% 6.7% 6.0%

30% 11.2% 9.3% 8.0% 7.0% 6.2% 5.6%

Incremental 

Tax Rate

0%

2%

4%

6%

8%

10%

12%

14%

16%

18%

1982 1986 1989 1993 1996 2000 2003 2006 2010 2013

Cost of Equity

Total Shareholder Yield
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For 2013, the total payout yield for the S&P 500 was approximately 5.4 percent ($787 billion total 

payout divided by an average market capitalization of $14.6 trillion). This compares to a 10-year Treasury note 
yield that was in the range of roughly 1.5 to 3.0 percent and a cost of equity of around 8 percent. 

 
Q: Why are comparisons to historical dividend payouts and yields flawed?  

 
A: Despite the rise in share buybacks in the past 30 years or so, many market analysts continue to use 

dividend yield as a measure of policy and a means to anticipate future market returns.24 In fact, you should 

be very cautious in comparing data before and after 1982. Here’s the reason: buybacks were very 

scarce prior to that date because the Securities and Exchange Act of 1934 prohibited the manipulation of 
securities prices. Since the rules weren’t clear about what constituted manipulation, most companies avoided 

buybacks altogether.25 

 

In 1982, Congress enacted Rule 10b-18, which grants companies a safe harbor provided they follow certain 
rules. Those rules form a legal shield from the threat of being sued by specifying how a company can execute 

a buyback in terms of manner, timing, price, and volume.26 The Securities and Exchange Commission has 
subsequently updated the rules to reflect current market conditions. 
 

Given that the propensity to pay out cash to shareholders has been stable but that the mix has shifted from 
dividends to buybacks, comparisons must take into consideration share buybacks. The year 1982 really did 

mark a new regime in how companies could return cash to shareholders. 
 

Critics of buybacks have noted that many companies both buy back shares and issue shares simultaneously. 
For instance, Cisco Systems bought back $3.1 billion of stock in fiscal 2013, but issued $3.3 billion. So it is 

valid to consider total net payout to shareholders, which is net share repurchase plus dividends. Appendix A 
discusses this issue in more detail.    

      
Q: Isn’t it true that the majority of total shareholder returns are the result of dividends?  

 
A: This is one of the great misconceptions in the investing industry. Let’s assume that an investor’s goal is to 

accumulate capital over time. This makes sense because saving is the act of foregoing current consumption to 

be able to consume more in the future. Here’s the point: Price appreciation is the only source of 

investment return that increases accumulated capital over time.27 

 

The key to understanding this comment is to distinguish between the equity rate of return and the capital 
accumulation rate. The equity rate of return is a one-period measure that simply adds price appreciation to 

dividend yield. To illustrate, the S&P 500 had an equity rate of return of 32.4 percent in 2013, with 29.6 
percent price appreciation and a 2.8 percent dividend yield.  

 
The capital accumulation rate, often measured as total shareholder return (TSR), is a multi-period measure 
that assumes all dividends are reinvested in the stock. Knowing price appreciation (g) and dividend yield (d), 

you calculate TSR as follows: 
 

Total shareholder return (TSR) = g + (1 + g) * d 
 

The value of the compounding reinvested dividends means that the TSR, or capital accumulation rate, is 
always higher than the equity rate of return as long as g is positive.  
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Here is an illustration to solidify the distinction. Assume price appreciation of 8 percent and a dividend yield of 
3 percent. The equity rate of return is 11 percent (.08 + .03) while the TSR is 11.24 percent (.08 + [(1 

+ .08)*.03]).   
 
You hear from time to time that dividends have provided the lion’s share of returns in the stock 

market over history. This is wrong if you accept that capital accumulation is a reasonable way to 

assess returns over the long haul. Indeed, capital accumulation depends solely on price appreciation.  

 
Here’s the way to think about it: Say you own a stock that trades at $100 and pays a $3 dividend. After the 
dividend payment, you will have a $97 stock and a $3 dividend.28 You will only earn the full TSR if you reinvest 

your dividend, effectively giving you $100 worth of stock again. From there, it should be clear that price 
appreciation only determines the capital accumulation rate.    

 

Now here’s the problem: Almost no one earns the full TSR. First, most individuals do not reinvest the 

dividends they receive from the stocks they hold directly. While no definitive public statistics exist, individual 

investors appear to reinvest just 10 percent of the dividends they collect.29 Of course, if investors 
aren’t reinvesting their dividends they are free to use the proceeds to consume, which has utility. But it 

prevents them from earning the full TSR. 
 

Second, unless investors own individual, dividend-paying stocks in a tax-free account, they have to pay taxes 
on their dividends. This means that they can only reinvest a fraction of the dividends they receive, which 

prevents them from earning the TSR. To calculate the TSR a taxpaying shareholder earns, we need to add a 
term to our equation that reflects the reinvestment rate, (r): 
 

Total shareholder return (TSR) = g + (1 + g) * (d) * (r) 
 

Let’s say the tax rate on dividends is 20 percent, which means that our shareholder can reinvest only 80 
percent of the dividend that she receives. The TSR drops to 10.6 percent (.08 + ([1.08] *.03 *.80)). If you 

compound over time the difference between 11.2 percent for the full TSR and 10.6 percent for the tax-
adjusted TSR, the difference can be meaningful.  

 
The issue of taxes is also very relevant for comparing past results. In the latest edition of his best-selling book, 

Stocks for the Long Run, Jeremy Siegel, a professor at the Wharton School at the University of Pennsylvania, 
compares the results of IBM and Standard Oil of NJ (now ExxonMobil) from 1950-2012.  

 
Siegel shows that IBM had better growth in revenue, dividends, and earnings per share over the period. He 
also shows that the price appreciation of IBM’s stock exceeded that of Standard Oil of NJ. Then he 

introduces the punch line. Because Standard Oil of NJ had a higher dividend yield, its TSR exceeded that of 
IBM.30   

 
But not so fast. If you assume that shareholders had to pay taxes on those dividends—and the tax rate on 

dividends averaged close to 50 percent during that period—the results are reversed. Price appreciation 
becomes more important because shareholders were simply unable to reinvest the full amount of their 

dividends.  
 

The only place where an investor can earn the full TSR in equities is in a tax-free or tax-deferred account that 
owns index funds with automatic reinvestment of dividends. Such an investor would of course have no 

opportunity to do better than the market, but the data show that the majority of funds fail to match their 
benchmarks in an average year.  
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Conclusion    

 

Management’s primary job is the judicious allocation of capital. Today we are in a situation where companies 
are generating more cash than they deem they can reinvest in the business. As a result, cash balances are 

building. 
 

Share buybacks and dividends are two methods to return cash to shareholders. But executives view them very 
differently. Most view dividends as a quasi-contract, a commitment on par with capital spending, and view 

buybacks as a means to disburse residual cash. Dividends treat all shareholders uniformly, while buybacks 
treat ongoing and selling shareholders differently based on the relationship between stock price and value. 

Buybacks only benefit continuing shareholders when management executes them when the stock is 
undervalued.   
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Appendix A 

 

One legitimate criticism of buybacks is that companies use them to offset equity issuance. So, for example, 
the company issues stock via employee stock options or restricted stock units and then buys back an 

equivalent number of shares, leaving the shares outstanding relatively flat.  
 

Exhibit 11 shows the last 40 years of net equity issuance for the largest 1,500 non-financial companies in the 
United States (the sample is in fact somewhat smaller in the early years but in no case dips below 1,000). 

Calculated by our HOLT team, the exhibit shows the ratio of equity issuances, including preferred stock, 
divided by equity purchases, minus one (issuances/purchases – 1). When the line is above zero, companies 

are issuing more equity than they are buying, and when it is below zero they are buying more than they are 
issuing.  

    
Exhibit 11: Net Equity Issuance for the Largest U.S. Companies (1971-2013) 

 

Source: Credit Suisse HOLT. 

 

The exhibit shows that net issuance was relatively high in the 1970s but that the ratio has been near or below 

zero for most of the past 30 years. Note, again, that buybacks were not common until 1982.  
 

Our view is that you should analyze equity issuance and purchases independently. Companies 
should issue equity, be it in the form of compensation for employees or for an acquisition, only when it makes 

economic sense. Likewise, a company should buy back shares when it makes economic sense. Each decision 
must stand on its own merit, and executives should avoid conflating the two.  

 
Shareholders have been appropriately skeptical about companies that have linked their buyback programs to 

their issuance of equity. For instance, many companies vow to buy back shares in order to offset dilution from 
compensation using stock.  
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ing investment process. 
Paul Hilal is a partner at Pershing 

Square Capital Management, a well-
known activist hedge fund that manages 
about $18 billion. Paul has served as a 
shareholder representative on the boards 
of three public companies over the years. 

Scott Ostfeld is a partner and co-port-
folio manager at JANA Partners, a $10 
billion value oriented hedge fund known 
for its shareholder activism.

Don Chew has been the editor of the 
Journal of Applied Corporate Finance and 
its predecessors for well over 30 years 
now. He was a founding partner of Stern 
Stewart & Co.—a firm I later joined for 
10 years and became a partner of. Dur-
ing Don’s tenure as editor, the JACF has 
been sponsored or owned by a number 
of financial institutions, including the 
Midland Bank of England, Continen-
tal Illinois, Bank of America and, most 
recently, Morgan Stanley. A little over 
a year ago, Morgan Stanley sold the 
JACF to Don, his associate editor John 
McCormack, and Carl Ferenbach, the 
retired co-founder of the private equity 
firm Berkshire Partners who now serves 
as Chairman of the Environmental 
Defense Fund.

And last but not least is John McCor-
mack, who, as I just mentioned, is 
associate editor and co-owner of the 
JACF. Before joining Don as associate 
editor, John was an analyst at Morgan 
Stanley who focused on questions of 
accounting and value—and before that, 
he worked as a consultant at Stern Stew-
art specializing in serving the energy 
industry.

And as I told you already, I’m Greg 
Milano, CEO and co-founder of Fortuna 
Advisors, a shareholder value-focused 

made by executives may well be the most 
important determinant of how well their 
share price performs over the long run. 
You can reshape a company through 
acquisitions and divestitures, grow it 
through capital investment, or shrink it 
by distributing cash to shareholders. In 
fact, you can completely change what 
industry you’re operating in—because 
your ability to sell assets and raise capital 
to buy others gives you the power and the 
means to change it. 

But before we proceed any farther 
with the discussion, let me say a bit about 
the people who have agreed to join us 
today.

John Briscoe was recently named 
Senior Vice President and CFO of 
Bristow, the Houston-based leader in 
providing helicopter services for oil and 
gas transportation and search and rescue. 
Previously, John was Chief Financial 
Officer of Weatherford International 
Limited for about two years. Before 
that, he had almost 30 years of experi-
ence in different parts of the energy 
industry, mostly in oil field services, but 
several other areas, including a number 
of energy MLPs.

Paul Clancy is the CFO of Biogen 
Idec, a biopharmaceutical company that 
Paul has worked with for about 14 years, 
the last seven as CFO. Prior to that he 
spent about 15 years at PepsiCo. 

Michael Mauboussin is head of Global 
Financial Strategies at Credit Suisse, 
where he advises corporations and inves-
tors on topics related to capital markets 
theory, valuation, corporate strategy, 
and decisions. Before that, he was Chief 
Investment Strategist at Legg Mason 
Capital Management, where he worked 
with Bill Miller on lots of issues, includ-

Greg Milano: Good afternoon, I’d like 
to welcome you all to this roundtable on 
capital deployment. We’re very pleased 
to have a panel that represents such a 
range of views and experience—one that 
includes corporate financial executives 
and investment bankers as well as activ-
ist investors. Our plan is to spend the 
next hour or so talking about the over-
all strategy for deploying capital while 
considering all the major alternatives for 
reinvesting capital in the business or dis-
tributing it to shareholders. 

Many people have different ideas 
about what it means to deploy capital. 
But let me start by telling you how I 
think about it. Our basic subject here is 
all the things corporate managers can do 
with the cash their companies generate 
both internally through their operations 
and what they raise from the outside 
from banks and financial markets. Man-
agers can use that cash to make capital 
investments, fund research and devel-
opment, increase working capital, or 
they can use the cash to grow by buy-
ing other companies and forming joint 
ventures. But if they have more capital 
than they need, they can distribute it to 
shareholders through dividends, either 
regular or special, one-time dividends, or 
through buybacks of their stock. And, of 
course, companies also have the option 
of increasing their financial flexibility by 
paying down debt or building up cash. 
And so that’s our main topic for this 
afternoon: How do companies make 
these decisions—and how should they 
be doing it?

Of course, there are lots of other 
things CEOs and CFOs need to do, but 
I’ve increasingly come to the conclu-
sion that the capital deployment choices 



24 Journal of Applied Corporate Finance • Volume 26 Number 4  Fall 2014

ROUNDTABLE

what I like to call “intrinsic value per 
share.” And when I say intrinsic value 
per share, I’m thinking about a mea-
sure of value that includes not only the 
next quarter’s earnings and cash flow, 
but also the expected long-run effects 
of today’s decisions to allocate capital. 
Intrinsic value per share should be the 
lens that is used to evaluate all forms 
of capital deployment, including divi-
dends and share repurchase as well as 
acquisitions.

Viewed in this way, the capital allo-
cation process necessarily involves a rich 
conversation that draws on practical 
experience as well as research findings, 
and it’s taking place in a world with fore-
casts that involve lots of unknowns and 
unknowables. 

Milano: John, as our other corporate rep-
resentative, do you want to weigh in on 
this?

John Briscoe: I think companies need to 
be sure that they’re really getting back 
to the substance of the capital budgeting 
or allocation process. Is the budget-
ing process just something that you go 
through mechanically each year? Do 
you look mainly at what was invested 
last year, and use that as your baseline? 
Or do you really try to start with a clean 
slate and ask what will generate the best 
returns for the cash available? And what 
does your company do when its cash 
position is not equal to its attractive 
capex opportunities? Do you simply 
limit capital investments to your imme-
diately available cash resources? Or do 
you consider raising new funds? 

Although limiting corporate invest-
ment to internal funds may not be a 

me that’s where to find the special sauce 
for creating long-run value. And since 
Paul was the one who suggested that I 
read that excellent book, I will start by 
asking him for his views on the overall 
process of coming up with the right capi-
tal deployment strategy. 

Paul Clancy: Greg, I agree that capital 
deployment and capital allocation are 
very important and can really determine 
a large amount of a company’s value cre-
ation over time. But I would add that 
operating performance, innovation, 
understanding your business, and having 
great strategies all allow you to be better 
at capital allocation—because they all 
give you more choices, more opportuni-
ties to use capital in a way that creates 
future cash flow and value.

It’s also important to keep in mind 
that corporate managers are by nature 
competitive. They are always compar-
ing themselves to competitors and 
peers—and that k ind of competi-
tion has been a major contributor to 
the success of corporate America. But 
there is a caution here—one that stems 
from the reality that the typical corpo-
rate scorecard usually has a short-term 
orientation. The metrics most com-
monly used for performance evaluation 
tend to be earnings in a given month, 
quarter or year. But a company’s value 
depends on its long-term cash f low 
and its return on capital deployed as 
opposed to its current earnings. Think 
about companies like Amazon—and 
it’s also true of Biogen, where I work. 
In such cases, it’s easy to see the impor-
tance of a llocating capital in ways 
that are designed to increase the long-
run stream of expected cash f low, or 

strategy consulting firm that advises 
companies on everything from busi-
ness strategy, portfolio management and 
capital deployment to performance mea-
surement and incentives. We differentiate 
ourselves through the thoroughness of 
the training and coaching we provide to 
help managers think more like private 
owners inside the public company.

So, that’s our cast of characters. And 
before I give up the f loor, let me also 
mention that the idea for this roundtable 
started with a book that Paul Clancy first 
suggested to me. The book is written by 
a highly regarded value investor named 
William Thorndike, and it’s called 
The Outsiders: Eight Unconventional 
CEOs and Their Radically Rational 
Blueprint for Success. The book provides 
accounts of how the CEOs of eight 
American companies managed to 
create extraordinary shareholder value 
over time. And one of the book’s main 
themes is how successful CEOs vary 
their strategies in response to major 
changes over time in both the capital 
and product markets. They adjusted 
their strategies in response to changes 
in industry competition and the capital 
markets. At one point in its history, a 
company might have succeeded with 
well-planned and executed acquisitions. 
But a few years later, in a very different 
environment, the same company 
stopped acquiring other businesses and 
used its excess cash mainly to buy back 
its own stock.

The main lesson of the book, then, 
is that the value-maximizing capital 
deployment decisions depend on not 
only the internal operations of the com-
pany, but also the external environment 
in the capital and product markets. To 
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learn about Michael Porter’s five forces 
and disruptive innovation and game 
theory; and then when you cross the 
hall and take your finance class, you 
talk about efficient markets theory and 
the Black-Scholes option pricing model. 
But these two disciplines never seem to 
come together, even though they should 
be joined at the hip. The litmus test of 
an effective strategy is whether it cre-
ates value—and I too like Paul’s term 
“intrinsic value per share”—and you 
can’t do a thoughtful valuation without 
understanding a company’s strategic 
position

So, you can’t make intelligent capital 
allocation and valuation decisions with-
out understanding the strategic position 
of your company and the profitability of 

John just said, but I’d like to add a couple 
of things. First, along with my day job at 
Credit Suisse, I’ve served as a member 
of the adjunct faculty of the Columbia 
Business School for 22 years. And like 
Paul and Scott, our two representatives 
from the investing and hedge fund com-
munities, I’m proud to be associated with 
the program.

Paul Hilal: That’s right, I graduated with 
a JD/MBA in 1992.

Scott Ostfeld: And I was in the JD/MBA 
Class of 2002.

Mauboussin: Business schools tend to 
teach strategy in one department and 
finance in another. So in strategy, you 

bad way to approach things for many 
companies, it’s not the best way to 
approach it either. It also may not be 
the most reliable way to create or maxi-
mize shareholder value. If you’ve got a 
great project that needs to be funded, 
the capital markets will be available to 
you on reasonable terms, provided you 
do a good job of communicating your 
prospects. 

Milano: Michael, you’ve spent a lot 
of time during your career thinking 
and writing about capital deployment 
strategy. How would respond to the 
comments you’ve just heard? 

Michael Mauboussin: I agree with pretty 
much everything that you, Paul, and 

Intrinsic value per share should be 
the lens that is used to evaluate all 
forms of capital deployment, including 
dividends and share repurchase as 
well as acquisitions.
Viewed in this way, the capital 
allocation process necessarily involves 
a rich conversation that draws on 
practical experience as well as 
research findings, and it’s taking place 
in a world with forecasts that involve 
lots of unknowns and unknowables.

Paul Clancy
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growth by limiting investment while 
pushing for ever higher returns. The 
goal of financial management, after all, 
is to maximize not returns on capital, 
but net present values. And as many of 
us were taught in business school, maxi-
mizing NPV means taking not just the 
highest-return projects, but all projects 
that are expected to earn at least the 
cost of capital.

So what does our research say about 
the relationship between value and 
growth? Over the years, we have exam-
ined the relationship between total 
shareholder returns, or TSRs, and growth 
in EBIT. Until quite recently, this rela-
tionship had a negative slope, which 
means that higher-growth companies 
actually produced lower rates of return 
for their investors than slower-growing 
companies. But when revisiting the study 
last year, we found that the relationship 
had turned positive. And at the moment, 
the companies that are growing fastest are 
also getting the highest TSRs.

John McCormack: When was the inflec-
tion point, Michael?

Mauboussin: Probably in the last 4 or 5 
years, basically since the financial crisis. 

Another interesting observation 
from our work is an apparent change 
in the market’s response to M&A in 
recent years. Past academic studies of 
corporate M&A have suggested that as 
much as 70% of deals not only fail to 
create value for the acquirer, but actu-
ally end up reducing its market value. 
But according to our survey of more 
recent work, that ratio has now fallen 
below 50%. In other words, a majority 
of deals now appear to create value for 

you mind giving us a brief preview of the 
main findings? 

Mauboussin: We’re working on a project 
now where we have tried to estimate, for 
every year starting with 1980 through 
the end of 2013, the total amount of 
corporate capital allocated to each of 
the following activities or transactions:  
(1) M&A; (2) CapEx; (3) R&D; (4) 
stock buybacks; and (5) dividends. We 
also looked at divestitures. And we 
then tried to make sense of the data by 
tying it to the findings of academics to 
understand the merits of each of these 
different investments and distributions 
of capital over time.

One of our most interesting find-
ings is that the average corporate return 
on invested capital in 2013 for the top 
non-financial 1,500 companies—calcu-
lated using a measure called Cash Flow 
Return on Investment, or CFROI—
reached an all-time high for the last 
60 years. In other words, what might 
be described as corporate efficiency in 
using capital is today at record levels. 
But, at the same time, the growth in 
corporate assets has been below average 
for the past ten years. As a result, there 
has been an unusually large accumula-
tion of cash. In fact, the cash held by the 
S&P 500 in aggregate was $1.7 trillion 
at year-end 2013. While about $1 tril-
lion of that cash is offshore, it is still a 
very large number.

Now, as any valuation model will 
tell you, value is a function of growth 
as wel l as return on capita l. And 
although the high rates of return have 
been applauded by many investors, our 
findings raise the possibility that com-
panies could be sacrificing value-adding 

your industry. That’s an important mes-
sage of the Thorndike book, of which I 
too am a big fan. As an investor, you have 
to be living at the intersection of these 
two areas. 

Another important message of the 
Thorndike book, as Greg mentioned, is 
that the right investment and financing 
strategy varies with time and circum-
stances. And for that reason, I think the 
best answer to most of the questions we 
will be discussing today is: “It depends.” 
Is buying back stock good or bad? The 
right answer is, it depends on a lot of 
variables—on your investment oppor-
tunities, on your current stock price, 
and maybe even on the tax preferences 
of your investors. Is an acquisition likely 
to be good or bad? And the answer again 
is, it depends on the company’s strengths 
and capabilities as well as the opportu-
nities in the markets. When evaluating 
companies, the most thoughtful and 
sophisticated investors try to understand 
how corporate managers think about 
these questions, and how likely they are 
to be thoughtful and judicious as they 
allocate the capital. 

The last thing I’ll say here is that 
there are sometimes major conf licts 
between incentive compensation plans 
that are based on short-term perfor-
mance metrics and the overall goal of 
long-term wealth creation. As real-world 
practitioners, we need to address that 
issue.

Some Historical Perspective on 
the Corporate Investment Decision
Milano: Michael, you’re now working 
on a big research project at Credit Suisse 
that looks at corporate investment deci-
sions over a long period of time. Would 
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I’ve spent much of my career criticiz-
ing companies for an excessive focus on 
growth and too little attention to returns. 
But with our latest report, I now find my-
self in this weird situation where I might 
begin arguing the opposite. The case of 
Amazon.com is especially interesting to 
me because it’s growing rapidly off a large 
base. What that suggests to me is that the 
market may be saying that it’s no longer 
high returns on capital, but rather growth, 
that is the scarce commodity investors are 
willing to pay up for.

Michael Mauboussin

acquirers. And when you control for the 
size of deals, the type of transaction—
that is, cash versus stock, small deals vs. 
large, and so forth—you can really get 
to a very high batting average. 

I’ve spent much of my career criticiz-
ing companies for an excessive focus on 
growth and too little attention to returns. 
But with our latest report, I now find 
myself in this weird situation where I 
might begin arguing the opposite. The 
case of Amazon.com is especially inter-
esting to me because it’s growing rapidly 
off a large base. And what that suggests to 
me is that the market may be saying that 
it’s no longer high returns on capital, but 
rather growth, that is the scarce commod-
ity investors are willing to pay up for.

Milano: This may be a reflection of the 
success and inf luence of value-based 
management thinkers who have been 
pushing companies to focus more on 
returns, which may have caused the pen-
dulum to swing too far in discouraging 
unprofitable growth.

Mauboussin: There are a lot of other fac-
tors, too. Technology, education, and 
more effective compensation schemes 
since the 1980s have all likely played 
some role in this shift. 

Milano: The recent financial crisis cre-
ated a level of fear and discipline that 
didn’t exist previously. As a fairly direct 
consequence of that experience, many 

companies today have higher hurdle 
rates now than they did before the 
crisis—and they worry more about 
“execution” than about investing in 
their future. That’s all great but when 
you take that to an extreme, you end up 
with just a few really good projects and 
you keep accumulating cash you don’t 
know what to do with. If everybody does 
that and just keeps paying out cash as 
dividends and buying back shares, then 
what happens to society’s capital? It’s got 
to be invested productively somewhere. 
And I for one have been arguing for a 
couple years now that many companies 
could increase their values by investing 
more, even if that means lowering their 
returns on capital.
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And in all but a handful of cases, things 
have worked out well.

Mauboussin: John—and you too, 
Paul—from your corporate vantage 
point, do you think the M&A invest-
ment opportunity set today looks better 
or worse than it did say five, ten, or 15 
years ago? 

Clancy: On the whole, it looks better. 
But, as you say, Michael, it depends; 
you can’t generalize too much. Take 
the conventional academic wisdom you 
just cited that two thirds of acquisitions 
historically failed to create shareholder 
value for the acquirer. We devoted a lot 
of time to research that question last 
year, which included taking a careful 
look at the McKinsey study that was 
done over 20 years ago. When you actu-
ally parse the data, a couple of really key 
things came to light. One is that there 
is a huge difference between acquiring 
businesses you’re already in and those 
that are not related to your core; acquir-
ing unrelated businesses is almost always 
viewed with skepticism by the markets, 
while business add-ons and extensions 
are often well received. And we also 
find significant differences between the 
profitability of larger acquisitions and 
smaller deals, which are usually easier to 
integrate.

Milano: Companies usually justify 
acquisitions on the basis of cost-cutting 
synergies rather than growth synergies. 
Our research on acquisitions over the 
last 15 years shows that companies that 
experience higher growth rates in the 
years after an acquisition than in the 
years leading up to it have better share 

have consistently shown that acquisi-
tions financed with cash tend to receive 
a much more favorable reaction from the 
market than those that offer stock. And 
those that offer to pay higher premiums 
over market, as one might expect, tend 
to get less favorable reactions.

So, there are a number of characteris-
tics of M&A deals that can help predict 
success or failure from the vantage point 
of the acquiring company’s shareholders.

Clancy: I think the studies also show 
that a series of smaller deals tends to cre-
ate more value than one large deal.

Briscoe: That’s true. But I’m sure there 
are some large acquisitions that have 
turned out well. It’s just that there tends 
to be so much management distraction 
with really big mergers that investors 
tend to be skeptical, and rightly so. And 
the distraction’s not just at the executive 
suite level, but it cascades down through 
to the line managers. People are unsure 
whether they are going to lose their jobs 
because of the cost savings effort.

Clancy: Divestments create a lot of value, 
too. You’re getting rid of this nuisance. 

Briscoe: Yes. I just think people under-
estimate the impact of the management 
distraction. That doesn’t mean that you 
can’t do things to try to mitigate that 
risk. You have to recognize it up front 
and then try to put in place things that 
will limit that because you’ve done it a 
lot. I’ve been part of two organizations 
where we did a lot of acquisitions, as 
many as 40 of them—and we got pretty 
good at taking these companies and 
folding them into the larger company. 

M&A Strategy
Milano: But let’s turn now to one kind 
of corporate investment, M&A. What 
kind of industry factors make for a bet-
ter acquisition process? Does it seem 
to matter whether an industry is grow-
ing or not growing, whether it has high 
returns or low returns? Is there a particu-
lar type of company or type of industry 
where acquisitions are likely to be better? 
Michael, can you summarize what the 
studies tell us about these questions?

Mauboussin: Well, let me start by 
mentioning a book that came out 
last year called “Masterminding Deal 
Breakthroughs and M&A Strategy and 
Analysis.” The authors looked at several 
categories of deals and assessed M&A 
results. Interestingly, they found that 
when two declining companies in the 
same industry get together, that actually 
tends to be a good merger and creates 
value. That’s what people refer to as an 
“industry consolidation.” The authors’ 
second category of profitable deals are 
“bolt-ons” and “line extensions.” But, 
when you start getting into new markets 
you’ve never been in before—what some 
people like to call “strategic” deals—
acquirers tend to have a very low batting 
average.

Now, in response to your question 
about particular industries, although I 
don’t have specific answers, I do think 
there are some findings that can be 
applied to the kinds of deals that take 
place in certain industries. As I just 
mentioned, the overall returns to acquir-
ers, although historically negative, have 
improved in recent years. And we have 
pretty persuasive evidence that the type 
of deal matters. For example, studies 
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after the deals close, better at executing 
and realizing the expected benefits. One 
of our Fortuna studies has shown that 
the more frequent acquirers deliver bet-
ter share price performance. And I think 
that a lot of it is just practice: you get 
good at something that you do over and 
over again. 

Investors’ Take on Capital 
Deployment
Milano: But let’s turn now to investors’ 
perspective. Paul and Scott, when you look 
at a company, what do you think of the 
quality of the capital deployment choices? 
What are the attributes of companies that 
make good decisions? What causes other 
firms to make poor choices? What do you 
think companies should be doing differ-
ently than what they’re doing now?

Hilal: Each of the alternatives for excess 
capital—capital expenditures, acqui-
sitions, return to shareholders, and 
repayment of debt—can be either an 
excellent or a poor use of cash. Investors 
tend to worry least about capital expen-
ditures. But the expected return from 
an acquisition is not only uncertain, 
but reduced by the competitive price 
the acquirer must pay for the target. By 
contrast, companies can capture excess 
returns from internal capital projects 
without having to invest at market-com-
petitive prices—because the opportunity 
is captive. They can invest in these proj-
ects at cost, and earn return well above 
market returns. 

But having said that, I think there 
are some problems with the corpo-
rate capital allocation process. During 
the budgeting process, CFOs receive 
a menu of capita l project propos-

price performance around the time of 
the acquisition. But having worked for 
an investment bank, I can tell you that 
all the pitch books were focused on cost 
synergies with almost no emphasis on 
extra growth. 

Mauboussin: Well, M&A has been stud-
ied at least 10 different ways over the 
last 40 years. McKinsey did a survey in 
which they asked executives about cost 
synergies vs. revenue synergies. They 
found that, in a decent percentage of the 
cases, the companies nailed their cost 
synergy numbers, but very few got their 
projected revenue synergies. So, inves-
tors are still a bit skeptical about growth 
synergies. 

Milano: I’m not sure that “growth syner-
gies” is the right way to characterize my 
point. The real story is that there is a big 
difference between buying a company 
that’s stagnating just to take out costs, 
and buying a company that has growth 
opportunities that can be funded and 
their potential realized. A big acquirer 
can take a small acquisition and grow 
it to three to five times its previous size 
in a few years—something the smaller 
firm could not have done alone. These 
are often the best acquisition strategies 
as long as the purchase prices can be 
kept within reason.

Clancy: Conceptually, then, that means 
that some companies are better owners 
of assets than others.

Milano: Right—and some companies are 
just better acquirers than others. Some 
companies are better at finding, negoti-
ating, pricing, and closing deals—and 

als. If the people developing these 
opportunities—whether they are new 
business development executives in a 
capital-intensive industry, or internal 
efficiency-focused six sigma teams—
know that the hurdle is 12%, they will 
find opportunities that clear that hur-
dle, develop them, and present them for 
funding. If the CFO raises the return 
hurdle to 14%, those same people won’t 
waste time developing 12% projects. 
Instead, they will keep looking until 
they find projects that return 14%—and 
they will ultimately find them, or at least 
innovative ways to squeeze 14% returns 
from a 12% project.

 In this sense, then, CFOs get from 
their teams the capital projects they set-
tle for. If more CFOs raised the bar, they 
might be surprised by the better oppor-
tunities they get. 

At the same time, though, I also 
often see managers struggle—and this 
is a different problem—to balance 
rates of return and growth. At a Bern-
stein conference I attended recently, the 
CEO of one of the presenting compa-
nies explained that their capital projects 
have required rates of return that range 
from 12% for ultra-safe capital projects 
to 20% for more risky ones. One of the 
people in the audience asked, “Given 
how strong your rates of returns are, and 
the wide margin by which they clear 
your cost of capital, have you considered 
lowering your bar a little bit to acceler-
ate growth?” The executive said, “No, 
we’re happy with our hurdle rate where 
it is.” He later conceded that this was 
based on a subjective feel for running 
the business, and was not the output of 
an intellectual framework.

And in fact, very few CEOs and 



30

ROUNDTABLE

Journal of Applied Corporate Finance • Volume 26 Number 4  Fall 2014

CFOs seem to have a framework for 
deciding where the bar should be, and 
how to balance growth and returns on 
capital. Without such a framework, 
managers just respond to the incentives 
that are presented to them. Incentive 
design is a prime area for improvement 
in public companies.

Milano: Scott, what’s your response to 
what you’ve heard so far?

Ostfeld: First of all, I thought Michael’s 
comments on strategy and capita l 
deployment were extremely well put. 
And to just build on that, strategy is 
inextricably tied to capital deployment 
in the sense that if you’re a “commod-
ity” business with no really compelling 
comparative advantages, all that mat-
ters is how you deploy capital; that’s 

really the only way you can add value. 
But if you’re a business that actually 
has a strategic advantage or competitive 
advantage that you want to exploit, then 
capital allocation, while still meaning-
ful, may not be as critical.

But let me go back to Greg’s earlier 
question about what tends to go wrong. 
We often find managers choosing what 
they believe is the “shareholder-friendly” 
thing to do, but what is in fact not the 
value-maximizing alternative. Many 
managers view themselves as operators, 
not capital allocators or value traders; 
and when they see a business with sub-
par margins or returns on capital, their 
normal response is to “fix the business.” 
The problem, however, is that “fixing” 
such subpar businesses often requires 
capital expenditures that cannot be 
economically justified, and that end up 

destroying even more value. These are 
often the kinds of businesses that should 
be denied capital and sold or exited in 
some way.

We run into this tendency to throw 
capital at failing businesses all the time. 
And that’s why we so often find our-
selves advocating strategies of what we 
call “addition by subtraction.” By exiting 
a failing business, you not only liberate 
capital, but you avoid the drag of a fail-
ing business on management’s time and 
focus. And that’s why an event like a sale 
of a business can cause us to upgrade our 
rating of an entire company. 

Milano: Our research supports this. In a 
study we did a few years ago, we looked 
at total shareholder returns of the S&P 
500 companies over a ten-year period 
and found that the median top quartile 

If I were given the chance to offer one 
prescription to all companies, it would be 
that managements should take a strategic 
view of the company’s businesses that is 
dynamic—that is, subject to the possibility 
of continuous change. Companies need  
to monitor their businesses, and revisit  
the logic for continuing to hold them, on  
a regular basis.

John Briscoe
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the flexibility to repurchase more shares 
in those quarters where I am concerned 
about hitting my EPS target.”

But that was not, of course, the way 
a value-maximizing manager—or inves-
tors like us—would view the situation. 
I asked him to pretend that he owned 
the whole business—that it was all he 
owned, and that it is what his whole 
family depended upon. Under those 
assumptions, he would be evaluated not 
on whether he showed smooth earnings 
growth, but on the value of his equity in 
20 or 30 years. His response was that, 
although he personally understood the 
benefits of such a strategy, he didn’t 
feel that comfortable pursuing such a 
plan because his shareholders might not 
approve. 

Chew: What you might have told him, 
Paul, is that he wouldn’t have to worry 
about his shareholder base because it 
would have changed as a result of the 
transaction. That’s what happened 
when Sealed Air borrowed 90% of 
its current market value back in the 
late 1980s and paid it out as a special 
dividend. In that case, the shareholder 
base almost completely turned over. In 
place of the widows and orphans—and 
the pension funds that invest much of 
their money—who were relying on 
dividends, hedge funds like Tiger Man-
agement lined up to buy their shares. 
And after turning the capital struc-
ture upside down, the company made 
remarkable improvements in operating 
performance—in part because they had 
to service debt, but, more importantly, 
I think, because management, together 
with the hedge funds, now had large 
equity stakes in the business.

problem with this is that such people 
often don’t get much formal training in 
finance or investing; and as a result, they 
tend to think more in terms of account-
ing profits instead of focusing on creating 
shareholder value. And this problem per-
sists and is reinforced because too often 
these CFOs are evaluated—by their 
compensation committees and their 
CEOs—based on EPS accretion rather 
than value creation.

 The other big problem in my experi-
ence is the so-called “agency” problem, 
the loss of potential corporate value that 
arises from the reality that, for most 
senior executives, their annual compen-
sation package is more material to them 
than the appreciation of the equity they 
already hold. If the incentive package is 
not appropriately designed, the execu-
tives’ focus on maximizing incentives 
rather than the value of their sharehold-
ings can lead to perverse outcomes. 

I recall talking with one CFO who 
believed that his company’s stock was 
significantly undervalued, and that he 
had no material high-return uses for 
his surplus cash. He believed this with 
conviction—and while I know that’s a 
pretty common belief, this guy had fairly 
specific and plausible reasons supporting 
his belief. And my advice to him was to 
use his considerable spare debt capac-
ity to promptly repurchase a substantial 
percentage of his company. I explained 
that a self-tender could be the best way 
to carry out his strategy. 

But he didn’t see it that way. His reac-
tion was, “Well, I could do that, but if 
instead of levering to do a self-tender, 
I repurchase shares gradually over the 
years, I can enjoy a long-term earnings 
per share growth tailwind, and I have 

company created twenty times as much 
value as was destroyed by the median 
bottom quartile company. Now, imag-
ine if those two companies represented 
two different divisions of the same com-
pany. In that case, the corporate leaders 
would be better off selling the losers for 
50 cents on the dollar and focusing their 
attention on creating every drop of value 
in the winners.

Briscoe: To put that same thought 
another way, management teams tend to 
focus on execution. That is, they focus 
on doing things right rather than doing 
the right thing. They try to keep doing 
what they have been doing for the last 
five years very well. What they generally 
fail to do, however, is to have a strategic 
brainstorming session about what they 
should be doing, and indeed about what 
businesses they should be in.

If I were given the chance to offer one 
prescription to all companies, it would 
be that managements should take a stra-
tegic view of the company’s businesses 
that is dynamic—that is, subject to the 
possibility of continuous change. Com-
panies need to monitor their businesses, 
and revisit the logic for continuing to 
hold them, on a regular basis, especially 
in very cyclical businesses like energy, 
where things can change so quickly and 
dramatically.

Hilal: There are a number of common 
themes one finds at companies that 
struggle with capital allocation.

One is the background of CFOs. 
Some CFOs come to the position 
because they started out as CPAs—and 
they may have been the company’s audi-
tor before becoming a controller. The 
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some want share repurchases.
 But underlying all these differences, 

the most fundamental demand by inves-
tors as a group—what we refer to as “the 
market”—is for the creation of share-
holder value. And as Michael reminded 
us, the best way to create shareholder 
value is to follow the NPV rule: take only 
those projects that are expected to earn 
more than the cost of capital. And make 
sure that your existing operations earn at 
least the cost of capital—and for those 
that can’t meet that standard, then be 
prepared to shut them down or sell them 
to another owner that thinks it can.

By following these principles, compa-
nies have the best chance of maximizing 
their “intrinsic value.” In the end, that 
approach is likely to drive the most 
value. Of course, in some cases even 
well-thought-out strategies don’t work 
out—and well-run companies can fail. 
But, in my view, the most reliable way 
for companies to achieve long-run suc-
cess is to use the value creation principles 
at the core of finance theory to drive 
both current performance and continu-
ous innovation in the business. 

Briscoe: I agree completely, Paul. Com-
panies ought to focus on how to create 
the most value and not on keeping their 
current shareholders happy. If you focus 
on how to create the most value—and 
you do a reasonably good job of explain-
ing your approach to the investment 
community—you will find shareholders 
who appreciate what you’re doing and 
want to buy your shares.

Michael mentioned the importance 
of aligning management’s interest with 
shareholders.’ Companies should ensure 
they have a compensation plan in which 

Hilal: That’s a perfect illustration of the 
point. The CFO in my story said that he 
liked his shareholders and didn’t want 
to alienate them, and that they liked a 
predictable story. If you’re beholden to 
shareholders who for some reason want a 
smooth EPS trajectory, you’ll get one set 
of shareholders. But if you demonstrate 
that you will predictably act to increase 
shareholder value, you will get a different 
kind of shareholder—and, in my view, a 
more sophisticated investor that will be 
capable of assigning higher values to your 
shares. But I didn’t persuade him. 

Chew: In my experience, most manag-
ers think that their shareholder base is a 
given; it’s something they’re stuck with 
and have no way to influence or change. 
They inherit their shareholders with the 
job, and they have to support that con-
stituency through thick and thin.

Hilal: Precisely. Not many CFOs are 
interested in the turbulence that comes 
with a turning shareholder base.

Clancy: When talking about this ques-
tion of investor clienteles, I think it’s 
important to distinguish between the 
habits and preferences of individual 
shareholders and the process of share-
holder value creation. People tend to 
confuse the two. Individual sharehold-
ers are, of course, human beings with 
all the strengths and limitations we 
expect of them. Many shareholders, for 
example, have really short time horizons, 
much shorter than the planning staffs 
of most corporations. But many other 
shareholders buy and hold. Some share-
holders want dividends, while others 
favor growth through acquisitions. And 

managers cannot win unless the share-
holders do. To me, a system that rewards 
corporate managers for meeting or beat-
ing EPS targets is almost certain to lead 
to some kind of accounting manipula-
tion. There are just too many ways to 
create earnings that don’t end up increas-
ing cash f lows or long-run value. You 
have to find performance measures that 
show where capital is either generating 
cash and high rates of return—in some 
cases, measured after depreciation, when 
depreciation is a real cost of the business; 
in other cases, before depreciation and 
R&D, when such expenses really rep-
resent an investment in the company’s 
future. The stock price of Amazon.com, 
by the way, represents the best illustra-
tion of the market’s ability to make that 
discrimination that I can think of.

Milano: I think that much of corporate 
America’s capital budgeting mistakes can 
be attributed to the law of unintended 
consequences. Most corporate manage-
ments set out to do the right thing by 
their shareholders—but then they often 
get side-tracked by relying on proxies for 
value that end up misleading them into 
bad decisions.

We did some work for a very large 
company that was earning very high rates 
of return on capital. We evaluated cor-
porate-wide and divisional performance, 
and we were shocked by the low rate of 
reinvestment in their highest-returning 
business. When we asked management 
about it, we were told that there were no 
more promising investment opportuni-
ties in this business.

But we found that the compensation 
plan was driven by how much you could 
increase the return on capital. This meant 
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just kept piling money into buybacks and 
dividends. They were not thinking like 
owners. 

Chew: What they needed, Greg, was our 
old EVA financial management system or 

in 15% projects and bring up their aver-
age returns.

 So the company was turning down 
35% return opportunities in one area 
while investing in 15% projects in 
another. At the same time, the company 

the best-performing business with, let’s 
say, a 40% return on capital would be 
better off only if new investments yielded 
more than 40% to bring up the average. 
But in the other businesses that were 
earning only, say, 10%, they could invest 

If you have a great capital allocator sitting  
at the top of a company, then you don’t need 
the constraint of dividend payments to help 
make them avoid negative-NPV investments. 
In that case, I agree that an opportunistic 
capital allocation approach is the right way 
to do it. Let the Warren Buffetts of the world 
continue to hold on to their capital and use  
it at their discretion.

But there are a lot of companies out there 
where this model won’t work, a lot of 
companies that benefit from the discipline  
of either high leverage, or paying out capital 
on a regular basis in the form of dividends.  
If what I was saying was wrong, the business 
model of hedge funds like Pershing and Jana 
would not have produced the high returns 
and attracted as much capital as it has. 

Scott Ostfeld
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spending, even in R&D. Over the last 20 
to 30 years, the pharmaceutical business 
has shown that within the same industry 
some firms can produce very high rates 
of return in R&D, while other firms can 
end up wasting large amounts of capital.

Why does this happen? As companies 
get bigger, there is a wel l-known 
tendency for bureaucracies to develop 
that, once they get established, can be 
very hard to manage. Bureaucracies have 
proven to really impair the scientific 
discovery process.

For us, R&D decisions are bigger 
decisions than many acquisitions or share 
repurchases. Over the course of five or 
ten years, the deployment of capital to 
R&D is often larger than the return of 
capital to shareholders or acquisitions. 
So, it is the crucial determinant of value 
creation. And when assessing R&D 
expenditures, you have to have a multi-
year time horizon—and you must take a 
portfolio approach since a lot of the proj-
ects are not going to come to fruition.

One of our strategies is to identify 
as quickly as possible the projects that 
aren’t going to work and then shut 
them down. If done right, that process 
alone can create meaningful share-
holder value. The choices you make are 
so early in the process that you really 
need to make those decisions based on 
science—because at that point the finan-
cial projections are so uncertain. At this 
stage, you can’t really put together a 
model of probabilities and say this is the 
NPV. We do some financial calculations, 
but the approaches are very probabilistic; 
they’re based on thinking about a num-
ber of different scenarios, and trying to 
assign probabilities and cash flow out-
comes to each of them. 

projects. One way that the new CEO 
of Canadian Pacific has helped improve 
performance is by educating the team 
all the way down the line on what 
return on capital means. He starts with 
broad company addresses to groups that 
include the employees from all levels at 
the company. To illustrate the concepts, 
he talks about a hypothetical lawn-
mowing company that people can easily 
imagine. Using that company as an 
example helps each employee develop an 
intuitive feel for the cost of capital and 
shareholder returns. He likes to talk, for 
example, about “sweating the assets.” 
This education has a very powerful 
effect on behavior.

So, I’m a big supporter of John’s 
point about the importance of driving 
education and incentives down through 
all levels of the organization. 

Businesses with Different Time 
Horizons
Milano: Paul Clancy, you’re in a business 
that, at least on the outside, appears to 
behave an awful lot like the situations 
we’re talking about; it produces a large 
and fairly stable stream of cash f low. 
But you also have another part of the 
business where you’re trying to develop 
future value from your research. It may 
be hard to manage business activities 
with payoffs far in the future using the 
kinds of tools and incentives discussed 
here. How do you cultivate a value 
mindset in such businesses? 

Clancy: You have to tailor your perfor-
mance evaluation and compensation 
systems for businesses with longer pay-
offs and time horizons. But you also have 
to impose some discipline on capital 

something like it. That way, all the divi-
sions would have had incentives to take 
all projects that earn more than the cost 
of capital. Even though it’s been many 
years since we both worked at Stern 
Stewart, I still think EVA is as good a 
single period measure as you can find.

Briscoe: I’m a fan of EVA, but I don’t 
think that you can depend on just one 
metric applied in exactly the same 
way at every company. You have to 
create different f lavors for particular 
companies. You need to be able to 
measure performance internally so that 
line managers can understand how their 
performance affects the whole. And you 
want the line managers fully aligned with 
both senior managers and shareholders.

Mauboussin: Do the investors in this 
group agree with that? And have you 
seen companies with really well-designed 
compensation systems? 

Hilal: I agree completely with what 
John just said about educating the team 
further down the line. The CFO can 
fund only the value-creating projects that 
are presented to him or her. Employees 
who don’t understand shareholder 
value creation can’t be expected to do 
as good a job spotting value-creating 
opportunities. As a result, the quality of 
the capital projects presented to a CFO 
will suffer if the team below isn’t properly 
trained.

A  good  e x a mple  i s  t he  r a i l 
industry. One of our big investments 
is in Canadian Pacif ic, which is an 
enormously capital-intensive business—
railroads typically spend as much as 
18% of revenue each year on capital 
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they spent about a quarter of that buy-
ing back stock in 2009 when the market 
dropped in half. It should be the exact 
opposite. How many managers of public 
companies are thinking like owners and 
about NPV and intrinsic value per share 
when making these decisions? 

Michael, you’ve done a lot of work in 
the behavioral economics area. Is there 
any role for management “irrationality” 
in explaining corporate buybacks and 
M&A? 

Mauboussin: Well, let me start with the 
simple point that companies tend to buy 
back shares when they have lots of cash, 
and that tends to be when earnings and 
stock prices are at relatively high levels. 
But when their stock prices are low, their 
earnings and levels of cash also tend to 
be low—and so they’re less likely to buy 
back stock when you might think they 
should.

And the same thinking applies to 
M&A. Managers are likely to fail to seize 
opportunities during deep bear markets 
because they, like investors, are scared; 
and when you’re scared, the natural 
response is to conserve capital.

But having said that, I also think that 
executives effectively make a distinction 
between dividends and buybacks that 
I’m not sure they are aware of making. 
CEOs try very hard to avoid cutting divi-
dends, even in downturns. And they are 
also pretty reluctant to cut capital expen-
ditures. So, with dividends and capex 
both pretty much fixed, that makes share 
repurchases a “residual.” If we’ve made 
our investments and paid our dividend, 
and we still have some money left over, 
then we’ll consider doing a share repur-
chase.

Milano: So R&D is so early in the pro-
duction process that you have to make 
decisions based on science rather than 
projected cash flows, right?

Clancy: We still maintain some guard-
rails that are tied strongly to an economic 
model. I think most companies have seen 
that when you do scientific work in areas 
that you actually know about, you have 
a higher chance of success. It’s when 
you stray in the pursuit of diversifica-
tion—and this is true not only of R&D 
projects, but also acquisitions—that 
companies generally don’t make wise or 
informed decisions.

Briscoe: But it seems that ultimately the 
present value of future cash f lows still 
applies, even if a little bit differently in 
different industries. In some cases, the 
cash that you’re investing may not pay 
back for years, while in others you may 
generate cash returns almost immedi-
ately. But that said, I think you’re always 
going to end up in a better place with 
tweaks and adjustments to performance 
measures that are designed for the par-
ticular industry.

Stock Repurchase: Buying High 
and Selling Low 
Milano: Ok, we’ve spent a good deal of 
time talking about corporate investment 
decisions. Let’s now discuss how compa-
nies decide to distribute capital, either 
through dividends or stock buybacks.

 First, can someone tell me why com-
panies spend four or five times as much 
on stock repurchases when their stock is 
expensive than when it’s cheap? The S&P 
500 companies spent over half a trillion 
dollars buying back stock in 2007 and 

In 2009, corporate managers were 
scared like everybody else. With cash 
levels then relatively low, very few man-
agers were prepared to do buybacks. And 
the opposite is true during good times 
when residual cash is higher but, unfor-
tunately, so are share prices.

Milano: I like to call that the “pecking 
order theory” of capital deployment. 
Companies do buybacks only when they 
have nothing better to do with money, 
which tends to be when you’re producing 
more cash, which also tends to be when 
your share price is high.

Ostfeld: That’s true of cost cuts, too. You 
generally get massive cost cuts only when 
revenue drops. Why? Because manage-
ment psychology and confidence can 
matter a lot. We like to say that corpo-
rations are momentum buyers. It’s the 
confluence of higher cash levels, confi-
dence in your own business, and good 
feeling about your external environ-
ment that drives companies to buy and 
invest—and the price becomes almost 
irrelevant. The record for stock buybacks 
was set in the fourth quarter of 2007.

But after the financial crisis set in, 
the buybacks stopped—and dividends 
became the main if not the only way to 
pay off excess cash. 

Clancy: Michael, what do you think 
is the best way for companies to think 
about the question of dividends versus 
stock buybacks? 

Mauboussin: Dividends can be a positive 
signal to the market, but if your stock is 
undervalued, I prefer to see buybacks. 
There’s the possibility of a better rate of 
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over time, with buybacks happening 
quarterly over a two-, five-, or ten-year 
period, we see the returns are often quite 
poor, simply because companies keep 
buying their stock when it turns out to 
have been most expensive. The remain-
ing shareholders that don’t sell into these 
buybacks are often worse off. 

Clancy: In the last 15 years we had two 
bull runs each followed by bear markets. 
Will we see a repeat of that over the next 
fifteen years or are we going to see some-
thing totally different? We don’t have as 
much historical data as we need to draw 
strong conclusions.

Ostfeld: In my view, all you have to know 
is that stocks tend to rise over time. If 
you believe that, then it’s axiomatic that 
buybacks create value in the aggregate, 
notwithstanding the evidence that they 
are poorly timed. 

Does The Wealth Transfer Matter?
Mauboussin: Okay, but I think we’re 
missing something important here that 
I want to try and explain. There’s a value 
conservation principle that’s very impor-
tant to keep in mind when thinking 
about the effects of buybacks.

Here’s my point: the value of a 
company following a payout to its share-
holders is the same whether it’s a dividend 
or a buyback. What’s different is how 
shareholders are treated. If you buy back 
overvalued stock, the sellers benefit at the 
expense of the ongoing shareholders. If 
you buy undervalued stock, the ongoing 
shareholders benefit at the expense of the 
sellers. Only in the case of a dividend, 
or a purchase of stock at fair value, do 
all shareholders get treated equally. Also, 

enon; they came about in the early 1980s 
as a result of a change in the legal and 
regulatory environment. Until the cre-
ation in 1982 of a legal “safe-harbor” for 
companies buying back their shares, buy-
backs couldn’t really happen in a major 
way. And this means that we still have 
only a little over 30 years of history of 
significant buybacks. 

Now the studies of the first 15 of those 
30 years showed that buybacks actually 
added a lot of value for the existing share-
holders. But the results have been different 
for the most recent 15 years. The work I’ve 
seen suggests that buybacks are still good 
for shareholders. But that tends not to be 
true for companies that do buybacks for 
the wrong reasons—for example, to offset 
anticipated dilution from executive stock 
option grants. 

Ostfeld: When we talk about “good 
for shareholders,” are we talking about 
significant abnormal returns on the 
announcement of the buybacks, or are 
we talking about the long-term effects of 
the buybacks? 

Milano:  Both, but to me the longer-term 
effects are more important. And there’s 
more recent data showing that compa-
nies that deploy a greater percentage of 
their cash flow toward buybacks deliver 
lower total shareholder returns over time.

 But I want to go back to this question 
of bad market timing. At my company, 
we’ve come up with a measure we call 
“Buyback ROI” that quantifies the annu-
alized return of buybacks based on where 
the share price goes after the buyback. 
If you buy back stock at 20 and it rises 
to 25 over the next year, that’s a 25% 
Buyback ROI. By taking this approach 

return, and the shareholder can time his 
or her tax consequence.

Briscoe: But what if you’re expecting 
your dividends to rise over time? Does 
that change the analysis?

Mauboussin: I don’t know if that really 
matters. If dividends are not paid, or are 
paid but not increased, then sharehold-
ers still own part of a company that is 
holding on to that cash. And it’s the total 
return—that is, capital appreciation plus 
dividends—that matters to investors.

Ostfeld: But if you think about the divi-
dend as an investor, you may prefer to get 
that cash directly because that return of 
capital prevents managers from wasting 
the money. And for that reason alone, a 
growing dividend strategy could result in 
significant capital appreciation. 

Mauboussin: Absolutely. That’s Mike 
Jensen’s “free cash flow” theory: paying 
out money to shareholders in any form 
prevents management from doing some-
thing dumb with the cash.

Milano: There is a difference, though, 
because you can distribute free cash flow 
either through dividends or buybacks. 
And to me the most important differ-
ence is provided by all the evidence we 
now have that companies do a bad job 
of timing their buybacks, buying when 
their stock prices turn out to be high. 

Mauboussin: I’m not sure I agree with 
that statement about the evidence on 
buybacks.

 It’s important to recognize that stock 
buybacks are a relatively recent phenom-



37

ROUNDTABLE

Journal of Applied Corporate Finance • Volume 26 Number 4  Fall 2014

Our average hold at Pershing for our activist 
investments is about four years, which is much 
longer than a normal passive institution will  
hold a stock. When we make an investment,  
we consider ourselves long-term partners with 
the company.
In many cases, we have had very open and 
constructive dialogues with the companies.  
In fact, they tend to view us as free consultants. 
They’re getting a study from somebody who’s 
got an enormous amount of skin in the game, 
who is aligned with their shareholders, who will 
give them advice based on the best interests 
of the shareholders and who will be around 
long enough to reap the benefits, or suffer 
the consequences of the advice. An outside 
consultant will want a fee and a banker will want 
a transaction fee. We’re not getting a fee from 
anybody. We just want the shareholders to win. 
And there are CFOs and CEOs that recognize 
that and actually welcome the conversation.

Paul Hilal
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own studies show that in recent years, 
and on average, the companies that have 
reinvested a larger fraction of their cash 
flow have had better share price perfor-
mance than the companies that reinvest 
less. And those doing the biggest buy-
backs tend to reinvest less and their share 
price suffers. It’s as if the buybacks crowd 
out the investment; it’s an easier path to 
quick EPS growth.

Chew: But could much of the better 
share price performance reflect the fact 
that those companies have much better 
growth opportunities than the compa-
nies that choose the higher payouts? 

Milano: Possibly—but it could also 
reflect the growing tendency of compa-
nies to pay people for improving their 
returns on capital. Remember Michael’s 
point that companies are now delivering 
higher cash flow returns on capital than 
they have in any of the last 60 years. New 
investments tend to drag down short-
term returns, so less investment tends 
to boost returns. With the exceptions 
of a few industries, such as commodity 
chemicals, we found that the higher the 
reinvestment rate, the higher the TSR.

So, when you say that buying back 
stock keeps companies from making bad 
investments, that will be true of course 
for the companies that are in fact mak-
ing bad investments. But, on average, we 
find that those companies that are invest-
ing more are delivering better share price 
performance for their shareholders. 

Hilal: That’s an interesting conclusion, 
but, as I think Don was suggesting, you 
have to be careful about causality. Does 
the higher TSR result simply from higher 

if you are the shareholder of a company 
that is buying stock, doing nothing is 
doing something—increasing your per-
centage ownership in the company. 

So, Greg, I think I’m right when I say 
that the focus of all of your comments and 
analysis is on the ongoing shareholders. 

Milano: That’s right, my focus is on the 
shareholders that stay with the company, 
the ones that don’t sell. I do care more 
about the investors that decide to hold 
my stock than the ones that have sold 
it. To make an analogy, when I evaluate 
acquisitions I don’t commend manage-
ment because the shareholders of the 
company they just bought walked away 
with a huge gain—even though that 
might be good for society. I care about 
what’s in it for the buyer’s shareholders. 
And in buybacks I care most about the 
shareholders that remain.

Chew: But if you take Michael’s position 
that selling shareholders are as important 
as the existing shareholders, then there’s 
really only one question that matters in 
terms of whether buybacks are “good 
for the economy.” What you want to 
understand is whether companies per-
form differently, better or worse, as a 
result of paying out all the cash. Was 
it really excess cash—and did the pay-
outs thus help prevent companies from 
making bad investments? Or did the 
company actually have good investment 
opportunities that the payouts caused 
management to pass up?

Milano: I agree with you that compa-
nies pay out cash because they view it 
as excess cash; management doesn’t see 
profitable ways of reinvesting it. But our 

investment budgets or greater opportuni-
ties, or, maybe from a third factor, the 
quality of management? 

McCormack: Well, take the case of 
Exxon, which distributes a lot of capital 
through dividends and buybacks. When 
the company announced a reduction in 
its capex last fall, the market reacted 
negatively. But since investors like War-
ren Buffett have taken a big stake in 
the company, the price has regained its 
ground and more. And I think, as Paul 
suggests, that investors look at both cor-
porate investment and payout decisions 
as important indicators of management 
quality. As Michael suggested earlier, it 
just depends on the situation. 

A Brief Look at Private Equity
Ostfeld: Well, to provide another vantage 
point to look at this, let’s consider the 
case of private equity. There the idea is 
that high leverage can add value by forc-
ing management to pay out excess capital 
while also improving the operating effi-
ciency of the business. And it’s easier 
to make riskier investments for growth 
when the board and shareholder are one 
and the same—though the high leverage 
could discourage you from doing invest-
ments with a weak business case. 

Chew: But, Scott, the equity in such 
transactions is also really expensive, 
don’t you think—more expensive than 
in the case of public companies, with 
their diversified shareholder base and low 
leverage ratios? 

Ostfeld: I agree that the cost of equity is 
very high in private equity deals. 
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of Japanese policy makers coming to 
our Stern Stewart office in New York to 
discuss buybacks. And those discussions 
really impressed on me how “unnatural” 
it is for a corporate manager to want to 
return capital to investors, whether in the 
form of dividends or buybacks. After all, 
you’re taking an asset that is now under 
the control of management and you’re 
volunteering to pay it out to complete 
strangers.

 But that’s consistent with the essential 
principle of Western market capitalism—
that capital belongs to the investor. And 
in that view, any dollar that gets paid 
out is really in some sense a sign of man-
agement’s commitment to efficiency. 
Managers know they work for the share-
holders, so they pay it out if they don’t 
have a great investment opportunity.

McCormack: Perhaps the clearest 
example of this principle at work today 
is the case of energy master limited 
partnerships, which are pass-through 
organizations that pay no corporate 
income taxes. To maintain their tax-free 
status, MLPs have to pay out at least 
90% of their earnings. So where do they 
get the capital for growth? The answer is 
that most MLPs have been low-growth, 
steady-state enterprises that don’t require 
much capital. But there is a small but 
steadily increasing group of “growth 
MLPs” that pay out 90% of their earn-
ings and then, in the same year, turn 
around and issue equity for roughly the 
same amount of the distribution—and to 
many of the same investors.

This is a lot like how U.S. public util-
ities operate, paying out large fractions 
of earnings and then coming out with 
large secondary equity offerings every 

the possible downside of missed growth 
opportunities is typically too high for 
most of them.

 
How Do Dividends Add Value?
Chew: But I’d like to come back briefly 
to this question of how corporate pay-
outs can add value—that is, how they 
actually increase the expected operating 
values of organizations.

 I think there are two very differ-
ent reasons why dividends produce 
higher returns for shareholders. First 
is what academics call the “signaling” 
effect. Unexpectedly large increases in 
dividends are a pretty reliable sign that 
companies are producing a lot of cash, 
and that management expects the com-
pany to continue generating cash. The 
second main way that dividends add 
value is more subtle but also, I would 
argue, more important. Dividends reflect 
managers’ commitment to pay out excess 
cash to shareholders, which in return 
allows them to earn higher returns on 
the capital left in the business.

If you look at the performance of 
the world’s developed economies for the 
past 130 years for which we have the 
data, the highest average stock returns 
have been produced by the economies 
whose companies pay out the most in 
dividends. And it’s because of both of 
those two factors. Yes, they’re generat-
ing more cash that can be paid out, but 
there are also forces in those markets that 
are pressuring managers to pay out the 
cash. In countries like Japan and Italy, 
companies have historically paid out 
very low percentages of earnings—and 
in Japan, stock buybacks were illegal 
until 1996. Shortly before the legaliza-
tion of buybacks, I remember a group 

Chew: And, in addition to the very high 
leverage ratios, I think one important 
reason the cost of equity is so high is 
that, if you don’t have many profitable 
growth opportunities and you have too 
much equity on your balance sheet, 
investors know that there’s a good chance 
that you’re going to waste that capital on 
bad investments. And that’s why, for the 
kinds of low-growth, stable cash f low 
producing companies that PE tends 
to invest in, debt is generally a much 
cheaper source of capital than equity. 

Another reason debt is cheaper for PE 
transactions is that PE firms are really 
good at managing leveraged capital 
structures; in fact I would say that man-
aging high leverage is one of the key core 
competencies of private equity. If one of 
their portfolio companies gets into finan-
cial trouble and needs more equity, the 
PE firms will often put more into their 
own deals.

Milano: I too am a big fan of the private 
equity model, and I agree that it has been 
a tremendous success. There have been 
some spectacular disasters, but on aver-
age it’s been wildly successful.

But I don’t think the high leverage 
model works well for public companies. 
If you look at public companies and 
separate them by industry, in all but 
a handful of industries the companies 
with above average leverage ratios have 
lower TSRs. And so, leverage works well 
in a private company situation probably 
because of the huge ownership incentives 
that the managers get. High leverage in 
public companies does not work so well.

Chew: I agree. Most public companies 
cannot manage leverage effectively. And 
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U.S. companies, there’s a couple trillion 
of market cap out there, and I find it 
hard to believe that a well-run company 
won’t find people who will want to buy 
its stock if it doesn’t pay a dividend. 

Briscoe: Well, that would mean turning 
away a certain set of our shareholders, 
and I’m not sure that we can get com-
fortable with the idea of doing that.

Clancy: We are one of the eight compa-
nies in the S&P 100 that are not paying 
dividends. We haven’t paid a dividend 
because we haven’t reached the level of 
product diversification that we’d like. 
I agree that paying a dividend can add 
value by getting excess cash off the bal-
ance sheet. Permanent excess cash on 
a company’s balance sheet is generally 
invested at low yields, thereby eroding 
value. But I think management should 
have the discipline not to waste cash 
f low. Dividend-paying companies can 
make bad investment decisions, too. 

Hilal: Paul, I want to expand on your 
point. Years ago, investors would look 
to regular dividends as a disciplinary 
mechanism for management teams that 
might run off the rails. But, in the recent 
decades, engaged shareholders like JANA 
and Pershing have helped management 
stay focused on shareholder returns. As 
these engaged shareholders exert greater 
influence, there is less need to rely on the 
regular dividend to maintain discipline.

Chew: Have you ever suggested to a 
company that they cut their dividend 
and reinvest more of their capital in the 
business? 

couple years. And I can very clearly 
remember Don’s and my old boss, Joel 
Stern, saying that this practice makes 
“no sense at all.” In Joel’s view, compa-
nies should never pay dividends because 
you’re just putting it out with one hand 
and taking it back in with the other, and 
the only parties benefiting from the pro-
cess are the bankers that underwrite the 
equity issues.

Well, to me the answer to Joel Stern’s 
conundrum is the success of today’s 
growth MLPs. The MLP practice of 
annual distributions and roughly com-
parable equity issues is essentially a 
governance mechanism—it’s one that 
says that if you make a dollar and agree 
to pay it out in dividends, then you 
will get it back the following year. And 
this mechanism has proven to be very 
productive—investors have shown them-
selves willing to assign very high values 
to these MLPs because they know they 
have complete control of those dollars. 

Briscoe: The MLP form works because 
it’s an expression of commitment. It also 
gets management laser-focused on maxi-
mizing cash flow. 

And I agree with both you and 
Michael that dividends impose taxes and 
transaction costs on companies. But one 
important practical reality is, if you’re a 
company that could pay dividends and 
has chosen not to do so, there is a sub-
set of shareholders that will not invest in 
you. So, paying a dividend does open up 
a pool of investors that otherwise would 
not consider you.

Mauboussin: Well, the market capitaliza-
tion of the S&P 500 is around $17 or 18 
trillion. And if you add in all the other 

Hilal: Yes. And I think that if you have 
a good management team—or one that 
is at least responsive to shareholders’ 
concerns—then I don’t think you need 
to have a regular dividend to constrain 
them. As an investor, I’d much prefer 
that companies pay no regular dividends, 
but rely instead on opportunistic share 
repurchases and special dividends

Chew: Do you feel that these companies 
are missing investment opportunities 
because they insist on paying the divi-
dend? 

Hilal: Yes, that’s one concern. Or they 
could be missing share repurchase oppor-
tunities. If a company has a big dividend 
and their stock happens to be unusually 
undervalued at that moment, they can’t 
buy back as much as they would oth-
erwise because they have to fund this 
dividend. Or they may miss a big acqui-
sition opportunity. 

Another important consideration 
with dividends arises from the fact that 
a lot of these institutional money man-
agers manage wealth offshore as well as 
onshore. And because dividends paid to 
offshore shareholders are subject to with-
holding tax, offshore LPs end up getting 
less of every dividend dollar than domes-
tic shareholders. So that’s another reason 
to cut back on dividends. 

Clancy: In practice, regular and special 
dividends aren’t mutually exclusive; com-
panies could do both. 

Ostfeld: I want to take the other side of 
this argument about the role of dividends. 
I agree completely with Paul Hilal’s state-
ment that if you have a great capital 
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allocator sitting at the top of a company, 
then you don’t need the constraint of 
dividend payments to help make them 
avoid negative-NPV investments. In that 
case, I agree that an opportunistic capital 
allocation approach is the right way to do 
it. Let the Warren Buffetts of the world 
continue to hold on to their capital and 
use it at their discretion.

But there are a lot of companies out 
there where this model won’t work, a 
lot of companies that benefit from the 
discipline of either high leverage, or pay-
ing out capital on a regular basis in the 
form of dividends. If what I was saying 

was wrong, the business model of hedge 
funds like Pershing and Jana would not 
have produced the high returns and 
attracted as much capital as it has. If 
many corporate managements were not 
doing a bad job of allocating capital, Per-
shing and JANA would be returning all 
our capital to our investors.

So there are real benefits to taking 
that cash on a regular basis out of the 
hands of management and putting it into 
the hands of shareholders. Once they 
have it, they can reinvest it in the econ-
omy anywhere they feel the prospects are 
better. And like Don and John’s example 

of the energy MLPs, I think that inves-
tors place a high value on that option to 
receive the cash and make the reinvest-
ment decisions themselves.

In support of my argument, we have 
all kinds of data from you guys saying 
that buybacks and acquisitions in general 
are done at prices that are too high—and 
that, in general, R&D in the pharma-
ceutical space has not generated its cost 
of capital. Given these kinds of find-
ings, I think dividends are an effective 
mechanism that generally works to pro-
tect shareholders’ interests—though not 
always—by paying out excess cash. 

Many companies today have higher 
hurdle rates now than they did before 
the crisis—and they worry more about 
“execution” than about investing in their 
future. That’s all great but when you take 
that to an extreme, you end up with just 
a few really good projects and you just 
keep accumulating cash you don’t know 
what to do with. I have been arguing 
for a couple years now that many 
companies could increase their values 
by investing more, even if that means 
lowering their returns on capital.

Greg Milano 
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Milano: But what I see many companies 
try to do—especially in businesses that 
have very high returns—is to accumu-
late cash and then occasionally distribute 
it in large chunks instead of committing 
to an ongoing dividend. They usually jus-
tify this practice by saying that a regular 
dividend would chew up 40-60% of their 
cash flow, which in turn could limit their 
ability to seize good opportunities later 
on that might earn three or four times 
the cost of capital. And because these 
companies distribute the large chunks 
of cash almost exclusively through buy-
backs, the companies create these market 
timing and wealth transfer problems that 
we have been talking about. Although 

I understand the tax issue for offshore 
investors that Paul mentioned, I also 
think that special dividends are a woefully 
underutilized tool. For companies with 
ongoing uncertainty about their invest-
ment opportunities that want to maintain 
their financing flexibility, you can often 
get a more balanced approach by paying 
special dividends from time to time. 

Hilal: There is another reason that special 
dividends are less common. Employee 
stock option packages adjust the strike 
prices for some events but not others. For 
example, if a company spins off a divi-
sion, the strike price of the options will 
be reduced pro-rata to reflect the value 

of the spun-off division. But because 
there is no such adjustment for special 
dividends, companies that award a lot of 
stock options have at least one motive for 
avoiding special dividends.

Ostfeld: And even if they have the adjust-
ment, they are more likely to use the cash 
to buy back stock since they get a boost in 
their EPS, which is typically what drives 
their compensation in the first place.

Briscoe: Which is why there’s a problem 
with having compensation driven purely 
off of EPS. The last reason I would want 
to do a share buyback is because it’s 
going to increase my EPS.

The MLP practice of annual distributions 
and roughly comparable equity issues is 
essentially a governance mechanism—it’s 
one that says that if you make a dollar 
and agree to pay it out in dividends, then 
you will get it back the following year.  
And this mechanism has proven to be 
very productive—investors have shown 
themselves willing to assign very high values 
to these MLPs because they know they 
have complete control of over those dollars.

John McCormack
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border M&A deal that involved a mix of 
cash and stock by a company that had 
done only one big deal before—and that 
deal had resulted in a complete write-off. 
In my experience, you can usually tell 
fairly quickly from the outside whether 
a deal has a high likelihood of success or 
not. The deals where we’ve blocked the 
acquirer were ones where success looked 
highly questionable to anybody not 
involved in the deal. 

Chew: Scott, do you find a lot of targets 
willing to accept below market prices?

Ostfeld: Those situations almost always 
arise from managers’ incentives. For 
example, we have seen a few cases where 
managers are going to roll their stock 
into equity in a private deal; and in those 
cases, they either see the opportunity to 
be the CEO or to get a big change-of-
control payment and maybe retire—or 
maybe they’ve just gotten tired of dealing 
with public shareholders. They may rea-
son that having one shareholder is better 
than having 1000. 

Chew: Lucian Bebchuk at Harvard has a 
new study that has gotten a lot of atten-
tion that shows that the average hedge 
fund has a longer holding period than 
the average mutual fund. Does that 
sound right to the hedge fund represen-
tatives here?

Hilal: Our average hold at Pershing for 
our activist investments is about four 
years, which is much longer than a nor-
mal passive institution will hold a stock. 
When we make an investment, we con-
sider ourselves long-term partners with 
the company. We think and act as if we 

“strategic.” What this generally means is 
that management can’t justify the invest-
ment on the basis of the cash flows, so 
they will defend it on the basis of an 
expected increase in market share or on 
access to new markets. These businesses 
may have some very good attributes, but 
they ultimately have to be justified on the 
basis of cash flows and cash returns. 

Milano: That’s the opening line of the 
article I published in CFO! It really both-
ers me when people say, “You can’t use 
finance to evaluate this project because 
it’s strategic.” My response to that is that 
unless there’s a pretty good chance that it 
will someday become financial, then it’s 
probably not very strategic. 

Briscoe: You should always be able to 
provide numbers for the strategy that 
you’re trying to execute. And you have to 
do a careful job of weighting the risks to 
do a good valuation.

Active Investors as Potential 
Partners for Corporate 
Management
Milano: Scott, do you ever see corporate 
acquisitions as a catalyst for an invest-
ment, or a reason to become active? 

Ostfeld: Acquisitions get our attention 
both on the acquirer side and the target 
side. On the target side, we have blocked 
at least four deals because we thought the 
target was undervalued and was not get-
ting a fair price, or because we thought 
the merger strategy of the acquirer 
didn’t make sense. We have also blocked 
acquirers, although those situations have 
tended to be pretty complicated. A recent 
case involved a transformative, cross-

The Market Reaction to 
Divestitures 
Mauboussin: One subject in corporate 
finance that doesn’t receive enough atten-
tion is divestitures. What little research 
there is on the topic shows that divesti-
tures create a lot of value for sellers.

 Why is it so hard to create value 
through acquisitions? I think a lot of 
that has to do with the reality that it’s a 
competitive sale process; everyone on the 
outside can evaluate the cash flow and 
the price tends to get bid up to the NPV 
neutral or even NPV negative point. 
M&A creates value in the aggregate; it’s 
just how it’s parsed between the seller 
and the buyer.

Milano: And in a lot of cases, more than 
100% of the benefits went to the seller.

Mauboussin: Right, and that’s why I 
think divestitures are so interesting. In 
those cases, sellers invite others to take a 
look at them and provide all the informa-
tion. And because of the selling process, 
there is a good chance it will turn out to 
be a winner’s curse situation in which 
someone will bid exactly what it’s worth 
or more. 

Briscoe: And that’s another reason com-
panies and management teams should 
take a hard look at all their assets and 
lines of business and then ask themselves: 
Are we the highest-valued user of these 
assets? Do we need to be in this business? 
Is this something more valuable to some-
one else than it is to us?

And I think the same thought process 
should also apply to capital expenditures. 
Managers often justify low-return capi-
tal projects on the grounds that they are 
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out of the business, we are reducing our 
cost of capital and so increasing the value 
of the firm—again, while consciously 
reducing earnings growth.

Before James Gorman took the reins 
about five years ago, the main focus of 
Morgan Stanley was matching Gold-
man’s earnings growth. But today, after 
five years of shifting the business away 
from fixed income and other trading 
businesses, Morgan Stanley is getting 
recognition from the street in the form 
of a considerably higher P/E ratio despite 
the slowdown in earnings growth.

Mauboussin: On this question of active 
investors’ time horizon, I think it’s also 
important to recognize that, for activist 
investors who take pretty large positions, 
there is a trade-off between control and 
liquidity. When you’re running a diver-
sified portfolio and hence have a fairly 
small position in a public company, you 
have high liquidity but basically no con-
trol. As head of a corporate division, you 
have really high control but no liquid-
ity. Private equity has somewhat more 
liquidity than a manager of a corporate 
division—and then activist investors are 
somewhere between public companies 
and firms owned by private equity. 

So, for activist investors like you 
guys to be taken seriously, you have to 
say “We’re ponying up a lot of capital, 
we will be significant owners, we will 
be partners with you for a while. We’re 
not going away tomorrow.” Without that 
understanding, it’s hard to exert control 
that’s viewed by corporate management 
as legitimate and constructive.

Ostfeld: We don’t exert control or influ-
ence decision-making because of the 

own the whole thing, and we plan as if 
we’re going to own it forever. We con-
sider each activist investment as part of 
a growing legacy for creating shareholder 
value.

Chew: Do you get board seats?

Hilal: Sometimes. It just depends on the 
situation. And in some cases, we do try 
to get companies to invest more capi-
tal. One example was a tech firm with 
a very interesting opportunity to buy a 
company whose growth was expected to 
be flat or possibly negative over the com-
ing years. Although there were a lot of 
cost synergies and this company could be 
bought at a very attractive price, the tech 
company CEO was afraid the acquisition 
was going to create a drag on his revenue 
growth. He was trying to show top line 
growth for his tech industry sharehold-
ers and the other company with flatter 
or negative revenue growth would have 
diluted his revenue growth.

We tried to get this CEO to under-
stand that this dea l would create 
shareholder value by raising his returns 
on capital, and that he didn’t have to 
worry about pleasing the particular 
shareholders that were focused on rev-
enue growth. But he wasn’t responsive to 
our argument. 

McCormack: Paul, the kind of deal you’re 
talking about sounds similar to the stra-
tegic change in Morgan Stanley that was 
reflected in their decision to buy Citi’s 
Smith Barney brokerage. They said, “We 
used to be a fast-growing business, but 
now we’re making a decision to reduce 
our earnings growth and take a lot of risk 
out of the business.” And by taking risk 

ownership stakes we have. We exercise 
inf luence by offering arguments and 
proposals that are viewed favorably by 
a majority of the shareholders. And so 
we have to come up with ideas that are 
likely to work over the relatively near 
term as well as the long run because 
not every shareholder has the same time 
horizon. There’s a natural governance 
safeguard in our system against short-
sightedness. If all we were doing was 
coming in and “gutting” companies for 
the next quarter’s gain, then the large 
institutional investors who often sup-
port us would say, “These guys will be 
gone in no time and will destroy value. I 
don’t want to support them.” But that’s 
not what happens. We typically gain 
the backing of these investors because 
we have built a reputation for getting 
their support for advocating sensible, 
long-term policies.

Chew: But, Scott, as I’m sure you know, 
what you just said runs completely 
against the grain of the popular percep-
tion of what hedge funds and private 
equities do to and for the companies 
they invest in. And based on what you’ve 
just told us about your MO—and on 
Bebchuk’s findings that I mentioned 
a minute ago—it seems to me that the 
managements of public companies who 
feel underappreciated by the market 
should be seeking you out. They should 
be saying, “We want somebody like 
Warren Buffett on our board. We want 
somebody who’s going to be a long-term 
holder who becomes our proxy for the 
market. This way we won’t have to try 
and reach all those faceless individuals 
out there. We can talk to somebody who 
represents the market and has this debate 
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So, we are now more welcome than 
in the past. But we still have to deal with 
the demonization of activist investors 
that Don referred to. And, of course, 
there’s an industry of management 
defense specialists who want to portray 
us that way. 

Briscoe: But if I’m a CFO, why should I 
treat any shareholders differently? In other 
words, I shouldn’t care who the share-
holder is. If they have even moderately 
significant holdings, I should be commu-
nicating with them. And communication 
to me means not just telling them what 
I want to say, but also asking them ques-
tions and listening. It should be a genuine 
exchange of views—and it should be hap-
pening with all of your shareholders. They 
will want to understand your strategy and 
vision and where you’re headed. But I want 
to hear everybody’s ideas and views, even if 
I don’t agree with all of it.

give them advice based on the best inter-
ests of the shareholders and who will be 
around long enough to reap the benefits, 
or suffer the consequences of the advice. 
An outside consultant will want a fee and 
a banker will want a transaction fee. We’re 
not getting a fee from anybody. We just 
want the shareholders to win. And there 
are CFOs and CEOs that recognize that 
and actually welcome the conversation.

Briscoe: And, at that point, the consul-
tants go away.

Hilal: Right. Consulting is very differ-
ent from investing. Consultants don’t 
have to end up holding the pieces after 
conducting the study or after the acqui-
sition that failed. Consultants don’t have 
to deal with the integration that was so 
distracting and destroyed a lot of value. 
But we as owners do have to deal with 
these things.

about what we need to do in terms of our 
investment policy.”

Milano: Have you ever had a manage-
ment team come to you and invite you 
in? 

Hilal: We’ve had management teams 
that have reacted very positively to our 
approaches. And I’m sure this has hap-
pened to Jana and the other top shelf 
activists that are known as thoughtful. 
When such investors buy a stake in a 
company, we almost always immediately 
get a call saying, “Come on over; we’d 
love to hear what you have to say.” 

In many cases, we have had very open 
and constructive dialogues with the com-
panies. In fact, they tend to view us as 
free consultants. They’re getting a study 
from somebody who’s got an enormous 
amount of skin in the game, who is 
aligned with their shareholders, who will 

The kinds of investors who hold your 
shares can end up affecting your 
performance and value. And what you 
tell the market can affect the kinds of 
investors who choose to buy your shares. 
If you want to attract more sophisticated 
and longer-term investors, think about 
ending earnings guidance and talk about 
your investing and financing and internal 
governance policies instead.

Don Chew
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ficient, you look for the inefficiencies. 
Great capital allocators at companies look 
for those inefficiencies and try to capital-
ize on them very quickly. That doesn’t get 
taught in most business schools.

Chew: In fact, Paul, I think both schools 
are right about market efficiency. Our 
financial markets are intensely competi-
tive, as the Chicago School suggests, so 
much so that 80% of professional fund 
managers still seem to underperform the 
S&P 500 in most years. But at the same 
time, I think the program at Colum-
bia is right about the existence of these 
dedicated holders—and right about 
their methods, and the ability of many 
of them to outperform the markets con-
sistently. As my friend Ray Ball at the 
University of Chicago likes to explain 
this, “This kind of outperformance is 
completely consistent with market effi-
ciency if you view the theory the way 
I do—that is, as the returns or payoff 
for providing valuable information in a 
highly competitive market.” And as Paul 
Clancy was just suggesting, the people 
at the core of this Columbia program—
the Warren Buffetts and the modern-day 
Grahams and Dodds—do appear to 
be providing valuable information to 
the market—and getting handsomely 
rewarded for it. 

Mauboussin: I’m part of the Heilbrunn 
Center for Graham and Dodd Investing 
at Columbia Business School, so I wel-
come both Paul’s and your comments. 
Warren Buffett has this great line: “I am 
a better investor because I am a business-
man and a better businessman because I 
am an investor.” And I think that is the 
key to all this. The very successful CEOs 

So, my point here is that the kinds 
of investors who hold your shares can 
end up affecting your performance and 
value. And what you tell the market can 
affect the kinds of investors who choose 
to buy your shares. If you want to attract 
more sophisticated and longer-term 
investors, think about ending earnings 
guidance and talk about your investing 
and financing and internal governance 
policies instead. 

Briscoe: I agree with you, in the sense 
that it’s only the third category of 
investors—the dedicated holders—
that wil l engage in a meaningful 
dialogue about things that matter, 
about corporate strategy and financial 
and governance policies. As for the 
momentum types and the indexers, you 
can try to reach out to them, but they do 
not respond.

Closing Thoughts: Back to School
Hilal: Speaking of dedicated holders, 
Columbia Business School has a value 
investing program—and it’s an entire 
curriculum built around thinking about 
shareholder value. But Harvard does 
not, nor do Stanford, Kellogg, or any of 
the other schools. And I think the study 
of finance would benefit from producing 
more insight into how value investors do 
their work, and the kinds of returns they 
actually produce. 

Clancy: It’s interesting to me that the 
University of Chicago’s efficient mar-
ket hypothesis has lived on for such a 
long, long time. By contrast, what seems 
ingrained in the DNA at Columbia is 
that the market can be inefficient, right? 
If you fundamentally believe it’s inef-

Chew: John, you may say that—and it’s 
an admirable position to start out with. 
But that doesn’t change the reality that 
probably only about 5-10% of your 
investors are worth talking to. What 
do I mean when I say that? About ten 
years ago an accounting prof at Wharton 
named Brian Bushee studied all U.S. 
institutional investors and classif ied 
them in one of three categories: (1) 
“transients,” which have lots of small 
positions with very high turnover and are 
said to account for about 60% of U.S. 
investors; (2) “quasi-indexers,” which 
have lots of small positions but long 
holding periods and represent about 30% 
of the total; and (3) “dedicated holders,” 
people who take large positions and hold 
them for a long time.

 And, John, if I were making a 
recommendation to your investor 
relations group, I would suggest that 
they spend most of their time trying 
to identify and make contact with this 
third group of people. I would also argue 
that you might be able to increase the 
value of your shares just by getting them 
to buy and hold your shares. One of the 
interesting findings of Bushee’s study is 
that companies with a disproportionate 
share of dedicated holders have less 
volatility than companies with lots of 
momentum types. Companies with 
dedicated holders also tend to provide 
more historical, but less forward-looking 
information (such as quarterly earnings 
guidance), so companies can influence 
who holds their shares by how and 
what they choose to communicate. And 
perhaps the most interesting finding of 
all: Such companies were significantly 
less likely to cut their R&D budgets to 
meet a quarterly earnings target.
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of strategic planning, and corporate 
ma na gement s  who v iew c apit a l 
deployment as a byproduct of, rather 
than as a driver of, strategy may be 
missing an opportunity to shape their 
future by withdrawing capital from 
value-destroying activities and finding 
higher-valued uses for it. As our panel 
has I think made very clear, it is 
quite possible—and in fact it should 
be considered one of the primary 
responsibilities of top executives—to 
use the alternatives for deploying capital 
we’ve just discussed to propel strategy 
and value creation in ways that lead to 
overall corporate success.

in Thorndike’s book that Greg men-
tioned at the outset thought about the 
world as investors. They thought about 
intrinsic and market values every day. 
It was a dynamic process. They didn’t 
believe they had to grow costs at all or 
that they had to continue doing some-
thing simply because that’s what had 
worked for them in the past.

Milano: Let me wrap this up by first 
expressing my appreciation to each 
of you for devoting your t ime to 
discuss this very important topic. I 
have thoroughly enjoyed it. Capital 
deployment choices are at the very core 
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Network Effects - Defined

• Network effects exist when the value of a good 

increases as the number of people using the good 

increases

• Metcalfe’s Law:  value = n2 - n

members (n) value

3 6

10 90

20 380

100 9,900
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Strongest forms of Network Effects

• Transactions

• Community

• Devices

QWERTY
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Network Economics: Different from Neoclassical Economics

• Key Issues

– Revenue sources

– Cost characteristics

– Sustainable competitive advantage



Network Economics

Scalability is a company’s ability to grow sales in excess of costs
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Network Economics
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Ex.   vs.

Profit Margin: eBay 24.2%

Wal-Mart 3.5%

Operating Margin: eBay 25.8%

Wal-Mart 5.8%

(2008)
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Network Economics

Sustainable Competitive Advantage

• Dominant networks are difficult to dislodge 

because of switching costs 

• A switching cost is the cost a user bears when 

they switch from one system to another 

• Learning costs

• Interactivity costs

• Modest increases in retention lead to huge 

jumps in customer NPVs



Mechanics of Network Formation – How Does it Happen?

Catch the bug

• Interaction

• Contagiousness

You need both to have 

an epidemic

Disease Propagation
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Network Formation – What’s this got to do with the Flu?

Business analogs

Interaction = “small world” effect

Contagiousness = adoption thresholds



Network Formation – Adoption of a Cool New Thing

Non-Interactive vs. Interactive

Interactive

innovations

Non-interactive innovations - more attractive to future adopters

Interactive innovations - early adopters influence later adopters, and vice versa

Non-interactive

innovations
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Network Formation

Critical mass
• Critical mass - idea from physics

• Uranium must be condensed so as to assure a 

self-sustaining chain reaction

• Critical mass occurs when a network grows at an 

increasing rate

• “When year-to-year growth approaches or exceeds 

100%, and when quarter-to-quarter growth is also 

rapidly accelerating.”

-Gorilla Game



Network Formation

Envisioning Critical Mass
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Crossing the Chasm – When a new innovation moves beyond “early adopters” and becomes widely accepted.

Critical Mass – Enough participation in a system such that its growth becomes self-sustaining.  Often occurs 
when a product or service reach mass market.

Tipping Point – Point at which a new innovation achieves critical mass.  Can occur through word of mouth, 
contagiousness, connectors & experts. 

Network Formation
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- Malcolm Gladwell
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Network Formation

Tippy markets

• Winner-take-most
outcomes
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Network Formation

Mechanism

• Adoption Threshold

• Defined by how many other people must engage in 

an activity before a given individual joins

• People are influenced by what others do

• Adoption is more heavily influenced by adoption in 

a user’s personal communication network than by 

aggregate adoption



Network Formation

Mechanism
• Small World effect

• “Six degrees of separation” 

• (Friendster, Kevin Bacon, aSmallWorld.net)

• “Clustering” is the degree to which connections to 

one node also connect to one another.  It’s the degree 

to which your friends are likely to know one another

• A few random links between clustered groups 

dramatically reduces the degree of separation

• With communications technology, this predicts fast 

network formation



Mechanics of Network Formation

Mechanism

• Small World effect



Behavior of Networks: Increasing Returns

Networks display Increasing Returns:

Increasing returns are the tendency for that which is ahead to get farther ahead, 

or for that which loses advantage to lose further advantage. 

They are mechanisms of positive feedback that operate - within markets, 

businesses, and industries - to reinforce that which gains success or aggravate 

that which suffers loss. 

Increasing returns generate not equilibrium but instability: If a product or a 

company or a technology—one of many competing in a market—gets ahead by 

chance or clever strategy, increasing returns can magnify this advantage, and the 

product or company or technology can go on to lock in the market.

A phenomenon where success (in a given market or technology) aids in further 

success.  

(Ex. Positive Feedback: A company’s reputation, a friend’s review of a movie)



Recall Network Effects?

They are an example of increasing returns in action, where the more participation in a 

given network increases the overall value of the network exponentially.

Dependence on Initial Conditions - Particular path leading to dominance, dictated by 
initial choice / condition

QWERTY Steam vs. Internal Combustion

First Mover Advantage – Position of strength attained by getting to market first

Behavior of Networks: Increasing Returns

• (Bob) Metcalfe’s Law:  value = n2 - n
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Behavior of Networks: Increasing Returns

Positive Feedback Loops

Participation in a system increases the value of the system (information)

Search

Results

Searches

Data-gathering

capabilities

Member 

Profiles

Targeted

Transaction

offerings

Transaction

volume

Targeted

advertising

Advertising

Click through

Advertising

revenue

From original Google business plan



Network Formation

Conclusion

• Networks are, and will continue to be, a central 

part of the economic landscape.

• The network game is winner-take-most.  There 

isn’t much of a prize for second place.

• The economics for the companies that with 

network-based businesses are extraordinary.



Business Networks Are Everywhere

Sabre

SAPOracle

IBM

Ariba

i2 Cisco

Salesforce

Travel Industry - Sabre’s Network



Network of Companies – Transportation
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Interconnected Networks

Hospitality

Airlines
Car

Hotel

Food



Indeed…Networks are Everywhere

Restaurants

Patrons

Sellers

Buyers

Friends

Friends

Searchers

Searchers

Nodes

Users

Nodes

Nodes

Venues

Customers

Airlines

Distribution 

Partners
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Consider How Many Networks are Constantly Forming..
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Just Remember…..

GIBB - Beware of Good Idea, Bad Business.  

Just because you have increasing returns, positive feedback 

loops, critical mass, etc…doesn’t mean you have a great 

business, it could be a GIBB…. 

Just because you have a fast growing network, with 

increasing returns/networks effects and you’ve crossed the 

chasm…doesn’t mean it will be worth a lot (e.g. Friendster).

You are here
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 A core test of success for a company is whether one dollar invested in the 
business generates value of more than one dollar in the marketplace.  

 Return on invested capital (ROIC) is one measure of a company’s capital 
efficiency. But value creation includes not only the spread a company 

earns above the cost of capital but also how much the company can 
invest. 

 Proper calculation of ROIC requires handling a number of practical issues 
in a thoughtful and consistent fashion.  

 ROIC analysis can provide insight into the sources of a company’s 
competitive advantage. 

 A model of future ROIC should include reversion to the mean in most 
cases. 

 
 

0

2

4

6

8

10

12

14

-10 0 10 20 30 40 50 60

E
n
te

rp
ris

e
 V

al
u
e
 /

 G
ro

ss
 I
n
ve

st
m

e
n
t

CFROI - Discount Rate (Percent)

The $1 Test for the S&P 500

r = 0.83

GLOBAL FINANCIAL STRATEGIES 

www.credit-suisse.com 

Calculating Return on Invested Capital 
How to Determine ROIC and Address Common Issues 

mailto:michael.mauboussin@credit-suisse.com
mailto:daniel.callahan@credit-suisse.com


  June 4, 2014 
 

Calculating Return on Invested Capital 2 

Introduction 

 

A core test of success for a business is whether one dollar invested in the company generates value of more 
than one dollar in the marketplace. Warren Buffett, the chairman and chief executive officer of Berkshire 

Hathaway, calls this the $1 test.1 Logically, this occurs only when a business earns a return on investment in 
excess of the opportunity cost of capital. 

 
Here’s an extremely simple example. Say a company invests $1,000 in a new factory and estimates that the 

cost of capital is 10 percent. Were the factory to generate $80 in after-tax earnings into perpetuity, the 
market value of the factory would be $800 ($80/.10) and the investment would fail the $1 test. Earnings of 

$120 would create value of $1,200 ($120/.10), hence passing the $1 test. As companies announce 
investments such as acquisitions or capital expenditures, the market renders its judgment as to whether the 

investments add or detract from value.  
 

Business schools generally treat finance and competitive strategy as distinct silos and teach them accordingly. 
In proper practice, though, investors should join the two fields at the hip. A thoughtful valuation requires 
judgment about industry structure and competitive advantage. And a strategy must pass the $1 test to create 

value. Thoughtful investors and businesspeople operate at the intersection of finance and competitive strategy.    
 

Clayton Christensen, a professor at Harvard Business School, argues that an undue focus on financial 
metrics, including return on invested capital (ROIC), has led to underinvestment in growth and innovation. He 

calls this the “capitalist’s dilemma.” Slavishly beholden to financial metrics that measure value creation, 
business leaders fail to create value.2    

 
Our view is that the problem lies not with the financial measures themselves but with the hazard that managers 

misuse them. For example, maximizing return on capital should not take precedence to maximizing economic 
profit, a measure that considers both the return on capital and the magnitude of investment. At the end of the 

day, the present value of cash flow drives value and that cash flow in large part reflects management’s acuity 
at allocating capital. 
 

The challenge for investors is to use financial statements to assess the capital allocation skills of management. 

This is precisely what Credit Suisse HOLT® does through cash flow return on investment (CFROI®).3 CFROI 

measures the cash returns a business earns on the investments it makes. Since CFROI is also adjusted for 

inflation, it is an ideal tool for comparing results over time. Appendix A describes CFROI in more detail. 
 

This piece focuses on ROIC. A company that generates an ROIC in excess of the cost of capital generally 
indicates that management has been able to deploy resources intelligently. Subpar ROICs can suggest poor 

capital allocation. ROICs relative to comparable companies within an industry are particularly useful, as they 
account for the fact that some industries earn returns that are higher than others. 
 

Of course, the stock market looks forward and you earn excess returns by anticipating revisions in 
expectations for financial results. So we’re less interested in the ROIC today than we are in understanding 

changes in ROIC over time. Further, the absolute spread between ROIC and the cost of capital doesn’t give a 
full picture of the prospects for value creation because the spread provides no indication of how much capital 

                                                 

 

 CFROI

® 

is a registered trademark in the United States and other countries (excluding the United Kingdom) of Credit Suisse 

Group AG or its affiliates. 
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the company can deploy at a given positive spread. If two companies enjoy the same positive spread of ROIC 
to cost of capital, the company that grows faster will create more value.   

 
CFROI and ROIC are two measures of capital efficiency. Other measures include return on equity (ROE) and 

return on assets (ROA). ROE equals net income divided by shareholders’ equity. ROA is net income divided by 
assets. ROIC is superior to both measures.  

 
For example, ROIC is preferable to ROE because ROIC is unaffected by financial leverage and share 

buybacks whereas ROE varies based on a firm’s chosen capital structure and buyback activity. In measuring a 
company’s economic returns, we don’t want to conflate operating and financing issues. ROE, with appropriate 

adjustments, is useful for companies in the financial services sector (more on this below). 
 

ROA has a number of inconsistencies between the numerator and the denominator that make it unreliable. For 
instance, while changes in debt can affect the numerator, earnings, they need not have a proportionate effect 
on the denominator, assets. Notwithstanding the limitations of ROA and ROE, they remain the primary 

measures that academics use in their studies of corporate performance.4     
 

We now turn to defining ROIC in more detail, including the most common adjustments you will have to 
consider. The most important point is that everyone in an investment organization should measure return on 

invested capital in a consistent fashion. The HOLT database ensures this, of course, but it is common for 
analysts within the same firm to use somewhat different methodologies and adjustments. Consistency is key.  

 

The Definition of Return on Invested Capital   

 
The textbook definition of ROIC is as follows: 

 
Return on invested capital (ROIC)   =   Net operating profit after tax (NOPAT)         
                    Invested capital (IC) 

 
The numerator of ROIC is net operating profit after tax (NOPAT), which measures the cash earnings of a 

company before financing costs. Said differently, NOPAT assumes no financial leverage. NOPAT is the same 
whether a company is highly levered or free of debt. This is essential for comparability.  

 
NOPAT is a very handy number in finance: It is the number from which you subtract investments (change in 

net working capital, net capital expenditures, and net M&A) to derive free cash flow in a discounted cash flow 
model; it is the number from which you subtract a capital charge (invested capital times the cost of capital) to 

calculate economic profit; and it is the number that serves as the numerator of ROIC.5 
 
Specifically, NOPAT equals earnings before interest, taxes, and amortization (EBITA) minus the cash taxes 

attributable to EBITA. Or, 
 

NOPAT = EBITA – cash taxes 
 

The definition of EBITA is relatively straightforward. It is essentially operating income plus amortization of 
intangibles. The calculation of cash taxes attributable to EBITA is more complex. It has three components: 

 
 Tax provision 

 Deferred taxes 
 Tax shield 
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You can use the tax provision off of the income statement, but you should adjust it for any unusual items as 
appropriate (e.g., restructuring charges). The tax provision lowers net operating profit. 

 
Deferred taxes are more complex.6 A growing deferred tax liability, a line item on the balance sheet, reduces the 

tax burden and NOPAT is higher. When the deferred tax liability is shrinking, the tax burden rises and NOPAT is 
reduced. You calculate deferred taxes through the annual change in deferred taxes on the balance sheet.  

 
The tax shield reflects the difference between the taxes the company actually paid and the taxes it would have 

paid had it been all equity financed. Two companies with the same operating income but different levels of 
debt will have different pretax income. Since interest expense is tax deductible, the tax bill will be lower for the 

levered company. The tax shield, net interest expense times the tax rate, increases the tax bill for levered 
companies and puts all companies on an equal footing.   

 
Exhibit 1 shows the calculation of NOPAT for Cisco Systems, Inc. (The full financial statements with each 
line numbered for reference are in Appendix B.) The company’s NOPAT was approximately $10.4 billion in 

fiscal 2013.  
 

Exhibit 1: Calculation of NOPAT for Cisco Systems, Inc. 

 

 
Source: Company published data and Credit Suisse. 

 

Operating approach

Description 2009 2010 2011 2012 2013 Reference

Net sales 36,117 40,040 43,218 46,061 48,607 line 1

- Cost of goods sold 13,023 14,397 16,682 17,852 19,167 line 2

Gross income 23,094 25,643 26,536 28,209 29,440 line 3

- R&D 5,208 5,273 5,823 5,488 5,942 line 4

- Sales and marketing 8,403 8,716 9,812 9,647 9,538 line 5

- General and administrative 1,565 1,999 1,908 2,322 2,264 line 6

- Amortization and in-process R&D 596 491 1,319 687 500 line 7 + line 8

EBIT 7,322 9,164 7,674 10,065 11,196

+ Amortization and in-process R&D 596 491 1,319 687 500 line 7 + line 8

EBITA 7,918 9,655 8,993 10,752 11,696

- Income tax provision 1,559 1,648 1,335 2,118 1,244 line 14

+ Deferred taxes 1,258 (654) (162) 653 (96) line 46 (current year - prior year)

- Tax shield (75) (44) (26) (20) (3) (line 11 + line 12)*line 18 

NOPAT 7,692 7,397 7,522 9,307 10,359

Financing approach

Description 2009 2010 2011 2012 2013 Reference

Net income 6,134 7,767 6,490 8,041 9,983 line 15

+ Amortization and in-process R&D 596 491 1,319 687 500 line 7 + line 8

Adjusted income for common 6,730 8,258 7,809 8,728 10,483

- Other income, net 371 251 151 94 31 line 11 + line 12

+ Deferred taxes 1,258 (654) (162) 653 (96) line 46 (current year - prior year)

- Tax shield (75) (44) (26) (20) (3) (line 11 + line 12)*line 18 

NOPAT 7,692 7,397 7,522 9,307 10,359
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For modeling, you can simply assume that in the future NOPAT = EBITA * (1-cash tax rate). For growing 
industries the cash tax rate is generally modestly below the stated tax rate to reflect an increase in deferred 

taxes.7 
 

Invested capital is the denominator of ROIC. You can think of invested capital in two ways that are equal. First, 
it’s the amount of net assets a company needs to run its business. Alternatively, it’s the amount of financing a 

company’s creditors and shareholders need to supply to fund the net assets. These approaches are equivalent 
since dual-entry accounting requires that both sides of the balance sheet equal one another. 

  
That said, you should calculate ROIC using the assets side of the balance sheet if given the choice. The 

reason is that the net assets approach allows you to see how efficiently the company is using capital. In 
contrast, the right-hand side shows only how much capital the firm has and how it has chosen to finance the 

business. Ideally, you should calculate ROIC from both the left- and right-hand sides of the balance sheet.    
 
Exhibit 2 shows how to calculate invested capital. 

 

Exhibit 2: Calculation of Invested Capital 

Invested capital (Assets)          Invested capital (Liabilities + Equity) 
 

Current assets               Short-term debt 
− Non-interest-bearing current liabilities            + Long-term debt 

= Net working capital                    =  Total debt  
 

+ Net property, plant, and equipment               + Deferred taxes 
+ Goodwill                + Other long-term liabilities  

+ Other operating assets 
                    + Preferred stock 
                    + Shareholders’ equity 

                    = Total equity 
 

= Invested capital                       = Invested capital   

Source: Credit Suisse. 

 
Starting with the assets side of the balance sheet, the calculation of invested capital begins with net working 

capital. You can think of this as the cash a company needs in the next twelve months. This calculation starts 
with current assets, of which accounts receivables and inventories are generally the largest components. 
Current assets are then reduced by non-interest-bearing current liabilities (NIBCLs). NIBCLs are basically all 

current liabilities that are not debt, with accounts payable often the most sizable item.  
 

Net working capital can be less than zero for companies with a negative cash conversion cycle, where NIBCLs 
are larger than current assets.8 These companies can sell inventory and collect cash before they have to pay 

their suppliers, and hence suppliers become a de facto source of financing. Negative cash conversion cycles 
can’t go on forever, but can go on for a very long time. Further, working capital changes are generally very 

sensitive to the company’s growth rate. If you see an acceleration or deceleration in the growth rate, be sure 
to check what’s going on with net working capital. 
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You then add net property, plant, and equipment (PP&E) to net working capital. Further, you need to add 
goodwill—more on that in a moment—and any other operating assets required to run the business. If you are 

wondering about whether to include an item in invested capital, simply ask if the company could generate the 
same level of NOPAT without the item. If not, include it. If so, exclude it.       

 
From the liabilities plus equity side of the balance sheet, the invested capital calculation starts with total debt, 

both short- and long-term, and adds equity, including preferred stock or any other equity-linked securities. 
Finally, there are a number of other items you must capture. These include deferred taxes and other long-term 

liabilities, such as those related to pensions.  
 

Exhibit 3 shows the calculation of Cisco’s invested capital. Cisco’s ROIC in fiscal 2013 was 34.1 percent 
[$10.4 billion/($33.6 billion + $27.2 billion/2)] and 34.2 percent in 2012 [$9.3 billion/( $27.2 billion + $27.3 

billion/2)]. 
 

Exhibit 3: Calculation of Invested Capital for Cisco Systems, Inc. 

 

 
Source: Company published data and Credit Suisse. 

 

  

Operating approach

Description 2009 2010 2011 2012 2013 Reference

Cash * 1,445 1,602 1,729 1,842 1,944 line 1 * 4%

Accounts receivable 3,177 4,929 4,698 4,369 5,470 line 28

Inventories 1,074 1,327 1,486 1,663 1,476 line 29

Deferred tax assets 2,320 2,126 2,410 2,294 2,616 line 30

Prepaid and other 2,605 3,178 4,052 4,891 5,349 line 31

Total current assets 10,621 13,162 14,375 15,059 16,855

- NIBCLs 13,655 16,137 16,918 17,700 18,909 line 39 + line 40 + line 41 + line 42 + line 43

Net working capital (3,034) (2,975) (2,543) (2,641) (2,054)

+Net PP&E 4,043 3,941 3,916 3,402 3,322 line 33

+Goodwill 12,925 16,674 16,818 16,998 21,919 line 34

+ Intangibles 1,702 3,274 2,541 1,959 3,403 line 35

+Other assets 5,281 5,820 6,589 7,467 7,026 line 36

Invested capital 20,917 26,734 27,321 27,185 33,616

(*) cash = 4 percent of sales.

Financing approach

Description 2009 2010 2011 2012 2013 Reference

Current portion LT debt 0 3,096 588 31 3,283 line 38

Long Term debt 10,295 12,188 16,234 16,297 12,928 line 45

Deferred revenue (LT) 2,955 3,419 4,182 4,028 4,161 line 47

+Other 2,546 2,005 1,914 2,402 2,782 line 46 + line 48

+Minority interest 30 18 0 0 0 line 49

Shareholders' equity 5,091 6,008 4,403 4,427 10,462 line 52 - (line 26 + line 27) + (line 1 * 4%)

Invested capital 20,917 26,734 27,321 27,185 33,616
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Practical Issues in Calculating Return on Invested Capital   

 

While calculating ROIC is conceptually straightforward, there are a host of practical matters to consider when 
doing the calculation. These lead to potential adjustments, which are important because they address material 

economic issues. Hence, without certain adjustments and the application of good judgment, ROIC calculations 
are of little absolute or comparative value. 

 
Here’s a list of some of the practical issues to consider: 

 
 Excess cash 

 Goodwill and the usefulness of ROIC in M&A analysis 
 Restructuring charges 

 Operating leases 
 Minority interests 
 R&D capitalization 

 Share buybacks 
 

Excess cash. There are two schools of thought on excess cash. The first says that a company is the steward 
of capital and hence should earn an appropriate return on all of the capital on its balance sheet. This group 

argues that it’s proper to calculate ROIC including all cash and marketable securities. HOLT, for example, 
takes this viewpoint. Academic research shows there is a basis for this argument. Specifically, the market 

values $1.00 in cash at roughly $0.40-$0.90 for companies that are deemed to have poor corporate 
governance.9 

 
The second school believes that while earning the cost of capital is critical, investors should treat the ROIC 

calculation and capital allocation issues separately. The goal of an ROIC calculation is to understand how 
efficiently a company uses its operating capital. The capital allocation assessment should focus on the likely 

ways a company will deploy its capital and what the prospective returns may look like. 
 

We are in the second camp. We prefer to keep the discussions of ROIC and the risk of capital allocation 
separate. But given the high levels of cash today, especially in the technology and healthcare sectors, capital 
allocation is appropriately a substantial focus of investors. Cash and marketable securities were $1.7 trillion for 

companies in the S&P 500 Index, excluding the financial sector, at the end of 2013.10  
 

So how do you strip out excess cash? The idea is to include only the amount of cash a company needs to run 
its business. Some considerations include the cash a company needs until it reaches free cash flow break-

even, the cash to fund all capital needs for two to three years, and the cash a company needs to run its 
business day to day. Of course, the proper number varies based on the nature of the business, its cash 

conversion cycle, earnings volatility, and where the business is in its life cycle.  
 

Once a company reaches a steady state, a rule of thumb suggests you should include two percent of sales as 
cash. For less predictable companies with greater growth prospects, a ratio of cash to sales of five percent 

may be appropriate. Research shows that more established companies with strong credit ratings and access 
to capital tend to hold less cash as a percentage of assets, and younger firms with brighter growth 
opportunities and riskier cash flows hold more cash.11 

 
Naturally, how you treat cash makes a huge difference in the calculated ROIC. Take Microsoft as an example. 

Following its special dividend of $32 billion in the fall of 2004, invested capital including all cash fell more than 
60 percent while NOPAT was unaffected. Amazingly, Microsoft still had in excess of $30 billion after the 
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distribution. So using the first approach, Microsoft’s ROIC jumped overnight. Apple Inc. appears to be 
following a similar path. 

 
If the fundamental question you’re trying to answer with ROIC is, “What are the underlying economics of this 

business?” you should remove excess cash and debate the issues surrounding capital allocation separately. 
 

The treatment of excess cash and marketable securities also highlights why calculating invested capital solely 
from the right hand side of the balance sheet is potentially misleading. Without reviewing how much excess 

cash a company has (an asset), you won’t know whether or not you should adjust equity to reflect that excess 
cash. If you remove excess cash from the asset side of the balance sheet, then you need to make an identical 

adjustment to shareholders’ equity. That way both sides of the ledger remain balanced. 
 

Goodwill. One of the keys to a proper ROIC analysis is making sure the numerator and the denominator 
remain consistent. This is important in evaluating companies that have been active in mergers and acquisitions 

(M&A). Goodwill is an item that has the potential to substantially shift a company’s ROIC picture. 
 

Until 2002, companies could account for an acquisition using either the purchase or the pooling method. In a 
purchase deal, companies had to reflect as goodwill any amount that was in excess of book value. Companies 
recorded goodwill on the balance sheet and amortized it on the income statement, typically over 40 years.  

 
In contrast, in a pooling deal the two companies simply combined their balance sheets. That avoided the need 

to add goodwill to the balance sheet and to expense amortization on the income statement. 
 

In 2002, the Financial Accounting Standards Board abandoned pooling accounting but modified the treatment 
of M&A deals under purchase accounting. Currently, companies must reflect goodwill on the balance sheet 

but don’t have to amortize the goodwill on the income statement. The companies are required to periodically 
test whether or not the goodwill is impaired. If so, they have to take a write-off. If not, it sits there indefinitely. 

However, companies must still amortize intangible assets.  
 

So for acquisitive companies, the numerator is going to look good but the denominator will not. As an example, 
goodwill and intangibles represented 22 percent of Cisco’s assets and 65 percent of its invested capital as of 
July 31, 2013. Here is Cisco’s ROIC for fiscal 2013 with and without goodwill: 

 
         2013 

ROIC excluding goodwill  125.4% 
ROIC including goodwill    34.1% 

 
So what’s the practical implication? You need to carefully consider two issues: acquisitions and write-offs. 

First, if a company has been acquisitive, you have to distinguish between operating returns and acquisition 
returns. The operating returns are the actual cash-on-cash returns that a business generates. You can think 

of this as organic returns. 
 
Acquisition returns are based on the value a company paid for an acquisition, which is typically a substantial 

premium to the amount the acquired company actually invested in its business. 
 

The best way to deal with the operating versus acquisition return issue is to calculate ROIC two ways: 
including and excluding goodwill. If you don’t expect a company to do many deals going forward, operating 

ROIC probably provides a better picture of returns on incremental capital. This is how HOLT deals with 
acquisitions. In contrast, if you expect a company to be acquisitive, you have to focus on M&A economics.12 
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The second practical issue is asset write-offs. Companies are required to periodically test the value of their 
goodwill. If the asset a company acquired drops below a certain value threshold, it is required to write off the 

goodwill.  
 

Some theorists advocate for adding back asset write-offs to invested capital.13 The idea is that investors 
should hold management’s feet to the fire to deliver returns on all the capital they have allocated. If you do 

add back an asset write-off, the number should be net of any tax savings. 
 

In principle this is fine, but you should really consider the context of the asset write-off and whether or not it 
helps you understand how management uses capital. For example, in April 2002 Time Warner announced a 

$54 billion write-off related to the AOL acquisition completed in early 2001. Does it make sense to hold Time 
Warner’s current management responsible for that deal into perpetuity by adding back the goodwill? Common 

sense suggests the answer is no.   
 
Another example is the massive, $1.4 billion write-off Quaker Oats took in March 1997 following its 

unsuccessful acquisition of Snapple for $1.7 billion in 1994. At that point, management had changed and the 
company announced its intentions to sell Snapple. Here again, adding back goodwill probably doesn’t clarify 

the economic picture. 
 

Restructuring charges. Restructuring charges, which include costs related to items such as reducing the 
size of the work force and plant closings, are routine in financial reporting. How should we treat these charges 

in our ROIC calculations?   
 

Restructuring charges typically have two components: an asset write-off, which is non-cash, and a provision 
for charges related to the restructuring—including headcount reductions and equipment relocation—that 

reflect a true cash outlay. The principle behind how to deal with asset write-offs is the same as we discussed 
above with goodwill. As it turns out, you don’t have to make any adjustments to capture the provision for 

changes.  
 

But it is important to understand what’s going on. Let’s say a company takes a charge and sets up an 
accrued liability to cover anticipated cash outlays for employee severance. From an ROIC perspective, invested 
capital initially goes down (the accrued liability is a non-interest-bearing current liability and hence reduces net 

working capital). As the company spends the cash on the employees, the accrued liability goes down and 
invested capital rises. 

 
This does distort ROIC in the short term, but does not affect free cash flow. Free cash flow is NOPAT minus 

investment needs. The decline in the accrued liability shows up as an increase in net working capital, properly 
reflecting the increase in invested capital associated with the cash outflow.  

 

Operating leases. Companies have some choice in how they finance their assets. One major choice is 

whether to buy or lease assets. For example, a retailer may choose one alternative over the other if it 
perceives a financial advantage in doing so. The analytical goal is to put all companies on an equal economic 

footing so that buy or lease decisions do not distort ROIC.  
 

Operating leases are any lease obligations the company has not put on the balance sheet, or “capitalized.” 
This tends to be most relevant for industries with heavy investment needs, including transportation (e.g., 

airlines) and retail. If a company chooses to lease a substantial percentage of its assets, you should make 
adjustments to ROIC to reflect the financing choice. 
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There are two steps to reflect leases in ROIC. The first is to adjust NOPAT by reclassifying the implied interest 
expense portion of the lease payments from an operating expense to a financing cost. This increases EBITA 

by the amount of the implied interest. You also need to adjust taxes to remain consistent. 
 

Second, you need to add the implied principal amount of the lease to assets as well as debt, hence increasing 
invested capital. If material, you should also adjust your debt-to-total capitalization ratios in your cost of capital 

calculation. Credit rating agencies take leases into consideration when they evaluate firms.  
 

Aswath Damodaran, a professor of finance at the Stern School of Business at New York University, provides 
spreadsheets that are very user-friendly to guide you through the calculations.14 Companies provide 

information about their lease obligations in the footnotes to their financial statements. In theory, this 
adjustment should not affect your calculation of ROIC much, but in reality it can make quite a difference. 

 

Minority interest. An adjustment for minority interest is relevant either when another company owns a 

meaningful minority percentage of the company you are analyzing or the company you are analyzing owns a 
meaningful minority stake in another company. 

 
In the first case, the best course is to calculate ROIC as if the business is wholly owned. In fact, this takes 
little additional analysis since minority interest falls below the EBITA line—you just need to watch taxes. The 

minority stake is relevant for valuation, of course. You need to subtract the value of the minority stake in order 
to correctly calculate shareholder value per share. 

 
In the second case, the approach is similar to the first. Calculate ROIC as you would normally excluding the 

minority stake. Again, watch taxes. Then add the value of the minority stake, net of tax considerations, to 
come up with shareholder value per share.   

 

Research and development (R&D) capitalization. When there is no reliable way to measure the economic 

benefit of an outlay, accountants mandate that the company expense the investment. R&D and advertising 
spending are such expenditures. As a result, companies do not reflect investments in R&D and advertising on 

their balance sheets. Accounting rules do allow for capitalization of some development costs. 
 

For most companies, the treatment as an expense or capital outlay is not a big deal. But for some companies, 
R&D or advertising is their most important investment. Those companies must still expense those investments 

even though there’s a reasonable economic case for a multi-year payoff. For example, Microsoft’s $10.4 
billion in R&D spending in fiscal 2013 was almost two-and-a-half times as large as its $4.3 billion in capital 
expenditures. In this case, you might argue that both earnings and invested capital are understated. Free cash 

flow, and hence value, is impervious to this adjustment.  
 

The economic solution is to capitalize expenses that are likely to have a long-term payoff and amortize them 
on the income statement. This is relevant for industries that are R&D intensive or firms that are in a phase of 

heavy marketing. To do this you first reflect the investment on the balance sheet, which increases assets and 
equity. Next you determine an appropriate rate of amortization, which varies from industry to industry. 

Recognize that the shorter the amortization period, the less relevant is this adjustment.15  
 

Share buybacks. Many investors and companies believe that since share buybacks can increase earnings 
and ROE, it must also have an effect on ROIC. One of the advantages of ROIC is that share repurchases do 

not affect it provided you strip out excess cash.  
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The reasoning is straightforward. Companies can fund buybacks one of two ways: with cash on the balance 
sheet or with new debt. If it’s cash on the balance sheet, it has to be excess cash. So neither NOPAT (which 

doesn’t reflect interest income) nor invested capital will change.  
 

If a company funds a buyback with debt, NOPAT doesn’t move because it’s financing neutral, and invested 
capital remains the same because the increase in debt is exactly offset by the decline in equity. 

 
Now it is true that buybacks can affect book value per share. Companies that buy stock at a premium to book 

value, even in cases where the stock is undervalued, will reduce the company’s book value per share. This 
has no economic relevance, but it makes some companies appear more expensive on a price-to-book basis 

after the buyback. The ratio of enterprise value to invested capital does not change, however. That ratio is a 
better indication of the $1 test than the price-to-book ratio.  

 

Incremental ROIC, Return Measures for Financials, and Divisional Analysis 

 

ROIIC. We have discussed how to calculate ROIC. We must now emphasize that it’s not the absolute ROIC 

that matters but rather the change in ROIC. Or, even more accurately, what’s crucial is the expectation for 
changes in ROIC. Needless to say, the markets are not always perfect at anticipating change in ROIC, so 
having a sense of where ROIC is going can be of great value.16 

 
One potentially useful measure is return on incremental invested capital, or ROIIC. ROIIC properly recognizes 

that sunk costs are irrelevant and that what matters is the relationship between incremental earnings and 
incremental investments.  

 
The definition of ROIIC is as follows:  

 
ROIIC =                   Year2 NOPAT – Year1 NOPAT     

  Year1 invested capital – Year0 invested capital  
 

In words, ROIIC compares the change in NOPAT in a given year to the investments made in the prior year. 
Let’s say a company’s year0 invested capital is $1,000 and it invests $100 during the year (making year1 
invested capital $1,100). Further, earnings from year1 to year2 climb from $150 to $170. Given these 

assumptions, ROIIC is 20 percent [($170-150)/($1,100-1,000)]. 
 

For businesses with a volatile pattern of investments or NOPAT, it makes sense to calculate ROIIC on a rolling 
3- or 5-year basis. At the other extreme, you can take quarterly changes and annualize them if you want to 

see if there are any recent trends or improvements. Obviously these results will be the most volatile, but they 
can give you some insights into how the business is doing. 

 
Exhibit 4 shows both ROIC and ROIIC for Cisco. Note that the 1-year ROIICs are very noisy but settle down 

for the 3-year result. 
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Exhibit 4: Calculation of ROIC and ROIIC for Cisco Systems, Inc. 

 
Source: Company published data and Credit Suisse. 

 

High ROIICs generally indicate that a business is either capital efficient or has substantial operating leverage 
(which often proves transitory). Calculating a company’s historical ROIIC can be very helpful in understanding 

potential earnings moves.  
 

A final note of warning: ROIIC—for a host of technical reasons—is not really an economic measure of value. 
So use it to determine the likelihood of change and to understand past patterns, but don’t compare it with the 
cost of capital or consider it a true return measure.  

 

Financials. The standard way to value industrial companies is to take the present value of future free cash 

flows to estimate the enterprise value of the firm, and then subtract debt and other claims to arrive at the value 
for shareholders. This is appropriate because you can segregate operating and financing decisions. Further, it 

follows that the weighted average cost of capital is the discount rate to bring future cash flows back to today’s 
value. ROIC is consistent with this approach because it is financing neutral.  

 
For many financial institutions, including banks, financing costs are a component of operations. As a result, 

you should value a financial company by taking the cash flows attributable to equity holders and discounting 
them to the present value by the cost of equity capital. Return on equity (ROE) is consistent with this approach. 

So the principle of discounting cash flows is the same for all companies, but the number that you project and 
the discount rate that you use is different depending on whether you are analyzing a non-financial or a 

financial company.17 
 

ROE is to financials as ROIC is to industrials. The definition of ROE is as follows: 
 
Return on equity (ROE)  =  Adjusted net income         

         Book value of equity   
 

For a typical large bank, net income would equal net interest income (less provision for credit losses) plus 
noninterest income (typically comprised of service charges and fees) less expenses (salaries, benefits, etc.) 

and cash taxes. You can take equity directly off the balance sheet, as a bank’s assets and liabilities are meant 
to be a reasonable reflection of market values. A number of the practical issues we discussed above are also 

relevant for financials.   

 

Description 2009 2010 2011 2012 2013

NOPAT 7,692 7,397 7,522 9,307 10,359

Invested capital 20,917 26,734 27,321 27,185 33,616

Average invested capital 23,825 27,027 27,253 30,401

ROIC 36.8% 27.7% 27.5% 34.2% 30.8%

ROAIC 31.0% 27.8% 34.1% 34.1%

ROIIC (1-year) 2% 304% -778%

ROIIC (3-year) 47%
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Analysis by Division. It is common for ROICs to vary widely for divisions or segments within a multi-business 

firm. One analysis suggests that all of the value creation in many companies is concentrated in 50 percent of 
the invested capital.18 This means that a thoughtful assessment of returns by a business may provide insight 

into where value is trapped or being squandered. It is common for managers to allocate capital by inertia rather 
than by what the economics justify. 
 

Financial standards require that public companies disclose information about the segments within their 
businesses. The goal is to allow outsiders to gain a better understanding of the company’s results overall and 

the prospects for future cash flows. As a result, this disclosure should contribute to a more informed judgment 
of the company.  

 
The “management approach” is the method to determine what information a company should disclose. The 

management approach says that the company should disclose information to the public in a way that is 
consistent with how the company makes decisions and assesses operations internally. To the degree to which 

companies adhere to this principle, a divisional analysis should provide you with a good sense of how the 
business is doing through the same lens that management uses to make decisions.19 

 
Consistent with this, most companies give some data on divisional, geographic, or segment results. 
Companies commonly provide data about sales, some measure of profit, and assets. They sometimes provide 

capital expenditures. Getting from those rough cut numbers to ROICs can take some work, but the effort can 
produce useful insights. Here are three guides to effective segment analysis. 

 
First, remember that the sum of the divisions has to equal the total for the company. So if you have some 

sense of the earnings and assets deployed by each division, you can make a rough estimate of how each 
contributes to the whole. Still, you have to be careful. For instance, the invested capital-to-asset ratio in one 

geography may be different than that in another because of different methods of product distribution. So you 
do have to give thought to how the pieces are likely to fit together. 

 
Second, use comparable company analysis. Look at businesses similar to the division you are analyzing and 

ask whether there are useful parallels to consider. This is a case where comparable company analysis can 
provoke useful questions and ultimately provide insight into how each business works. 
 

Finally, use your analysis as a basis for discussion with management. The company may tell you that your 
analysis for one business is way off; but since you know the total number for the company, adjustments in one 

business have to be offset by adjustments in another. By going back and forth with management and 
competitors you can quickly sharpen your assessment of divisional economics.  

 
A divisional analysis done properly provides an analyst with a clearer sense of how the company can and 

should proceed to create value. It also unearths sources of value drag. Not surprisingly, activist investors are 
among the most astute in breaking down the economics by business.         

 

Return on Invested Capital and Competitive Strategy Analysis 

 

You should not view the calculation of ROIC as an academic exercise. The goal is to understand the 

magnitude and sustainability of ROICs in excess of the cost of capital. Companies with large excess returns 
generally have some competitive advantage. A company must meet two tests before you can say it has a 
competitive advantage. First, the company must earn, or promise to earn, a return in excess of the cost of 

capital. This is a restatement of the $1 test. Second, it must earn a higher return than its peers.  
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Our report, “Measuring the Moat: Assessing the Magnitude and Sustainability of Value Creation,” develops a 
framework for this vital analysis.20 For now, we will focus on how a quick analysis of ROIC indicates whether a 

company has a competitive advantage and, if so, what lies at the foundation of that advantage. 
 

Bruce Greenwald, a professor at Columbia Business School, argues that there are two sources of competitive 
advantage: consumer advantage and production advantage. The key to each advantage is the creation of 

barriers to entry that fend off competition. Barriers to entry are particularly strong when a company enjoys 
economies of scale, which mean that the cost per unit for the incumbent is lower than that for a challenger.21 

 
A consumer advantage is the result of the habitual use of a product, high costs of switching to a new product, 

or high costs of searching for a superior product. A production advantage allows a company to deliver its 
goods or services more cheaply than its competitors either as the result of privileged access to inputs or to 

proprietary technology that is difficult or costly to imitate. A competitive strategy analysis focuses on identifying 
these sources of advantage and assessing their durability. 
 

ROIC can provide a quick and useful way to guide this analysis. The first step is to recognize that ROIC can be 
decomposed into two parts (this is a modified version of what is known as a DuPont Analysis):   

 

Return on invested capital (ROIC) = NOPAT    x       ____Sales____               

              Sales         Invested Capital 

 

The ratio of NOPAT/Sales, or NOPAT margin, is a measure of profit per unit. Sales/Invested Capital, or 
invested capital turnover, is a measure of capital efficiency. When you multiply the terms, sales cancel out and 

you are left with NOPAT/Invested Capital, or ROIC.  
 

It is easy to imagine two companies arriving at the same ROIC via different paths. A low-cost retailer, for 
example, may get to a 20 percent ROIC via a 4 percent NOPAT/Sales ratio and a 5 times Sales/Invested 
Capital ratio, the classic low-margin, high-invested capital turnover business. A luxury goods seller, on the 

other hand, may reach the same ROIC with a 20 percent NOPAT/Sales ratio and one times invested capital 
turnover.   

 
Here’s the quick analysis: If a company gets to a high ROIC through a high NOPAT margin, you should focus 

your analysis on a consumer advantage. If the company’s high return comes from a high turnover ratio, 
emphasize analysis of a production advantage. For companies that are high in both, consider how the 

advantages are reinforced by economies of scale. Exhibit 5 summarizes the point. 
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Exhibit 5: ROIC and Competitive Advantage 

 
Source: Credit Suisse. 

 
The decomposition of ROIC not only provides a solid sense of where to allocate your energy in assessing 

advantage, analysis of the components provides a sense of the rate of change. You can do a similar 
breakdown of ROE for financial institutions, which also allows for an analysis of the contribution of leverage to 

ROE.  
 

Modeling Future Return on Invested Capital  

 

Reversion to the mean occurs when the results of measuring the same metric over two successive time 
periods are not perfectly correlated.22 ROIC is a series that reverts to the mean. That suggests that ROICs that 

are well above the average have an expected value closer to the average in the future. The same is true for 
ROICs that are substantially below the average. 

 
The essential considerations are the rate of reversion to the mean and to what mean ROICs revert.22 The rate 
of reversion to the mean varies by sector and industry. Sectors such as consumer staples and health care tend 

to show slower reversion to the mean than technology and energy, where mean reversion is relatively rapid. 
The median ROIC for the sector or industry is a good starting point for the figure toward which company 

ROICs are likely to regress.23   
 

A sensible model of the path of future ROICs is essential to valuation. Investors who rely primarily on price-
earnings (P/E) multiples must recognize that companies that earn an ROIC equal to the cost of capital should 

trade at a P/E multiple that is the inverse of the cost of equity. For example, a company with an 8 percent 
ROIC and cost of equity should trade at a 12.5 P/E multiple (1/.08). So the natural path of the P/E multiple 

over time is toward that baseline figure.24  
 
Analysts frequently argue that P/E multiples that have declined over time should revert to some previous level, 

ignoring the fact that the level of ROIC drives the multiple. Ascribing an appropriate P/E multiple is very 
difficult without a clear understanding of both the level and trend of ROIC. 



  June 4, 2014 
 

Calculating Return on Invested Capital 16 

Investors who use discounted cash flow models should include a row that shows the ROIIC and overall ROIC 
levels throughout the forecast horizon. It is common for analysts to model sales, margins, and operating 

income separately from investments in future growth, including working capital changes and capital 
expenditures. As a result, the implied ROIIC gets lost in the model. Making ROIC explicit is a reality check on 

the model. 
 

While ROIC in the aggregate does revert to the mean, under certain conditions companies can enjoy 
“increasing returns.”25 In these cases, high ROICs do not migrate toward the cost of capital but rather rise. 

Increasing returns generally occur only when certain conditions are in place. These include high upfront costs, 
the existence of strong network effects, and cases when a product or service becomes a de facto standard. 

While not common, analysts should understand the mechanisms behind increasing returns and apply them 
accordingly. 

 

Summary 

      

A company’s primary governing objective is to allocate capital so as to earn a return on capital that is in excess 
of the cost of capital. The $1 test measures whether a company meets this objective. If one dollar invested in 

the business is worth more than a dollar in the market, the company has added value. 
 

The goal of investors is to find a mismatch between the expectations built into the stock price and the financial 
results the company will actually achieve. Part of that assessment is accurately measuring how successfully 

the company allocates capital. A proper calculation of ROIC can help with that assessment.  
 

While most investment organizations acknowledge the usefulness of return measures including ROIC, they fail to 
make full use of them for a number of reasons. To begin, analysts within the same organization frequently 

calculate return measures in different ways, thus diminishing the utility of comparing companies to one another. 
 
There are also a handful of practical issues that an analyst needs to address. These include how to handle 

excess cash, restructuring charges, and leases. All of these issues are analytically tractable, but analysts must 
execute the adjustments consistently. 

 
Finally, a thoughtful assessment of economic returns allows for a quick introduction into the sources of 

competitive advantage and provides guidance for modeling future financial performance. Such an assessment 
provides an essential link between competitive strategy analysis and valuation.   
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Endnotes 

 
1  In his 1984 letter to shareholders, Warren Buffett, chairman and CEO of Berkshire Hathaway, writes, 
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Appendix A: Cash Flow Return on Investment 

 

Cash Flow Return on Investment (CFROI) measures a company’s economic returns by capturing its inflation-
adjusted cash flow return on operating assets. Through the use of CFROI, HOLT seeks to avoid the vagaries 

of accounting standards in order to provide managers and investors with a consistent metric of performance 
over time. CFROI allows investors to compare results across a portfolio, market, or universe of companies.  

 
HOLT uses two steps to calculate CFROI. First, HOLT measures the inflation-adjusted gross cash flows 

available to all capital owners, and compares that sum to the inflation-adjusted gross investment that the 
capital owners made. Second, HOLT translates this ratio into an internal rate of return (IRR) by recognizing 

that depreciating assets have a finite economic life and by reflecting the residual value of non-depreciating 
assets.  

 
CFROI applies to industrial and service firms but we need to use Cash Flow Return on Equity (CFROE) to 
analyze companies in the financial services sector. Similar to CFROI, the calculation of CFROE requires 

adjustments to better reflect economic value. But CFROE also takes into account that lenders use the liability 
side of the balance sheet to generate value, so it narrows the analysis to the gross cash flows for equity 

holders. The global averages for CFROI and CFROE are 6 percent and 7.5 percent, respectively, over the 
long term. 
 

The chart on the cover includes the non-financial constituents of the S&P 500 as of May 31, 2014 (all figures 

are for the latest fiscal year). The horizontal axis shows the spread between a company’s CFROI and its 
discount rate, and the vertical axis is the ratio of the company’s enterprise value to its inflation-adjusted gross 

investment. We can say that companies that have a ratio of enterprise value to gross investment greater than 
1.0 have passed the $1 test.  

 
HOLT calculates enterprise value as market capitalization plus HOLT debt and equivalents, plus the market 

value of minority interest, minus cash and short-term investments. 
 
HOLT’s inflation-adjusted gross investment includes non-depreciating and depreciating assets. Non- 

depreciating assets include primarily net working capital and land. Depreciating assets include primarily gross 
plant, leased property, and capitalized R&D. 
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Appendix B: Cisco Systems, Inc. Historical Financial Statements 

 

 
 

 

Income Statement

2009 2010 2011 2012 2013

(1) Net sales 36,117 40,040 43,218 46,061 48,607

(2) Cost of goods sold 13,023 14,397 16,682 17,852 19,167

(3) Gross income 23,094 25,643 26,536 28,209 29,440

Gross margin 63.9% 64.0% 61.4% 61.2% 60.6%

(4) Research & development 5,208 5,273 5,823 5,488 5,942

(5) Sales and marketing 8,403 8,716 9,812 9,647 9,538

(6) General and administrative 1,565 1,999 1,908 2,322 2,264

(7) Amortization of intangibles 533 491 520 383 395

(8) In-process R&D/other 63 0 799 304 105

(9) Operating income 7,322 9,164 7,674 10,065 11,196

(10) Operating margin 20.3% 22.9% 17.8% 21.9% 23.0%

(11) Interest income (net) 499 12 13 54 71

(12) Other income (loss), net (128.0) 239.0 138.0 40.0 (40.0)

(13) Pretax income 7,693 9,415 7,825 10,159 11,227

(14) Income tax provision 1,559 1,648 1,335 2,118 1,244

(15) Net income 6,134 7,767 6,490 8,041 9,983

(16) Earnings per share $1.05 $1.36 $1.17 $1.50 $1.87

(17) Shares outstanding 5,828 5,732 5,529 5,370 5,329

(18) Tax rate 20.3% 17.5% 17.1% 20.8% 11.1%

(19) Depreciation 1,235 1,539 1,966 2,219 1,956

(20) Amortization 533 491 520 383 395
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Balance Sheet

2009 2010 2011 2012 2013

Current assets

(26) Cash and cash equivalents 5,718 4,581 7,662 9,799 7,925

(27) Short-term investments 29,283 35,280 36,923 38,917 42,685

(28) Accounts receivable 3,177 4,929 4,698 4,369 5,470

(29) Inventories 1,074 1,327 1,486 1,663 1,476

(30) Deferred tax assets 2,320 2,126 2,410 2,294 2,616

(31) Prepaid and other 2,605 3,178 4,052 4,891 5,349

(32) Total current assets 44,177 51,421 57,231 61,933 65,521

(33) Net PPE 4,043 3,941 3,916 3,402 3,322

(34) Goodwill 12,925 16,674 16,818 16,998 21,919

(35) Purchased intangibles 1,702 3,274 2,541 1,959 3,403

(36) Other assets 5,281 5,820 6,589 7,467 7,026

(37) Total assets 68,128 81,130 87,095 91,759 101,191

Current liabilities

(38) Short-term debt 0 3096 588 31 3,283

(39) Accounts payable 675 895 876 859 1,029

(40) Income taxes payable 166 90 120 276 192

(41) Accrued compensation 2,535 3,129 3,163 2,928 3,378

(42) Deferred revenue 6,438 7,664 8,025 8,852 9,262

(43) Other accrued liabilities 3,841 4,359 4,734 4,785 5,048

(44) Total current liabilities 13,655 19,233 17,506 17,731 22,192

(45) Long term debt 10,295 12,188 16,234 16,297 12,928

(46) Income taxes payable 2,007 1,353 1,191 1,844 1,748

(47) Deferred revenue 2,955 3,419 4,182 4,028 4,161

(48) Other 539 652 723 558 1,034

(49) Minority interest 30 18 0 0 0

(50) Common stock and paid capital 34,344 37,793 38,648 39,271 42,297

(51) Retained earnings + accumulated comp 4,303 6,474 8,611 12,030 16,831

(52) Total common shareholders' equity 38,647 44,267 47,259 51,301 59,128

(53) Total liabilities and shareholders' equity 68,128 81,130 87,095 91,759 101,191
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Source: Company published data and Credit Suisse. 

  

Statement of Cash Flows

2009 2010 2011 2012 2013

Operating activities

(54) Net income 6,134 7,767 6,490 8,041 9,983

(55) Depreciation and amortization 1,768 2,030 2,486 2,602 2,351

(56) Stock-based compensation 1,231 1,517 1,620 1,401 1,120

(57) Provision for doubtful accounts 54 44 7 50 44

(59) Deferred income taxes (574) (477) (157) (314) (37)

(61) Excess tax benefits from stock-based compensation (22) (211) (71) (60) (92)

(62) In-process R&D 63 0 0 0 0

(63) Changes in investments 80 (223) (213) (31) 9

Changes in working capital, net of

businesses acquired and sold:

(65) Accounts receivable 610 (1,528) 298 272 (1,001)

(66) Inventories 187 (158) (147) (287) 218

(67) Prepaid expenses, other (780) (639) (1,534) (846) (723)

(68) Lease receivables, net (222) (387) 275 (674) (27)

(69) Accounts payable (208) 139 (28) (7) 164

(68) Income taxes payable 768 55 (156) 418 (239)

(70) Accrued compensation 175 565 (64) (101) 330

(71) Deferred revenue 572 1,531 1,028 727 598

(72) Other accrued liabilities 61 148 245 300 196

  Net cash provided from operating activities 9,897 10,173 10,079 11,491 12,894

Investing activities:

(73) Acquisition of property, plant and equipment (1,005) (1,008) (1,174) (1,126) (1,160)

(74) Acquisition of businesses, net (426) (5,279) (266) (375) (6,766)

(75) Change in investments in private companies (89) (79) (41) (138) (16)

(77) Purchases of ST investments

(78) Proceeds from sale of ST investments

(79) Purchase of investments (41,225) (48,690) (37,130) (41,810) (36,608)

(80) Proceeds from sale of investments 32,825 42,997 35,655 39,468 32,708

(81) Other (39) 128 22 166 74

  Net cash used in investing activities (9,959) (11,931) (2,934) (3,815) (11,768)

Financing activities:

(82) Issuance of common stock 863 3,278 1,831 1,372 3,338

(83) Repurchase of common stock (3,611) (7,864) (6,896) (4,760) (3,103)

(84) Issuance of common debt 3,991 4,985 4,621 (557) 4

(85) Repayments of debt (500) (3,113) 0 (16)

(86) Excess tax benefits from stock-based compensation 22 211 71 60 92

(87) Dividends (658) (1,501) (3,310)

(88) Other items, net (176) 11 80 (153) (5)

Net cash provided from (used in) financing activities: 589 621 (4,064) (5,539) (3,000)

(89) Increase (decrease) in cash and equivivalents 527 (1,137) 3,081 2,137 (1,874)

(90) Cash and cash equivalents at beginning of year 5,191 5,718 4,581 7,662 9,799

(91) Cash and cash equivalents at end of year 5,718 4,581 7,662 9,799 7,925
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Michael Mauboussin  
Introduction 
 
We are all in the business of forecasting. Getting the future right has significant benefits, and getting  
it wrong can be very costly. Our natural tendency is to turn to experts when the stakes are high. Yet  
the ability of experts to predict the future varies widely across a range of realms. For example, experts 
consistently outperform the average person in dealing with problems in stable and linear systems. Think  
of an engineer designing a bridge or a novice at chess playing a grandmaster. 

In contrast, experts are poor at predicting the future in unstable and non-linear fields, including economics, 
politics, and other social systems. These are precisely the types of problems the financial services industry 
faces. That’s why we at Credit Suisse continue to look for original and creative ways to improve our ability 
to predict. It is also why “The Art and Science of Prediction” was the theme of the Thought Leader Forum 
in 2014. 

The theme in 2014 unites three inter-related concepts that are at the center of some of the most  
exciting research today: how to blend the ability of humans and computers, when to rely on instincts 
versus statistics, and how to train to make better decisions. The forum brought together leading thinkers 
from a range of disciplines, each of whom discussed one or more of these concepts. 

The first concept explores the interaction between humans and computers. The challenge is to combine 
the best of human and computer capabilities while avoiding the limitations of each. Freestyle chess, where 
individuals play one another but also have the option to get input from computers, is a good illustration.  
In 1997, Deep Blue beat the world champion, Garry Kasparov, a decisive victory for machine over man. 
But the top freestyle chess players are better than either man or machine. This raises a host of interesting 
questions: When should we defer to a computer and when should we override it? How do we make sense 
of massive amounts of data without getting bogged down by it? And how can we combine data from 
seemingly disparate sources to help us make better decisions? 

The second concept is when to trust our intuition and when to rely on statistical analysis. The tension 
between the two is rising in many fields today. In baseball, it’s the scouts versus the statistics nerds.  
But it’s also fundamental versus quantitative analysts in investing, the old-school political campaigns versus 
a new breed of statisticians in politics, and doctors versus algorithms for how best to approach treatment 
in medicine. This tension is closely related to the question of when experts are useful. A key takeaway  
is experts are poor in non-linear and unstable domains. One method to combine these viewpoints is  
to consider how much weight to place on the base rate, which is basically what’s happened before, and 
how much weight to place on the circumstances of an individual case. The relative contribution of luck  
or skill to the final outcome informs that weighting. 

The final concept is about how to prepare to make better decisions. Airplane pilots commonly use flight 
simulators. What is the equivalent of a flight simulator in other realms? Such training would allow us to 
prepare more effectively for the different environments that will arise. Preparation is also relevant when 
considering the choices we make in our organizations, including the structures we set up and the people 
we hire. We also emphasize the importance of cognitive diversity in ensuring that the crowd is wise and  
in preventing it from acting mad. 
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Michael Mauboussin  
Welcome Remarks  
 
Good morning, everybody. For those I haven’t met, my name is Michael Mauboussin, and I am head  
of Global Financial Strategies at Credit Suisse. 

On behalf of all my colleagues at Credit Suisse, I want to wish you a warm welcome to the 2014  
Thought Leader Forum. For those of you who joined us last night, I hope you had a wonderful evening. 
We certainly have a very exciting lineup for today. 

I want to do a couple of things this morning before I hand it off to our speakers. First, I want to highlight 
some of the themes associated with the art and science of prediction. I then want to discuss the forum 
itself and what you all can do to contribute to its success. 

Let me start with some high level thoughts on the art and science of prediction. There are three thoughts 
in particular that I'd like to make. I think you'll hear each of these themes throughout the day. 

Here are the three themes. They're somewhat interrelated, as you'll see. 

The first relates to the interaction between humans and computers. The question is, “How do we  
combine the best of what humans and computers can do and avoid the worst of what humans and 
computers can do?” 

The second is the classic distinction about whether you should trust your gut or go with statistical analysis. 
It's important to know when your intuition is likely to work well and when it's going to fail you. 

A related issue, which I think is relevant to all of your organizations, is whether there are cultural changes 
that must occur within an organization as it shifts its thinking about approaches to decision making.  
As better methods or sets of methods come along, how likely is it that an organization will change? 

The final theme is about how we prepare to make better decisions. This could be how we think about 
choices in our organization or how we hire people. 

We study all sorts of topics in school, but there are very few courses on how to make better decisions. 
How do we close that gap? 

So let me start at the top. I have to tell you this is a concept that I have been thinking about a lot the last 
six to 12 months. I think this was really kicked off by a discussion I heard from Sean Gourley about eight 
months ago. 

The best way to explain this is through chess. We can say 1997 is when machine beat man. That's when 
Garry Kasparov lost to Deep Blue. Now, today, the best computer programs can beat the best humans. 

In the last 15 years or so, there's been the advent of "freestyle chess," where individuals play one another 
but they also can avail themselves of computers to help guide their moves. 

It turns out that those freestyle chess players are better than either man or machine. So, man plus 
machine beats man or machine. 

Further, a number of these great freestyle chess players are not great chess players. They're not 
grandmasters who've been augmented. They're decent players who are augmented. 

So the question becomes, what is the skill that these freestyle chess players have? How do they know 
when to defer to the computer, and how do they know when to override the computer? 
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It's almost like this equivalent between quantitative and fundamental strategies. When do you know when 
to go with a quant? When do you know when to go with a fundamental to override that? Can we define 
that skill and how we think about that in a corporation or investing context? 

The next idea has to do with the interface. Computers are obviously amazing at ones and zeros. Humans 
are great at seeing patterns. 

How do we feed data to the computer so that it can leverage its strength, and how do we compute output 
from those computers so that we can use the data most effectively as humans? 

Naturally, techniques such as visualization are essential, but the key question is how we humans will be 
able to ingest large amounts of data in a way that we can make sense of it–in the world of finance, 
business, science, and politics. 

A related idea, which also I think is fascinating, is that of mash-ups. How can we bring together data  
from what are seemingly disparate sources to help us make better decisions? We'll hear about that today, 
as well, in the instance of tracking disease. 

The final point is that we have to acknowledge that as we develop technologies we're going to create 
systems that are more complex than we can understand. This leads to what Charles Perrow, who is  
a retired professor of sociology at Yale, called "normal accidents." 

One example of a normal accident is the Flash Crash in May of 2010. A single, seemingly innocuous, 
trade appeared to trigger a series of unanticipated responses. Since many of those responses were  
a function of algorithms, they were very difficult to stop once they started to cascade. 

Same description could be used for the Northeast power blackout in 2003. Again, a really innocuous 
failure in Ohio led to this cascade of failures. 

The question for all of us becomes, as we use technology to improve our world and improve our efficiency, 
are we injecting a degree of fragility into what we're doing as well that will lead to these large scale 
effects? 

The next issue is when we can rely on our intuition or even our analysis, and when we should rely  
on statistics. So, differently, where are experts helpful? This is obviously a crucial question as to where  
we should rely on intuition versus statistics. 

There are a couple very well-known psychologists, Danny Kahneman and Gary Klein, who co-wrote  
a paper on this topic. Kahneman takes a much dimmer view of experts than Klein, who celebrates the  
role of experts. The title of the paper pretty much said it all. It's called “A Failure to Disagree.” 

Their point was that one of the best ways to think about this problem is to think about domains in which 
experts are most likely to be very effective and domains where they are unlikely to be effective. 

Where domains are stable and linear, you can develop expertise and intuition that is very powerful.  
In domains that are non-linear and unstable, you see a lot of failure of experts. Again, this is another 
theme I'm sure we'll hear a great deal about throughout the day. 

A related point, an idea that's very close to my heart, is the consideration of when you should rely on  
a base rate and when you should rely on the specific circumstances. 

After Kahneman won the Nobel Prize, a colleague asked him, "What is your favorite paper you ever 
wrote?" He mentioned the 1973 paper called, "On the Psychology of Prediction." 
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In that paper, which he co-wrote with Amos Tversky, they said that there are three elements you need  
to make a prediction. 

One is the base rate, which is basically a history of what's happened before. Second is the facts about  
an individual case. And the third is a mechanism to weight both of those in your actual forecast. 

If you think about a continuum of all luck / no skill to all skill / no luck, one of the simple rules is if  
an outcome is mostly determined by luck, you should place most of your emphasis on base rates. By 
contrast, when it's mostly skill, you can focus much more on the specific circumstances. 

Just knowing where an activity is on that continuum can give you an informed way to think about how  
to weight those two things and make a more thoughtful statistical prediction. 

The last point is not analytical but it's in every way as important. That is, how can we have organizations 
think about the world in a different way and incorporate statistical analysis in what they do? This in large 
part was the drama that was created by Michael Lewis in Moneyball a decade ago, when he depicted this 
squaring off between the scouts and the statistical nerds. 

The drama doesn't end with baseball, of course. It's everywhere you look. It's quantitative versus 
fundamental analysis in investing. It's old-school political campaigns versus a new breed of statistical 
people. It's the seat-of-the-pants Mad Men versus scientists using A/B testing in advertising. It's doctors 
versus algorithms for treatments in the hospital. 

So the degree to which moving from one set of methods to another set of methods creates an old and  
a new guard – how will organizations adapt and change to those things? 

Let me wrap up with a final section of my three points, and that is how do we prepare to make better 
decisions going forward? 

Whenever I think about this, I often think about how pilots train to improve what they are doing. Of course, 
the way they typically do that is the use of flight simulators. A flight simulator allows a pilot to hone his or 
her skills in order to be prepared for different environments in the real world. 

The question is how do we assemble our own flight simulators? How do we train ourselves to think more 
effectively about what's going on in the world? 

There are a couple of things that have been pretty well established. One of them we saw beautifully 
demonstrated last night with Tom Seeley's talk: collectives can solve very difficult problems very 
effectively. 

That is something we now commonly call the wisdom of crowds. Here's the key to the wisdom of crowds 
– and this needs to be underscored every single time you talk about it – it only works under certain 
conditions. You have to have the proper conditions in place for the wisdom of crowds to be effective. 

Among the most important conditions is diversity. You can achieve diversity within a group as the 
honeybees did as we saw last night, or you can actually have diversity in your own head, which is much 
more difficult to do, but also can be done and help you with your better outcomes. 

Now, I was with a client not long ago, and he made a statement that completely resonated with me. He 
said, "You know, I grew up in the investment business hearing not about the wisdom of crowds, but rather 
hearing about the madness of crowds." That's true for me too. The first book I read was about the 
madness of crowds not the wisdom of crowds.  
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That's really my final thought, which is, how do we avoid the madness of crowds? How do we avoid  
being part of a group that especially is doing something that's suboptimal? In our organizations, how do  
we create structures that take advantage of that when it arises, or on the other side, avoid it in  
our organizations? 

Those are just a couple of my thoughts going into the day. I look forward to exploring these and other 
topics with all of you as we go through this. 

A couple of things before we start. First, I want to mention we have with us today the very talented folks 
from Ink Factory. Either Dusty or Sue today will be graphically recording all of our presenters today. For 
those who were here last night, you saw Dusty hard at work. They are synthesizing the words of our 
speakers into images and text in order to visually represent the key concepts of each of the themes and 
each of the talks that you'll hear today. 

Their slogan – which I love – is, "You talk, we draw, it's awesome." I really do think it is awesome. I think 
you'll agree with all of that. Please feel free to take pictures of those boards. You'll see after every 
presentation the boards will be outside. Last night's board is out there now.  

Let me just finish with what we're trying to do today. First, we want to provide you access to speakers  
who you're unlikely to see in your day-to-day interactions but who are nonetheless capable of provoking 
useful thought and dialogue. We understand your time is very valuable. And we appreciate that you're 
sharing some of that time with us in order to expand your horizons.  

Second, we really want to encourage a free exchange of ideas. Notice that our speaking slots are a little 
bit longer than normal. We have breaks between all the speakers allowing you to interact. What we're 
trying to do is really encourage a lot of back and forth. 

We purposefully call this a “forum” instead of a “conference” because a forum is a dialogue, an interaction. 
We would encourage that environment. Inquire, challenge, exchange are really the key themes. 

Finally, we at Credit Suisse would like this to be a great experience for you. So please don't hesitate to 
ask me or anybody else on our team for anything. We will certainly do our very best to accommodate you.
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Michael Mauboussin: I'm very pleased to introduce our first speaker today, Professor Philip Tetlock.  
Phil is the Annenberg University Professor in Psychology at both the Wharton School and the School of 
Arts and Sciences at the University of Pennsylvania.  

I first heard of Phil's work following a meeting with Danny Kahneman in 2005. After that meeting, 
someone asked Danny what he was reading. He said that one of the most important books he'd read in  
a very long time was a book written by Phil called Expert Political Judgment. By the way, for those who 
don't own that book it’s an essential read for anybody.  

Now, most of you probably know the book, or know of the book, which shows that experts in certain  
fields struggle to make accurate predictions. But Phil didn't let it go at that. He became very determined  
to figure out how to cultivate good judgment, and so the Good Judgment Project [GJP] was born. Since 
this is a project that's very much a work in progress, we are all going to be very privileged to hear some  
of Phil's thoughts that are hot off the press. 

I'll add on a personal note that in doing research on my books I've had to do a lot of reading about 
decision making. Pretty much everywhere I'd look I’d run into Phil's outstanding research. He’s 
contributed a great amount over the years, including topics that we won't be able to cover today. I've 
learned an enormous amount from him for which I'm very grateful. Please join me in welcoming  
Professor Phil Tetlock. 

[applause] 

Phil Tetlock:  Thank you, Michael, for that gracious introduction. 

I've been studying expert judgment for about 30 years now. You could divide my 30-year plus career on 
expert judgment into two phases, one of which lasted for about 25 years, the other which has lasted about 
five years now. 

For the first 25 years, it was somewhat born of exasperation with expert judgment. Frankly, the focus  
was on how bad expert judgment is in many ways. How miscalibrated experts are. How prone to belief 
perseverance experts are. A variety of errors and biases, somewhat in the Kahneman spirit. 

The last five years have been different. We've been focusing less on cursing the darkness and more  
on lighting candles. The focus has been on how much we can improve probability judgments of  
possible futures. 

There are four key messages I'm going to try to convey in this presentation. The first is that business- 
as-usual vague-verbiage forecasts slow learning cycles.  

And the second message is that you can accelerate learning cycles by using forecasting tournaments, 
which require making explicit odds estimates on topics you don't normally make odds estimates on. 

What do I mean by learning cycles? Well, I mean you'll more quickly learn what you're good and  
bad at. You'll more quickly learn which of your advisors are better or worse at particular things in  
particular domains. 

Evidence suggests that you'll also become more skilled at using probabilities in a granular fashion,  
in distinguishing many degrees of uncertainty. I will unpack exactly what that means later. Accelerating 
learning cycles I think we can all agree, sounds like a pretty good thing.  

My third message: I will turn to the key lessons from the tournaments we've been running to-date. 
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Due to an unusually innovative government agency – the Intelligence Advanced Research Projects Activity, 
which is the R&D [research and development] branch of the Office of the Director of National Intelligence 
– we have had funding for four years now for running forecasting tournaments. Sometimes in competition 
with other universities, sometimes in competition with our own prediction market and sometimes in a 
shadow competition with predictions emerging from analysts working inside the intelligence community 
itself. We've learned a lot about how to cultivate good judgment, and it is more or less hot off the press. 

Fourth and final message I will be delivering: I want to talk about what the next challenge is in advancing 
knowledge, and what the next generation of tournaments should focus on, because we are not only 
learning things about how rapidly people can learn when they make explicit probability judgments, we're 
also learning something about how to design better tournaments that can improve organizational 
functioning in even more fundamental ways.  

So, that's the agenda. 

Now, part one, “vague verbiage forecasts slow learning cycles.” I think we all know that pundits and 
consultants tend to prefer vague verbiage. “A Russian invasion of the Eastern Ukraine is possible.”  
“The new Chinese oil rig could, or might, or may signal, in the South China Sea,” or the East China Sea,  
or wherever it might be. “The recent Greek election has the potential to...” You've all heard things of that 
sort. Vague verbiage is very vague, and researchers have quantified just exactly how vague it is. 

They've estimated things called quantitative equivalence ranges. When you ask people to translate some 
of these phrases into probabilities, you often get an enormous range of answers. 

“It might happen” takes on meanings ranging from 0.09 to about 0.64. That's how readers decode it.  
“It could happen,” a range from 0.02 to 0.56. “It's a possibility…” “It's a real possibility…” There you've 
got a real range. 

[laughter] 

Phil:  “It's probable…“Maybe,” even innocent old “maybe.” “Distinct possibility,” that's a phrase that's 
caused a great deal of mischief in the intelligence community – both the Bay of Pigs and in a couple of 
other situations. “Risky.” “Some chance.” And then there are a few phrases that there isn't that much 
wiggle room. 

As George Tenet, a former director of the Central Intelligence Agency, discovered, “Slamdunk” people 
really do interpret it to mean something very close to 100 percent. And when you get it wrong, and you're 
that extremely confident, you take a huge reputational hit, and arguably you should. 

These properties of vague verbiage make it impossible to gauge the track records of famous pundits and 
lucrative consulting shops, some of whose services you may have purchased. Makes it impossible to know 
how accurate are the thought leaders you read in the Financial Times or the Wall Street Journal or 
whatever your favorite publications might be. These are all really high IQ guys. They can give great talks, 
they can give a better talk than I can. They're wonderful, they're personable, they're charismatic, but 
nobody has the faintest idea what their track records are. They prefer to keep their own track records. 

Vague verbiage also makes it impossible to learn to make the subtlest possible probabilistic distinctions 
within a given environment. A famous poker player once said that the way to tell the difference between  
a really serious poker player and a talented amateur is the serious players can tell the difference between  
a 60/40 proposition and a 40/60 proposition. We talked to some other serious poker players who are 
among the "superforecasters" in our current research, and they say, "No, no, no. That's not aggressive 
enough. It's the ability to tell the difference between 55/45 and 45/55." 
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It's an interesting question how differentiated probability judgments can become. The great psychologist 
Amos Tversky once said facetiously in a talk that he thought that human beings deep down could really 
only distinguish three levels of probability: “It’s gonna happen,” “it's not gonna happen,” and “maybe.” 
Those of you who really follow that kind of work, when you see probability weighting functions and so 
forth, they imply that people give a lot of weight to probabilities at the extremes. When probabilities move 
from 0.3 to 0.7, there's not that much impact. But when they move from 0.1 to 0, or from 0.9 to 1, boy 
that has decision impact. In these forecasting tournaments, people do learn gradually. It's a slow process, 
but they learn to make increasingly differentiated assessments of uncertainty. In domains where you don't 
normally have such assessments. 

Now, there's a question that all this raises. Obviously, pundits and consultants don't like to make  
precise forecasts because they worry about taking a reputational hit. It raises the question why anyone 
who has very high status within a particular social system would ever lower him or herself to participate in  
a forecasting tournament in which the best possible outcome is probably breaking even. 

Imagine, for example, that I'm a senior China analyst inside the intelligence community, and I'm the  
go-to guy for the presidential daily briefing on China and the national intelligence estimates on China. 
People value me, and now I see these upstarts start scoring probability judgments inside the intelligence 
community. And the upstarts say to me: "By the way, we want you to compete against these 
superforecasters who don't have access to any classified information." 

How am I going to react to all of that? It doesn't take a lot of imagination to suppose I'm not going to  
react very favorably. In fact, there is a lot of pushback within most organizations to the idea of measuring 
the accuracy of probability judgments. The more senior people are, the more likely they are to be resistant. 
That actually makes good microeconomic sense. 

So, all this implies that you should never expect high status Goliaths to help low-status Davids to kill them. 
You just shouldn't expect things like that to happen. But it did. It did happen in the U.S. government. 

The Intelligence Advanced Research Projects Activity [IARPA], which is the R&D branch of a way-over-
$5-billion plus per-year bureaucracy, has funded a set of upstarts at about $5 million per year, and has 
engaged these upstarts, in a level playing field competition to see who could assign better probability 
estimates to events of interest to policymakers, who of course are the customers of intelligence agencies. 

So, what happened? It's remarkable. I'm talking about a project that according to the most basic laws  
of Bureaucracy 101 with rational political actors should never have occurred. The story of why it occurred 
is one that will probably never be told. It must suffice to say this project would have been impossible but  
for the efforts of a small group of very dedicated, even visionary, civil servants, whose names I cannot 
even mention. 

That's part one: vague verbiage makes it hard to learn, makes it hard to evaluate thought leaders, pundits, 
miscellaneous consultants, and the like.  

Part two is that forecasting tournaments can accelerate learning. Forecasting tournaments are, in this 
sense, superior to business as usual. I see forecasting tournaments as a disruptive technology that 
destabilizes stale status hierarchies dominated by smooth talkers who lack foresight but who are adept  
at transforming the unforeseen into the retrospectively inevitable. 

[laughter] 

Phil:  That comes from one of our annual reports to IARPA. But you can see why the hypothetical senior 
China analyst might not like a line like that. It's a bit in your face. 



	  	  
Philip Tetlock   
The Good Judgment Project (Continued)	  
	  
The IARPA tournaments, what do they look like? In the beginning, there were five university-based 
research programs which won the competition to enter into the competition. The Berkeley…I was a 
professor for many, many years at Berkeley, and then I moved recently to Wharton at Penn…There was a 
Berkeley/Penn, a Penn/Berkeley team, there was an MIT team, a Michigan team, and so forth. We were 
competing with each other to generate better probability estimates.  

Each day the tournament was alive, our statisticians and our forecasters would generate forecast streams 
which would be submitted at 9 AM Eastern Time to the U.S. Government (and its consultancy proxies) 
using whatever methods the academics thought would work best. If you believed in astrology you could 
use astrology. You could use anything you wanted. Obviously we weren't using that. But it was designed 
to incentivize methodological innovation. I think it did exactly that. 

IARPA, over the last three years, has now posed almost 400 questions. Some of them actually do fall 
quite squarely in the financial domain, but most of them are more centrally relevant to national security. 
Questions like, Will North Korea test a nuclear weapon by “blup”? Will Mario Monti vacate the office of 
prime minister by date X? Will there be a lethal confrontation in the Crimea before date Y? Will there be  
a lethal Sino-Japanese confrontation in the East China Sea? Will there be a sovereign debt downgrade of 
country X? So, a wide range of questions. 

Running a tournament requires clearing a certain amount of scientific underbrush. There were three big 
questions we had to clear away to make the tournament work. One is we needed to demonstrate we could 
reliably measure the accuracy of human probability judgments. Second, again, we need to decide against 
which benchmarks is it reasonable to measure human beings. Should we be measuring them against time 
series models? Should we be measuring them against Bloomberg consensus panels? Exactly what should 
the benchmarks be? Should we be measuring them just against the dart-throwing chimpanzee? 

Phil:  The third question is, when we fall short of benchmarks, what can we do to augment the judgment 
skills of both individuals, teams, and organizations.  

Measuring the accuracy of probability judgments. This was a technique that was originally developed by 
meteorologists and statisticians. It is a very straightforward technique. There are many other techniques 
we could talk about for measuring probability judgments. 

The basic idea is you've got a meteorologist who is making predictions, the probability of rain. He's  
at 90 percent here, 50 percent here, 50, 80. There's an outcome. It rains, rains, doesn't rain, rains. 

Then you code reality as either zero, if it doesn't rain, or as one, if it does rain. And you use a simple 
quadratic scoring rule. You deviate the probabilities against one or zero. 

If you say, for example, there’s 90 percent probability of rain and it rains, you get a great Brier score.  
Low Brier score, it's like golf, low scores are great, 0.02. Here, you're with the dart-throwing chimpanzee, 
right at maybe maximum uncertainty. 

Here, again, same thing. Here, you say 80 percent yes, and you get again a pretty good Brier score.  
You average it all out. It comes to about to 0.28. 

When you do this over a large numbers of questions, you can get fairly stable statistical estimates of 
judgment skill that are correlated with a variety of things that are meaningful, psychologically and 
organizationally. 

If you had a perfectly accurate theory of a deterministic system, your Brier score could approach zero.  
If you were just guessing, your Brier score would hover in the vicinity of 0.5. And if you were an inverse 
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clairvoyant, and the opposite of everything you said happened, then you would have a ridiculously high 
Brier score of 2.0. 

You can break these Brier scores down into two key metrics: calibration and resolution. 

Calibration is your ability to assign probabilities that over the long term correspond to the objective 
frequencies with which those events occur. 

For those events you assign 70 percent probability to, they tend to occur about 70 percent of the time. 
For those events you assign 30 percent probability to, they occur about 30 percent of the time. That's 
calibration. That's a nuanced sense for the limitations of your knowledge. 

But, you want more than just calibration. You also want resolution. You want the ability to assign much 
higher probabilities to things that occur than to things that don't occur. I'll show you what I mean by that. 

This is an example of a forecaster who has really good calibration, because when the forecaster says 
there's a 40 percent likelihood of things happening, things happen 40 percent of the time. When the 
forecaster says there's a 60 percent chance of things happening, things happen 60 percent of the time. 
50 percent likelihood, things happen 50 percent of the time. 

The only problem is this forecaster never says anything very different from minor shades of “maybe."  
Your forecaster never moves outside the bracketed range between 0.4 and 0.6. 

This is an example of a forecaster who has wonderful calibration and very good discrimination. You can 
see all of the points are along the diagonal there. 

And, finally, this is what perfection would look like. This is omniscience or God. This would be someone, 
who as soon as the question is asked, can either tell you zero or one. "It's not going to occur, it is going  
to occur," and do it with infallible accuracy. Needless to say, nobody ever even remotely approximates this. 

What's the performance range on the Brier scale? It's zero omniscience, 0.5 the chimpanzee, and lots  
of variation in between. 

What kinds of benchmarks should we use for judging the performance of humans? That was another 
question we had to wrestle with before the tournaments. 

There were minimalist benchmarks, like the dart-throwing chimpanzee, simple extrapolation in time series 
models. More of the same. Can you out-predict a "more of the same" algorithm. 

There are moderately aggressive benchmarks for assessing performance, like the unweighted mean  
or median of the wisdom of the crowd which is quite difficult to beat. 

This was, by the way, the metric we decided to use initially in the IARPA tournament. And then expert 
consensus panels, which you guys are familiar with, like the Philadelphia Fed or the Economist Intelligence 
Unit, or Bloomberg. 

Finally, maximalist benchmarks: the most advanced statistical techniques and Big Data models, and 
beating, finally, the ultimate litmus test, I guess, for people in this room, is beating deep, liquid markets. 

How well can our best forecasters and our best algorithms do against various benchmarks? There's no 
across-the-board answer to that question. It depends on the type of problem with which we're dealing. 

It's useful to think of a predictability continuum. At the most predictable end, Foucault's pendulum. If you 
know Newtonian physics and you know a little bit about the planet earth, you're going to be able to 
predict, with virtually perfect accuracy, the motion of Foucault's pendulum. Your Brier score will be zero. 
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At the other end of the continuum, there are no experts at the roulette wheel. It doesn't matter how much 
you train, it's not gonna help. 

Finally, there's the interesting case of predicting the trajectories of hurricanes. Nobody can predict when 
and where exactly a hurricane will form. There are butterfly wings and all that kind of stuff intruding and 
producing chaos and turbulence. But once a hurricane has reached a certain level of maturity, it is possible 
to predict. 

Forty years ago, meteorologists weren't very good at it. Now they are pretty good at it. It's a success 
story. Meteorologists have become better at it, partly because the underlying science has become better, 
but also because meteorologists are in the regular habit of scoring their calibration and resolution – the 
components of the Brier score. They’re getting feedback and getting better at it. 

There's a reason why meteorologists are among the best-calibrated professional groups studied in the 
literature on expertise. They're up there with expert poker players, expert bridge players. It's a small, 
rarified crowd of people who are really super well-calibrated. 

How much can we improve foresight? When you look at the results of the IARPA tournament, we were 
able to do about 50 to 70 percent better than the unweighted average of the crowd in a control group. 

One of the things you should appreciate about what goes on in the IARPA tournament is that we run 
experiments. Forecasters are randomly assigned to experimental conditions. There's a random assignment 
to a control group. We compute the average forecast or prediction in that control group. That's the 
benchmark we have to beat. 

If we're going to say that we have a training system that improves probability judgment, it has to improve 
probability judgment above and beyond that control group. It's rather like an FDA [Food and Drug 
Administration] drug trial, you've got to beat the control group. 

We were pleased that we were able to replicate that performance now in three years, in randomized trials 
in which thousands of forecasters make predictions on hundreds of questions. 

We have a lot of data—and our margin of victory was sufficient to knock the other academic competitors 
out of the competition after the second year, and it puts us in direct competition now with our own 
prediction market, run by inkling, and in indirect competition with predictions emerging from the 
intelligence community itself. 

We now know that we were even were able to do better than experts with access to classified information 
because David Ignatius wrote a story in the Washington Post in 2013 in which he revealed that, according 
to his sources, our best forecasters and best algorithms were able to do about 30 percent better than the 
forecasts being generated within the intelligence community. 

I think that's pretty amazing. NPR [National Public Radio] ran a story on it, with a terribly tacky title “Are 
you smarter than a CIA agent?”—and that triggered a veritable avalanche of new volunteers. They featured 
one of our very best forecasters, a pharmacist in Delaware, who was tracking Syrian refugee flows. The 
story went viral. 

From my point of view, what we've learned over the last three years is there are four categories of drivers 
of superior performance. We know this with unusual confidence because of the experimental nature of the 
design. These are rigorous, controlled experiments. These aren't just correlational designs. 
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We know it's important to get the right people on the bus, because we can compare our control group  
to other control groups. We know we had a little bit of success in getting smarter, more open-minded 
forecasters. We had better, raw human material. 

We know about the benefits of interaction, experimentally again, because we can assess it against  
a control group. 

We get about a 10 to 20 percent boost. Forecasters do better when they're working either collaboratively 
in teams that are structured in certain ways we could talk about, or competitively in prediction markets.  

We've been able to design training modules that improve judgment in the range of 10 percent. These  
are cognitive de-biasing exercises. 

Finally, our statisticians have done a wonderful job in developing algorithms, weighted averaging  
algorithms that give more weight to our better forecasters, and then "extremize." I'll explain the logic of 
extremizing in a minute. 

Turning to the algorithms, the classic wisdom of the crowd generalization is that the average forecast 
tends to be more accurate than most of the individuals from whom the average was derived. 

That's, of course, the famous Galton ox story that was popularized by James Surowiecki, and there's a lot 
of truth to that. We replicate that finding over and over in various forms. 

The Good Judgment Project does not use unweighted averaging. Our statisticians have found it's much 
more effective to use weighted averaging. We give more weight to higher IQ, more open-minded 
forecasters who have better track records. Plus we add something that is somewhat controversial, we 
called an "extremizing parameter." I'm going to explain what that is. 

What the transformation parameter does is, at 0.5, it's equal to the actual expressed probabilities, but it 
extremizes, so it turns 0.6 into about 0.72, and 0.4 into about 0.27. It extremizes. 

It looks like this, mathematically. It's a log-odds with shrinkage plus noise. There's a key parameter here. 
It's a, parameter a. That determines the amount of the transformation. 

The amount of the transformation, according to our statisticians – I think they've made a very compelling 
case for this – depends on the sophistication and diversity of the forecaster pool. The more diverse the 
forecasting pool, the more extremely you can extremize. 

I'll give you a thought-experiment example. Many of you have probably seen the movie Zero Dark Thirty,  
in which James Gandolfini, the late actor, played Leon Panetta when he was Director of the CIA [Central 
Intelligence Agency] at the time of the operation to target Osama Bin Laden. 

There was a debate inside the intelligence community about whether Osama Bin Laden was living in  
a particular compound in the Pakistani town of Abbottabad. In the movie…and Hollywood manages to get 
things deeply right and deeply wrong, simultaneously, it’s interesting how they manage to do that, but 
that's art, that's the art part of the art and science… 

[laughter] 

Phil:  They're around the table and the director says, "What's your best probability estimate of this?"  
Each of the advisors gives an estimate. Just assume – the movie doesn't unfold like this – but assume 
that Panetta's advisors, each of them says to him, "0.7, 0.7, 0.7." Sounds like the answer is 0.7. 

If the advisors were clones of each other, the answer would be 0.7. 
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But if one of the advisors is drawing on human intelligence, another on satellite intelligence, another on 
some other form of intelligence, if they're drawing on very different forms of intelligence, and each of them 
is reaching a 0.7 conclusion, what's the right answer? 

We don't know exactly. There's no mathematical answer to that, but you have a pretty strong intuition now 
that it's more than 0.7. 

That's the intuition the extremizing parameter captures. 

The art and science, what should this extremizing parameter look like? 

You could create an extremizing parameter that's so extreme that as soon as you go up to 51 percent, you 
go to one. As soon as you go to 49 percent, you go down to zero. That actually works to some degree, 
but not as well as this. The more moderate extremizing parameter is a better way to go. 

Let me say a few words. I mentioned superforecasters. In the IARPA tournament, we take the top two 
percent of our forecasters and we assign them to elite teams. They work with each other in teams of 12. 

Last year, we had about 10 teams of 12 superforecasters working together. They have performed 
phenomenally. 

The superforecasters are the only method of generating probabilities that comes close to beating the log-
odds transformation I just described to you. 

Human beings cannot beat this transformation. But the supers give it a run for its money, which I think is 
quite remarkable. 

The supers are also better than all untransformed sources of data in the IARPA tournament. They're better 
than the unweighted average of the wisdom of the crowd, better than average teams, and better than the 
prediction markets. They're better than the aggregated top teams. They are a force of nature. 

Of course, the question you're all asking is "When are they going to fall down to the ground? When is 
regression toward the mean going to kick in?" I don't know the answer to that question, but I think there  
is going to be some regression. 

Individual supers do regress to some degree toward the mean. Somehow the superforecaster teams have 
been able to resist that thus far. But I'm fully aware that there is a large chance component to the events 
that we're trying to predict in the IARPA tournament, and that regression toward the mean is a real 
process here. 

But there is a skill component as well. And as Michael [Mauboussin’s] recent book underscores, the 
amount of regression toward the mean you should expect is going to be a function of your intuition about 
the ratio of importance of luck and skill. 

The more you think it's just luck, the more you should expect very rapid regression toward the mean.  
The more you think it's skill – the less you should expect—and right now, we're finding a substantial 
amount of skill. 

Here's another illustration of how super the supers are. These are called, in engineering, receiver 
operating characteristic curves. They refer to the ability of a perceiver or observer to achieve a really high 
hit rate at a low cost in false positives. 

Again, the more godlike you are, the more capable you are of predicting all economic recessions, up to 
one, up to perfection, at no cost in false positives. It would be a perfect ROC, omniscient. 
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The supers are way, way better than top teams, top individuals, and others. It's quite remarkable how  
well they manage to do on the ROC curves. 

One of the big key takeaway lessons from tournaments: forecasting is a skill grounded in cognitive styles 
and abilities. This has implications for personnel selection. There are tests you can use to select people. 

Forecasting is a skill that can be cultivated across a broad swath of your workforce. It can be done learning 
by doing, simply participating in tournaments, becoming increasingly granular, learning how to distinguish 
40/60 from 60/40 propositions with repeated practice. It can be done through cognitive de-biasing 
exercises. 

It can be done by assigning forecasters to teams that have learning cultures. There's another talk that 
could be had about how exactly you organize teams to make them work as effectively as they have in the 
IARPA tournament. 

Finally, and very importantly, well-designed algorithms for distilling the wisdom of the crowd can produce 
substantial boosts in accuracy. They are, statistically, our biggest effect. 

But tournaments cannot deliver miracles. You all know that. You might be thinking already, "This is too 
good to be true." 

I'm not claiming to be a modern day Nostradamus. I think we want to steer clear of the looking-for-
forecasting-superstars fallacy. I think the biggest mistake that consumers of forecasting products make is 
looking for visionaries. 

If someone promises you a 90 percent hit rate on geopolitical, geoeconomic questions, the right question 
to ask is, "What's your false positive rate and who can independently verify the claims?" I think those are 
very reasonable questions to ask. 

In a stochastic world, high hit rates always come at some price in false positives. That's true for our 
supers, that's going to be true for anybody else. That's like the old joke about economists having predicted 
11 of the last 5 recessions or whatever. 

Can we improve your vision? How relevant is this to the people in this room? There, the devil is going to 
lurk in the details. 

First question, how close are you already to the optimal forecasting frontier? 

If you're convinced that you're already close to the optimal frontier, there's really not much reason for you 
to be interested in trying to improve foresight. The cost benefit equation, there just isn't much payoff. 

You might think that you're at the optimal forecasting frontier even though you're only doing slightly better 
than the dart-throwing chimpanzee, but that's because you're working in such an extremely different 
environment that nobody can do much better than a dart-throwing chimpanzee. 

You might think that you're close to the optimal frontier because you're considerably above that. You don't 
know where the optimal forecasting frontier is however, until you run forecasting tournaments and run 
experiments and assess whether or not it is possible to get some incremental accuracy. Otherwise, you're 
simply taking it on faith. 

It also hinges on whether your forecasters have the right mindset and the right types of team support. 
Both are crucial. 
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What is the right mindset? If you as a forecaster subscribe to the theory that it's predominantly luck  
or subscribe to the theory that it's predominantly innate ability – it’s like g, it's hard wired into your genes, 
general intelligence – if you subscribe to either of those theories, there's very little incentive for you to 
invest in improving foresight. 

The people who improve are the people who believe that it's possible to improve. There is an element  
of self-confirming prophecy here. It's real and it's worth thinking about. 

The team support is also a crucial factor because this is hard work and having support from teammates  
is valuable. 

Another factor is how does management balance process versus outcome accountability in evaluating 
employees. This is a big issue in management literature. 

In the intelligence community, it is gospel that you don't hold the analyst, the lower level analyst 
accountable for errors, getting it wrong, if they went through the right processes. 

If they have a good process score in constructing their reports and they're wrong, they don't get nailed. 
The Director of the CIA might get fired, but the lower level analysts are insulated in a process 
accountability system. They think it's fair. 

It's like a contract between the employees and the organization. You follow these best process practices 
and we will indemnify you against the stochastic nature of the environment. That's the solution they have 
arrived at. 

Unfortunately, that solution can ossify into bureaucratic ritualism and box checking in which analysts can 
anticipate what managers want to hear and the managers want to get things done fast, and the process 
accountability can degenerate quite rapidly. 

Our research suggests that the best way to get the best out of your employees is to experiment with 
hybrid process outcome systems where you want to hold people accountable for best processes, but you 
also want to hold them accountable for innovating and finding solutions beyond the existing process 
recommendations of the organization. Exactly how you balance that, I call it a nasty trade-off. It's a tough 
one. 

Then, also whether your statisticians know how to design algorithms and tailor them to the sophistication 
and diversity of your forecasting pool. High-ability, high-diversity pools, you have some substantial warrant 
for extremizing. 

In my view, this is unglamorous, but optometry trumps prophecy. It's a bit like this. It's a bit like looking  
at the Snellen eye chart. You gradually become a little bit clearer, and how much clearer you can become 
is obviously going to hinge on the nature of the forecasting environment within which you're working. 

GJP's methods can improve foresight using experimentally tested tools, personnel selection, training, 
teaming, incentives, and algorithms. Those are the things that work. 

The limits? GJP's methods are not perfect. We can't get anywhere close to zero and one and the god-like 
omniscience I showed earlier. On average, GJP's best methods assign probabilities between about 24 and 
28 percent to things that don't happen and probabilities of 72 to 76 percent to things that do. It's a lot 
better than 50/50. It's much short of god or omniscience. 

OK, last section, Part Four, the next steps in advancing knowledge. I think we've learned some things 
about how to do forecasting tournaments better. I think the second generation of tournaments that we've 
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been talking about running with IARPA and the intelligence community, and maybe with private-sector 
entities as well, these are the things I think they should focus on. 

The quality of questions as well as the quality of answers – what does it mean to generate a good question 
for a forecasting tournament? We talked about that a bit. 

The accuracy and judgments of tail risks as well as your judgments of mainstream risks, the Nassim Taleb 
critique of forecasting tournaments.  

And finally the performance of humans versus models versus hybrid systems, on which I hope that IARPA 
will decide to launch a new tournament. I don't know that for sure. 

Populating tournaments with better questions. Tournaments require rigorous and resolvable questions like, 
"There will be a Sino-Japanese clash in the East China Sea with 10 or more dead." There needs to be 
something very, very specific, a specific downgrade, a downgrade from this to this. You don't want room 
for after-the-fact wiggle room about who was right and who was wrong. 

Forecasting tournaments ideally have that kind of clarity, but rigorous questions aren't often the questions 
that top policymakers most care about. Top policymakers are less interested in whether there's an 
accidental clash in the East China Sea that kills some people than they are in what are Chinese 
geopolitical intentions? How far do they intend to push on various fronts? 

It's very hard to ask the question, "Have Chinese geopolitical intentions become more confrontational?" 
and then come back in a year and say, "Ah, you were right, and you were wrong." It doesn't work  
very well. 

So, we need to bridge the gap by developing what we call multiple mini-indicators of big issues and 
triangulating. We call these things Bayesian question clusters. We have many, many questions, each 
targeting a big policy issue. While trying to become more aggressive, we had a set of questions this year 
about whether the Chinese would interdict a U.S. naval vessel, a big issue. It actually happened. It didn't 
make the news though.  

A Sino-Japanese conflict, South China Sea fishing conflicts with Vietnam and the Philippines, the 
Japanese prime minister visiting a World War II shrine. Will China sell a UAV [unmanned aerial vehicle] to 
another country, and the conflict between China and the Philippines over the Second Thomas Shoal. Each 
of these is a manifestation…if all these questions resolved in the confrontational direction, that would tip 
the policy debate somewhat toward the view that China is becoming more confrontational. 

That's one way of going, improving the quality of the questions. The other way of going is creating more 
tail-risk sensitivity and addressing what I think of as the “Nassim Taleb question.” 

I consider Nassim to be a friendly critic. Actually he and Michael [Mauboussin] once jointly visited a class I 
was doing out at Columbia many years ago. Nassim has some very good grounds I think for being 
skeptical of all this. 

Imagine the superforecasters tell us that there's a four percent likelihood of a Sino-Japanese clash 
claiming 10 or more lives in the next 16 months or some such time period. That's interesting, but it's not 
all that reassuring. It doesn't tell us what's the likelihood of not 10 dead but how about 1,000 dead or a 
million dead, World War III, extreme tail risks. 

We need to develop forecasting tournaments that are more tail-risk sensitive. We need to develop 
indicators that are sensitive to skill in tail-risk domains, which is extremely difficult because assessing the 
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accuracy of probabilities in the 0.00001 range arguably would require forecasting tournaments that would 
last tens of hundreds of thousands of years, which may be even beyond Ray Kurzweil's lifespan. 

[laughter] 

Phil:  More tail-risk sensitivity. Here are the two workarounds we have for that right now: by helping 
forecasters learn to make subtler distinctions, and by helping managers to pose more probative questions. 

Learning to make subtler distinctions, I'm going to revisit now the theme on training. 

We've been developing techniques for training people to become more logically consistent in their 
judgments of tiny probabilities because we know from the cognitive psychological literature that people are 
really bad at dealing with very small probabilities. Estimates of low-probability events are, to put it very 
kindly, inconsistent. They are often wildly inconsistent. 

You ask people a question like, "Chance of someone who drives one hour per day having a crash above 
the insurance deductible in one day versus 10 years?" What they'll typically do is they'll underestimate the 
probability in 10 years. Then they'll overestimate the probability in one day. 

They'll often give probabilities in one day that would imply they would have many accidents in the 10-year 
period. This is a hard thing to learn how to do, and people need to be trained how to do it. 

We obviously can't pin down the probability of World War III or whatever other extreme tail-risk events, an 
epidemic or whatever it might be. We can't do that, but we can design exercises that make forecasters 
more logically consistent and less prone to biases such as partition dependence. 

One of the things about tail risk is that people underestimate it until the tail risk is called to their attention, 
at which point they grossly overestimate it. So it's very, very difficult to get it right, between oblivion and 
hypersensitivity. How do you strike that balance between oblivious and hypersensitive? 

Learning to pose more probative questions: that's the other way of making tournaments more tail risk 
sensitive. Probative means here shedding light on unobservable tail risks. One way to do it is developing 
early warning indicators of scenario trajectories. So the sort of thing with China, if China really were 
becoming extremely confrontational, what sorts of things do subject matter experts tell us we should be 
observing in the next 12 to 18 months. Developing questions of that sort. 

Another very interesting and subtle way of finding out who's better and who's worse with respect to tail 
risks, is by asking people not just to make predictions about events, but to make predictions about the 
predictions other people are making. This is a technique I owe to one of our collaborators in GJP, Drazen 
Prelec at MIT developed a technique called Bayesian truth serum. 

It turns out the people who are better at predicting other people's predictions are also better at predicting 
the event of interest, and therefore you have a good basis ex ante, for knowing who's going to be a better 
predictor, because you know immediately who's correctly predicting other people's predictions. It's also 
helpful to be making predictions not only about other people's predictions now but other people's 
predictions in the future. So someone who said a year ago that consensus opinion was that Russia would 
be more confrontational a year later, like now, would obviously have hit a bullseye. 

Once we know which forecasters are better on these logical consistency tests, and the forecasters who 
are better at predicting early warning indicators and better at predicting others' predictions, once you've 
got that information then I think you have a statistical basis for giving greater weight to certain types of 
people in tail risk-style tournaments. You don't have to wait 10,000 years necessarily. 
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But how much uncertainty are you reducing? The amount of vision, the amount of clarity you can get on 
tail risk is always going to be extremely limited. You might be moving from totally blurry to just a slightly 
less than totally blurry. That's the right way to think about it on the eye chart continuum. 

I'm going to close by dispelling some false dichotomies. How do you think of accuracy? Most people think 
you're either right or wrong. 

The right way to think of it, according to the Good Judgment Project, is that you should think about it as  
a continuum. How do you explain accuracy? Most people think luck or skill, and as Michael [Mauboussin] 
pointed out, you should think about it as a continuum. There's a luck-skill continuum. What are the 
underlying sources of skill? Nature versus nurture? Again, that's not the right way to think about it. It's 
nature and nurture in various combinations. Fluid intelligence does have a genetic component to it, that's 
true, and it's important for forecasting accuracy. 

But there are all sorts of things that are under your control that can also produce greater accuracy. So it's 
not all or none. 

So how are we different from some of these other people who are in the public limelight? First, Daniel 
Kahneman, who's an old colleague of mine from Berkeley, as well as a mega-famous guy now, humans 
have cognitive shortcomings. That's the essential Kahneman argument. In fact, these are virtually universal 
cognitive shortcomings. 

They're very close to hardwired into our perceptual cognitive apparatus. We agree with Danny that there's 
a lot of bias, but we're more optimistic about the feasibility of improving judgment. If there's daylight 
between our positions, it's there. We're more cautiously optimistic about the potential for improvement. 

Nassim Taleb says the world is radically unpredictable, so tournaments that lead people to think it  
might not be radically unpredictable are a disservice rather than a service. We agree that there's a lot  
of radical unpredictability out there. But we also see a key role for probabilistic foresight in helping 
institutions prioritize. 

To use Nassim's terms about anti-fragilizing institutions, anti-fragilizing banks or other institutions is 
extremely expensive. So you have to set priorities, and when you set priorities, you need probabilities.  

Then finally, someone else you may have heard of, Bruce Bueno de Mesquita, who's at NYU, wrote the 
book The Predictioneer's Game, and has a moderate size consulting firm: Analytical tools, game theory 
tools, can predict the future.  

We think there's some truth to that. But we think that you don't need to construct really detailed game 
theoretic models for each problem, that you could deliver levels of accuracy comparable to what he can 
deliver much more cheaply using tournament methodologies.  

That is where I position myself in this space. There are obviously other people we could have compared 
ourselves to, but I've talked a long time, so...we should open things up for questions. Yes? 

Question:  How would you apply this in an investment setting? So you have a team of analysts, portfolio 
managers, and you set up a tournament some way to have them make varying forecasts, and then how 
would you implement that in our world? 

Phil:  I would say that exactly how you implement it is going to be a function of what top management 
considers to be the decisions that are sufficiently probability-sensitive that they're worth including in a 
tournament. If there are domains in which managers say, "Boy, if we had a better bead on these 
probabilities, it would influence this investment strategy, or if we knew that Janet Yellen was really 
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extremely dovish rather than just moderately dovish, that would influence what we would do with bup,  
bup, bup." 

I'm not the finance guy. I would defer to you on how you would do that, but I think tournaments work  
best if senior management believes that there are categories of questions that are sufficiently 
probability-sensitive, that it's worth the investment to set up a tournament. Again, the need for better 
questions—and for setting up competitions to generate better questions as well as better answers.  

Yes? 

Question:  How are the superforecasters judged up front? In other words, how do you identify them?  
And second, what were their characteristics – in thinking of hiring these types of people, what 
characteristics do you look for? 

Phil:  Some of them are Wall Street analysts. There are two domains that are overrepresented among 
superforecasters, geographically and professionally. I would say they are Wall Street financial professionals 
and Silicon Valley programmers. There are lots of other people who are supers too. There’s the Delaware 
pharmacist, and there are all sorts of eccentric people scattered across the country who are interesting 
and very talented. 

But what do supers look like? They were the top two percent in a given forecasting year. They got the 
best Brier scores, a very simple rule for choosing them. Then they get to work with each other, and they 
love to work with each other. One of the supers said upon being assigned to a super team he said, "Oh, I 
thought I was the only intelligent person in the tournament!" These supers are elitist. 

[laughter] 

Phil:  They are unapologetic elitists, and this is a pretty elitist strategy we're using here. They score better 
on fluid intelligence, they score better on crystallized intelligence, they score better on cognitive style. They 
don't treat their beliefs as precious possessions. They treat their beliefs as testable hypotheses. They're 
intellectually agile. They've got quite a bit of crunching power. 

And they believe this is a skill that can be cultivated. You could have all the intelligence and cognitive style 
prerequisites a superforecaster has, but if you believe that it's essentially luck or it's essentially hardwired 
ability, there would be very little reason for you to invest the effort required to cultivate this skill. 

Unfortunately, I didn't bring the graphic that Michael [Mauboussin] has seen before. It was a test that was 
developed in the 1930s. The militaries in World War II latched onto it as a basis for distinguishing farm 
boys who have officer potential from farm boys who just go directly into the infantry. The Soviet red Army 
also apparently used it—or so I have heard. 

It was an officer potential measure that doesn't depend on literacy. You don't have to be able to read, 
really. All you have to do is look at the patterns, see how the patterns are evolving, and make a prediction 
about what the next pattern will look like based on the generative rule that was causing the evolution of the 
previous patterns. This is called "Raven's Progressive Matrices." It's a classic measure in the psychological 
literature. It works. 

I think it works as well as it does in our tournament because our questions are so extremely 
heterogeneous. Look at the enormous variety of questions we're asking. General intelligence does play a 
bigger role. 

If you were running a tournament in a more concentrated domain, general fluid intelligence would become 
less important and crystallized would become more important. 
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Question:  How old is the forecasters group, on average? 

Phil:  That's interesting. There is a significant group who are early retirees who are looking for things to 
do. Relatively affluent early retirees are overrepresented. But I would say the average age is probably in 
the late 30s—and the median a bit lower.  

Question:  What makes them continue to operate well and not become dysfunctional and disagreeable? 

Phil:  We give them some guidance on how to interact together in teams, the old Andy Grove constructive 
confrontation mantra – “How to disagree without being disagreeable." Some of the superforecasters, their 
social skills are not that great. One superforecaster team did crash and burn this year, actually. But, 
overall, they really did well. 

We give them guidance on how to do this. We give them guidance on a technique called "precision 
questioning." We give them guidance on how to get along with each other, how to be supportive of each 
other and not to be destructive, how to be constructively critical rather than destructively critical. I think that 
training does help. 

They're really attuned to the dangers of groupthink. If there's any danger in the super teams, it's not really 
groupthink as much as it is destructive competition. But, for the most part, we've been able to keep that 
under control.  

Let's see. Yes? 

Question:  What explains the performance of the intelligence community, which has better information? 
Four average forecasters with better data to work with should do better than a superforecaster. 

Phil:  That's a great question. If you were to ask some people in the intelligence community, they would 
say, "That's because we haven't begun to fight. We weren't taking you seriously. And if we ever did take 
you really seriously, we would kick your butt." That's one reaction. 

Another possibility is that the parts of the intelligence community we're dealing with is not accustomed to 
using quantitative probabilities. It's just taking time for them to get accustomed to doing it. 

Question:  Is this an overconfidence in the data? Do you think overconfidence is doing that? 

Phil:  That's another explanation that's been offered—by David Ignatius. It's that the intelligence analysts 
are overwhelmed by classified information of dubious usefulness. It's a signal/noise problem. It could be 
that our forecasters have the benefit of not having classified information, rather than the liability.  

Yes? 

Question:  What other biases lead to bad forecasts? Think about the first of January – people think all 
these things are going to happen, a lot more than probably do in a typical 12-month period.  

Phil:  Yes. There could be a very simple heuristic that spares our better forecasters from that error. It is a 
base rate heuristic that change is a lower probability outcome, on average, across thousands of 
forecasting problems. 

There is a tendency to exaggerate the probability of change. It's also a more interesting forecast. And 
forecasters want to be interesting. There are incentives operating that encourage probabilistic inaccuracy. 

Question: When there are no base rates at all, when you're dealing with a pure sui generis, unique event, 
what can the forecasters do? 
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Phil:  Well, as Michael [Mauboussin] said about the classic Kahneman and Tversky paper, the only thing 
that's left is inside view. You're going to have to draw on causal principles. You say, "There's nobody who 
resembles this person in history." 

It's very hard for me to imagine, by the way, that something is totally unique. Even for extremely 
idiosyncratic events, it's typically possible for our best forecasters to cobble together a reasonable  
base rate. 

But in the cases where no base rate comes to mind at all, you will be required to rely on the inside view 
and causal generalizations that plug into the inside view. Maybe causal generalizations from game theory 
or from of some other body of theory in social science. Then the question is, "What kind of forecast does 
that lead to?" But you would have to rely on pure causal reasoning in that scenario. 

My experience is that's a little dangerous. But it is often essential. Certainly, it is true that our forecasters 
weave together statistical and causal reasoning all the time. 

Question:  You talked a lot about the value of diversity in bringing together the forecasters and then  
the weighting schemes. Can you talk a little bit about the savvy metrics or attributes you look for in finding 
diversity across the forecaster groups? 

Phil:  When I use the term "diversity," I'm not using the term "diversity" in the way human resources in 
your organizations use diversity, which is more of a legal construct having to do with protected groups and 
discrimination. I'm using diversity in the sense of functional diversity or substantive diversity. 

How many points of view on China are represented around the table? What are they? Are there people 
around the table who know Chinese well, that are following the Chinese media in depth, who have lived in 
China? Are there people who have known people on the Chinese Central Committee? Things like that. 

Question:  You get these people who want to become forecasters. Is it like a trial and error to figure out 
how diverse they are, or are there questions you can ask? 

Phil:  This is a great question. Diversity makes our statisticians tear their hair out because they know it's 
important in determining how extreme the extremization algorithm should be: what value should A take in 
that formula. They know that's really important logically and mathematically. They haven't been able to pin 
down the specific attributes of forecasters that are essential for diversity in different domains. 

I think that's because the questions are so heterogeneous. As we move toward a model where we have 
question clusters, a big, big question cluster on China, we'll be able to define diversity more meaningfully. 
But they flit from China to Myanmar, to India, to Greece. It's very difficult. It's a work in progress.  

Question:  Can you discuss how Nassim Taleb’s views on path dependency fit in here?  

Phil:  Part of Nassim's argument is deeply philosophical. Take the argument you see nowadays between 
people who think there's an analogy between 1914 and 2014, the Anglo-German rivalry that preceded 
World War I and the Sino-American tensions today. You have rising power in Germany and China. You 
have an entrenched power in England or the United States. 

The claim is that there's a causal law operating here. You look through history all the way back to Sparta 
and Athens in the Peloponnesian War. You see a pattern in which a rising power coming up against a 
hegemon, a dominant power, that the likelihood of war goes boom. Therefore, the likelihood of something 
really nasty happening in Asia is way up there. 
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Now, the path dependency argument that you mentioned here is a very interesting one. Imagine I think 
that World War I was not inevitable. I think World War I was a fluke that occurred because some crazy guy 
shot the archduke in Sarajevo. And if you were to rerun early 20th century history a thousand times, World 
War I would emerge at most once. 

If I'm an extreme path-dependency person like that, I'm not going to be too impressed by the analogy 
between 1914 and 2014. I think 2014 is just very different from 1914. 

The assumptions you make about counterfactuals and path dependency play a pivotal role in how you use 
historical analogies, which play a pivotal role in how you generate predictions on China. Does that make 
sense? 

There's an assertion-to-evidence ratio problem here. Nassim does make a lot of assertions, but the 
amount of evidence for some of the assertions is not as great as you might hope. Some of the claims he's 
making are of rather sweeping, philosophy of history character. 

Question:  Path dependency could be very important to the financial markets, for example. You might be 
approaching an event, but you could go in one direction or the other. All of a sudden, all the versions come 
into play, from this direction and another one from that direction. That's the sort of problem that we often 
deal with in the financial markets. 

Phil:  I see a lot of argument among my economist friends about the importance of path dependency.  
The economists, for example, say the Flash Crash, [snaps] it's gone. What's the lasting legacy of the 
Flash Crash? They see markets as very self-correcting, as in general-equilibrium models. 

Whereas others, like Nassim and many other people who think about history, see it as much more 
path-dependent. I don't know what the distribution of opinion in this room would be about markets and 
path dependency. 

Question:  Can you talk about this idea that more narrow domains...Is this a transferable skill? Somebody 
who does well at predicting sports can also be the better predictor in markets, can be the better predictor 
in weather? Is it agnostic to the domain, or not? 

Phil:  My earlier discussion about general intelligence, the importance of general intelligence as a predictor 
of performance in an extremely heterogeneous question tournament of the IARPA sort, implies that there 
is a foresight g, to some degree, yes. 

But the evidence that we have that is cultivatable--through practice, training, and teaming--suggests it's 
not so much a g as it is something that's going to be domain-specific. The things you really care about, 
you're going to get pretty good at. I think there is some generalizability, but I think there are also pockets 
of extreme domain-specificity. 

Question:  Can you talk about some de-biasing techniques, in the context of tail risks? Are there  
de-biasing techniques that are applied more generally you can tell us about? 

Phil:  The most basic de-biasing technique is to find the right reference and comparison classes before 
you make a prediction. What kinds of situations are similar to this situation, from the past? When multiple 
comparison classes come to mind, then you probably do some kind of averaging or weighted averaging of 
those comparison classes. That then becomes your initial probability estimate, and then you go into the 
details of the inside view of the case. That works pretty well as a rough, first approximation for predicting, 
say US GDP [gross domestic product] growth. 
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It may work well in what we call the 10/90 domain. For a question to make it into the IARPA tournament, 
subject matter experts have to consider that it's at least 10 percent likely, but not more than 90 percent 
likely. They want them to be somewhat difficult. Our tournament has deliberately excluded tail risks. That's 
one of the reasons I emphasize the importance of a tail-risk focus for second generation tournaments. 

Question:  Is there any correlation between two predictors and what people refer to as the autistic 
spectrum? 

Phil:  You mean more Asperger-ish than autistic? 

Question:  Yes. 

Phil:  My guess-timate: Not very high. It may be slight, but not very high. By slight, perhaps a correlation 
coefficient of 0.10, 0.15. That's just a guess. My hunch is that you're onto something, but it's small. 

Audience Member:  I was a participant in the most recent Good Judgment Project. 

Phil:  Oh, thank you. 

Question:  There were basically two elements to making a good prediction – your initial prediction and 
updating your view. Could you talk about the relative importance of these two things? 

Phil:  Lots of complicated issues having to do with timing, updating, and updating through time. Here's 
what I can say. I could say that when you look at the correlates of accuracy for judgments made when 
questions were first asked, in the middle phase of the questions, and in the final phase of the questions, 
they're more or less identical. 

It doesn't make a big difference. Accuracy correlates are remarkably consistent, across periods of the 
forecasting window. 

Question:  If we look at the process of assessing probabilities, one of the factors you emphasize is 
open-mindedness, a willingness to reassess one’s views. Do you see a different pattern in this process for 
superpredictors compared to other predictors?  

Phil:  They are disciplined belief updaters. Supers actually show less volatility in their probability 
judgments, over time, than regular forecasters do. They update more often, but they update by smaller 
amounts, which I think is consistent with this idea of greater granularity of superforecaster judgments. 

I told you about the old Amos Tversky joke, that people only distinguish three levels of probability. When 
you look at the national intelligence estimates, the National Intelligence Council, which does the top 
estimates for the government, they distinguish seven levels of probability. 

Our supers are distinguishing about 20 levels of probability. People on the NIC, the National Intelligence 
Council, are perfectly capable of doing this as well, but they're not using the right measurement tools. 
When I say our supers are distinguishing about 20 levels of probability, that's the equivalent to about 0.05, 
0.10, and 0.15. 

How do I know that? We know it because when you round off their forecasts, there's degradation of 
accuracy. It's not that the superforecasters are making silly distinctions when they're using intervening 
numbers. They're actually doing a reasonable job of improving their accuracy. 

It's a very interesting measurement question of how many levels of uncertainty people are capable of 
distinguishing in different problem domains. Everybody in this room can obviously do better than three. 
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In a game like poker, where you get very rapid feedback, and you a have a well-defined sampling universe, 
you can probably get poker experts who can go to 0.5013. Certainly the poker computers can do that. 
Probably you'd have to be very Asperger-ish to be able to go that far. 

In some domains, I think people can become super-granular. In others, granularity is harder to achieve.  
It's a cost-benefit question for you guys. How valuable is it to you to invest in becoming more granular in a 
particular content domain? But granularity is definitely a strong correlate of accuracy, much stronger  
than Asperger's.
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Caroline Buckee  
Novel Ways to Understand How Disease Spreads 
 

 

Michael Mauboussin:  Welcome back, everybody. Certainly one of the fascinating questions of our time 
is understanding how things, including fads or fashions, investment ideas, and of course, diseases, 
propagate across a network of interconnected agents. 

Our next speaker, Professor Caroline Buckee, is doing some fascinating work to gain insight into this 
question. As she does so, she has the potential to save hundreds of thousands of lives in the process. 
Caroline Buckee is an assistant professor of epidemiology at the Harvard School of Public Health. Her 
work focuses primarily on understanding the dynamics and evolution of malaria and other diverse 
pathogens. 

I first met Caroline at the Santa Fe Institute where she was a postdoc and an Omidyar fellow. She had the 
opportunity to explore some theoretical approaches to this problem in a very multidisciplinary setting. There 
are a couple specific things about Caroline's work that really excite me. 

First is that by transcending disciplinary boundaries and utilizing novel data sets, Caroline and her 
colleagues are developing deep insights into the spread of disease. It's the interaction between models, 
computing power, and data that are improving our understanding of this tricky set of problems. 

Second is that this research, as you'll see, has the potential to save lots of lives. The work is, of course, 
inherently interesting as it'll illuminate the processes by which these things spread, but at the same time,  
it can truly inform in a very important way, public policy. 

This is a cool melding of theory and practice. Please join me in welcoming Professor Caroline Buckee.  

[applause] 

Caroline Buckee:  I'm at the Harvard School of Public Health in the Department of Epidemiology and in 
the Center for Communicable Disease Dynamics. Actually, we recently participated in the flu forecast 
tournament for this last season, and members of my group won that, where you have to predict the timing 
and size of the flu epidemic each year. So we're starting to do these kinds of forecasting exercises as 
well. 

What I want to talk about are the populations that I'm most interested in, which are among the poorest 
communities on the planet. Specifically, children. And so this handbook [refers to “Where There is No 
Doctor”] has been translated into tens of different languages, and it's invaluable in the field, where 
essentially if there's no medical care available, this has the answers to everything you might want to know. 

As an epidemiologist, we think on a population level and we try and understand the spread of disease 
through populations. And so what we're concerned about is how we try and fill the knowledge gaps where 
there’s no data. 

In most places in low-income settings, when we talk about epidemiological data, we’re really thinking 
about people getting into Land Rovers and driving through the mud and going and asking people surveys 
and taking blood and these kinds of things. I think that this is the gap where big data and digital data can 
really have a massive impact for public health. The danger is that there’s too much hype and there’s no 
research question. 

I think that the analogy has been made that big data is like searching for a needle in a haystack, and my 
colleague suggests that maybe it's like searching for one needle among a giant pile of needles, and you 
need to understand which needle you want and why you want it. Without that, without good methods, 
you're lost. 
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I'm going to talk about some of the projects that we have to try and understand where big data fits in 
infectious disease epidemiology. Just to place this in context, I think one of the most important and 
interesting places that epidemiology is changing is in understanding human behavior patterns and 
specifically migration and mobility. 

The extent of travel that each individual undertakes in their lifetime has changed enormously over the last 
couple of generations. This study just tracks the lifetime extent of movements in four men from one family 
for four generations. 

So here's the great grandfather, and he went on the order of tens of kilometers. The grandfather went to 
a couple of counties in the U.K. The father went to regions within Europe. And of course, we're all familiar 
with these travel patterns – we quickly migrate globally now. What that means is that we are a globally 
connected world, and infectious diseases that emerge over here can quickly spread. 

We're all familiar with this. In 2009, there was the swine flu outbreak which started in Mexico. In the 
course of a few months, it spread globally. Now, we were fortunate that it wasn't that transmissible and it 
didn't cause that severe a disease, but the potential for global pandemics is real, and I think that we need 
to start taking these threats seriously. 

Certainly, this is a tail risk type of event, a global pandemic, but, given the frequency of emergence of 
these types of events in the last decade, I think it's fair to say that this is something that concerns us a lot. 

This is happening right now, in the Caribbean. If any of you are going on vacation in the Caribbean, we 
now have a new virus called Chikungunya that's emerging. We don't know much about this virus. It's 
spread by the same mosquito that spreads West Nile, so we are at risk of it here in the United States. We 
had our first reported case in Puerto Rico last week. So, if you're going to the Caribbean, wear bug spray. 

This is a real and emerging kind of a problem that affects everyone, but the reality is that, if you look at 
global mortality due to infectious disease, it's almost all concentrated in low-income settings in 
Sub-Saharan Africa and Asia and a little bit in South America. Infectious diseases still account for a 
quarter of all deaths, and, in children, 65 percent. 

They really represent a huge impact in terms of the burden of mortality and economics in low-income 
settings. I show this slide to my students to argue for dynamical models in addition to statistics. When we 
think about chronic diseases, like diabetes or cancer, you can imagine many people playing their own 
pinball machines. The expected outcome is the average of everybody's individual game. 

There can be stochasticities and different things can happen, but the fact is that your outcome isn't 
necessarily related to somebody else's outcome. When you're talking about communicable infections, like 
any contagion process, the outcome of everybody depends on everyone else, and there's feedback in the 
system. So you need dynamic models. And ideally, you need to understand something about the 
mechanism of contagion. 

I'm going to just walk through the workhorse of infectious disease, the susceptible-infectious-recovered 
model, the SIR model. As a mathematical model, as we imagine everything as circles, this is a population 
of people. They're all the same. There's no age structure, and it's a closed population, so we'll imagine 
that there's no births, deaths, and nobody's coming in and out. 

Everybody can be classified in this one compartment with respect to the disease. Everyone is susceptible. 
We add one infectious person to the mix, and, suddenly we have two categories of infected people. Most 
people are in this compartment. Somebody has now become infectious for whatever reason, and that 
person can now transmit the disease to others. 
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This arrow represents the flow between these two compartments, and we can start to build up a dynamic 
model that describes the change in the fraction of the number of people in each of these compartments. 
Here, the first person gave the disease to some people, and then these people passed it on, and so on. 

Eventually, the original infections, those people become immune in this example, and the dynamic 
continues. We usually model this as some deterministic differential equations, although there are 
innumerable variations on that theme. If you write down those equations and simulate the model, you get 
an epidemic curve that looks a bit like this. 

At the beginning of the epidemic, everybody is susceptible. There's an exponential growth in the number 
of infected people that peaks somewhere. As your susceptible population runs out, the disease dies out, 
and your recovered population increases and then plateaus. Although this is an incredibly simple 
framework, and the assumptions are incredibly simple, it actually describes epidemic outbreaks pretty well 
in a lot of cases. 

This is data from a dengue project in Pakistan that I'll talk more about in a minute, but this occurred 
between August and November in a population that had not experienced dengue before, and it shows this 
kind of...The colors are just different districts. 

You can see this classic epidemic curve. You get exponential growth. You get a peak and then 
presumably, your susceptible fraction is now being used up and the epidemic dies out. What we observed 
is the infected class. We don't really have a measure of the susceptible people and you can measure the 
recovered people, but it's difficult. 

Generally, this is hospitals reporting cases. That's what we have to work with. We can fit parameters and 
then we can understand some of the mechanisms behind the infectious epidemic. 

I just want to point out here that there's this perpetual trade-off that mathematical modelers face, in any 
field really. So both of these are models of cars. They're both toy cars, but this one is very complicated 
and there's a lot of detail. This one just has the very bare bones features of what a car is. It has some 
wheels that go around and it has a frame. 

The simple model that I showed you is like this. It's transparent. Your assumptions are very clearly 
encoded, and you know what the mechanisms are driving the epidemic. We can add detail by increasing 
the simulation detail. We can put people in different compartments, have births in there, have different age 
structure, have people moving around. 

There are simulations for flu in the States where people are literally encoded walking their dogs in the 
morning, going to work, what do they eat, all of this kind of thing. The question is, do you care about all of 
that extra detail? Do you want to give up the transparency and generality by having all of that stuff in 
there? 

Generally, the epidemic models that are simplest often provide the most insight. The simple models can 
lead us to some interesting threshold parameters. The basic reproduction number is this idea that's very 
general, that if, on average, the first infected person infects more than one other person, then your 
epidemic will spread. And if they don't, then your epidemic will die out. 

There's this threshold parameter R-naught, that's one of the stock parameters that we try and measure for 
an epidemic to figure out the potential for onward spread. Of course, this has analogies in Internet meme 
spread or product adoption and many other situations. 
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We want to try and think about what are the components of R-naught? How can we measure them and 
what are they that make something epidemic or not? How can we use that to predict how something's 
going to spread? 

This first parameter is, OK, if somebody coughs on me and they have a virus, what's the probability that I 
become infected? That's actually very difficult to measure and you have to know something about the 
inherent biology of the pathogen. 

We have the duration of infectiousness, so the probability of transmission given contact is going to 
increase this rate of flow. The duration of infectiousness determines how rapidly this compartment is 
diminished. We can measure this for most pathogens pretty well, once we have a reasonable sample size 
and we know what we're looking for. 

Then, we have this critical parameter, the probability of infectious contact. So that data relies on both 
infected people and susceptible people and how often they mix. 

Generally, what we are asked by policymakers and what we think about, is how can we reduce R-naught 
below one, stop an epidemic? How can we intervene? We can intervene on the infectious contact rate by 
vaccinating people. This is of course, being one of the classic, public health measures that's made a huge 
difference to our life spans. 

This is modeled and the simplest model is just by moving people from the susceptible compartment 
straight to recovered. Now, sometimes, if it's an imperfect vaccine, it doesn't necessarily move them to 
the recovered compartment, but it can reduce the probability of transmission given contact. That's also 
useful. 

We can also quarantine people and this happens naturally sometimes if the symptoms are bad enough that 
you stay home. Your contact rate with other people is going to reduce anyway. We can use education 
programs and other ways to reduce that contact between our susceptible and infected populations. Then, 
we can treat people. 

If we can identify the infectious reservoir and treat them, we can reduce the number of people in that 
category and we can therefore reduce the spread of the epidemic. 

One of the biggest problems that we have in using these types of basic models to understand the spread 
of infection is that we are lacking data on how people move around and therefore, how these contact rates 
vary spatially. 

So we look here at this study showing the spatial and temporal determinants of infection. Here we have 
spatial scale from the neighborhood scale up to within a city, regional, and then all the way up to 
international. And here we have temporal scale. These are daily movements, periodic movements, 
seasonal movements, very important in sub-Saharan Africa, long term and migration. 

The impact that they have on the spread of infection ranges from just exposing people within their local 
communities, all the way up to global spread and pandemics. But in between here, we have regional 
spread and all of the meta-population dynamics that underlie epidemic spread through a country and a 
region. 

So, where's the data gap? We have data from small-scale survey studies where you go out to a village and 
you say, "Where did you go yesterday? Where did you go last week? How often do you go there?" and 
these kinds of things. That can tell us something about the daily exposure people have in their 
communities. 
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We can also strap little GPSs to people and then see where they go every day. People do that, but it's 
limited in scope, so you can't really strap GPSs to millions of people, unfortunately. I would love to. 

[laughter] 

We have census data and we have micro census data, and these tell us about long-term movements and 
migration. Generally, the question is, "Where did you live this time last year?" That's fine, but really the 
temporal resolution is not on the order of magnitude that we need to understand disease. 

And then we have airline and shipping networks. We know kind of global connectivity through airline 
routes, but of course, those populations are going to be somewhat different than the populations driving 
dynamics at the regional level. 

In comes big data and we're all really excited. You've probably seen some variation on this graph. This is 
the number of mobile phone subscriptions over the last decade, in the billions, and of course the biggest 
increases have been in the developing countries. 

Where are we? Suddenly, we have billions of sensors on a lot of people in regions where previously, we 
would only be able to go and find out about those people if we got into a Land Rover and we drove there 
and we had teams of community health workers and so forth. 

What we're seeing from our own research is that the penetration of these subscribers in rural places and 
low-income settings is astonishing. I think that soon, we will have a really amazing representative sample 
among mobile phone data sets. 

Every time you make a call or a text, the mobile phone operator logs your phone number, the person you 
called, and a cell tower ID. If you know the latitude and longitude for that cell tower, then you have a 
location for that person at that time. More specifically, you have a location for their SIM card. That's not 
always the same thing. 

But let's imagine now we have these records over time for each person. Here's our person, making some 
calls at Tower A – we know where Tower A is. Then that person moves to Tower B, makes calls there, we 
can infer movement between locations. Finally, they move to Tower C. 

We have a longitudinal record of that person's location over time. These logs are kept routinely by mobile 
operators for churn analysis and other things. They provide one of the most amazing data sets for the 
dynamics and location of populations that we've had to work with ever. 

If you know something about the populations in those places – we use mainly satellite data, other types of 
remote sensing information – we can delineate population distributions and densities from them, and then 
we can build up models of the flow and dynamics of human movement between each sub-population. 

That's incredibly powerful, especially given the fact that...People always say to me, "That's good, but you 
don't really know how biased it is." Yes, it's probably better than zero, which is what we had before. 

We're working hard, actually, to figure out how to adjust for biases and ownership and think about ways 
that we can figure out who it is that we're capturing in these types of data and especially, the movement 
of children is obviously going to be important. 

It's a pretty remarkable data set. Suddenly, we have this whole area. We have an amazing source of 
information for this whole area. We can get daily or even hourly locations for people. In cities, at least, we 
can get resolution on the order of a city block. We know where everyone is, we know where our 
susceptibles are. If we have good clinical data, we can start building really good models. 
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This is really exciting. Most of my community is really excited about this opportunity. What have we been 
doing with this? Here's Kenya. This is a map that shows the road networks in Kenya. You can see they 
follow population density patterns pretty well. Kenya is sparsely populated in the North and pretty densely 
populated in the Central and Western regions and on the coast. 

What I've mapped on top, the color on top of the road network here is an average measure of mobility. 
High, the red, is people that travel a lot and they travel far. The blue is people that don't travel very much. 
What you can see is that people in these poor regions have to travel pretty far. There's been a long debate 
in the development world about the burden of travel in rural areas and the impact of remoteness on 
people's ability to access markets and healthcare and things like that. 

Now, we can actually observe these people. We can see whether it's true. Is it true that people in rural 
communities travel further? It seems like it is, especially if you can couple it with other types of information. 

What we did is we wanted to see whether these kind of average aggregate measures had any bearing on 
healthcare. We took the standard state of the art measures where you map onto the roads, the average 
time to a health clinic. Here, this is this area in Western Kenya. You can see that there are centers where 
the travel time to health clinic is short, and then there's areas around them where it's a little bit harder to 
get access to healthcare. 

We wanted to ask the question, are our estimates better than this for predicting health outcomes? Here 
are our estimates from the mobile phone data and you can see that even in places that have quite similar 
remoteness in terms of their travel times to health clinics, we have quite heterogeneous average behavior 
in terms of mobility. 

In some sense, this is capturing more than simply a travel time, a static measure. We're looking at 
dynamics, and we're looking at something mobility probably captures more about the fundamental behavior 
of people. 

What's really interesting is that our measures are a significantly better predictor of which households are 
missing antenatal care and childhood immunizations. We can layer these kinds of maps onto current policy 
guidelines to figure out where you need to target your healthcare access initiatives. I think that's pretty 
exciting. 

We can also look at seasonality. People obviously travel very differently in low income settings compared 
to here. We have a ton of data here about commuting and travel around holidays. There's been this kind of 
dogma that school closures and school terms basically define our flu seasonality and/or measles 
seasonality. In low income settings, it's much less clear, because there's a lot of agricultural migration and 
there are different reasons for people moving around. 

This, again, is Kenya. I'm just showing a measure of flux, population movement. This is Christmas, and it's 
a weird scale because of our data set. Lots of movement around Christmas and then two more peaks. 
Working together with the researchers at Princeton who are trying to figure out whether Kenya should 
institute rubella vaccination, we're talking to them and they were like, "We can't figure out these three 
peaks of rubella that happen in Kenya. We don't know why." 

Here's rubella, and you can see these three peaks that keep happening. It turns out that our mobility 
estimates are better at predicting those rubella peaks than either school terms or rainfall and agriculture. 
Because we have this actual direct measure rather than proxies like school terms or travel times, we  
can start actually understanding the mechanism and understanding the dynamics that drive these types  
of diseases. 
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Those are large scale flux in looking at aggregate mobility measures. We can now bring our SIR-type 
frame works to bear on this kind of data set as well. This is a picture of a meta-population model. Again, 
it's just circles, because that's how everything looks to me. It's meant to be these linked populations with 
different risk. 

This is a high-risk population, and these are low-risk populations. We have movements between them that 
we can measure. Then what we want to ask is, how much imported infection is there going to be from this 
place to our low-risk settlement? And when our low-risk settlement guys go on holiday or they visit this 
high risk place, how often are they going to get something and bring it back? 

Within each of these populations, we want to be able to parameterize a little SIR model at its most basic 
and add onto our infected term a constant risk of importation from the other one. So we can build up 
these networks connected by mobility and use the mobile phone data to parameterize the movements. 

We have a high risk and a low risk population, and we want to know what's going to happen. Whereas 
before we had very crude estimates based on standard hospital reporting requirements and estimates from 
census data and things like that, now we have the opportunity to collect real-time data on infection rates 
using syndromic surveillance – that’s basically Flu Near You and dengue, these types of new mobile apps 
where you can engage with people and ask them about their symptoms. We have great climate data now. 
If anything that's environmentally forced, we have huge amounts of data that we can integrate to adjust 
our risk. 

Then we have some remote sensing technologies that allow us to get really good estimates of the 
boundaries of settlements and their sizes and densities. We want to ask the rate of spread. Is it going to 
come to this place? How quickly is it going to come to this place? What can we do about it? How can we 
target our resources? How much is it going to cost? 

The way to parameterize those models now is through these huge data sets that we have on where people 
are going and how they're mixing. Another kind of big data thing that's really transforming the field is also 
parasite genomic data, pathogen genomic data. We also have sequences from all of these viruses and 
things. We can say how related are the sequences here to these ones. Can we measure importation that 
way as well? All of these new data sets need to be integrated in a rigorous way to come up with some of 
these estimates and to make better predictions. 

What's interesting is that our mobile phone data seems to also be slightly better at predicting population 
densities and distributions. It correlates very well with our standard estimates of where everyone is. And 
especially in places like Pakistan, it seems to do a really good job of counting people that are known to be 
missing from the current data sources. 

I'm going to now talk about two examples. My first love is malaria. 

[laughter] 

It's a very interesting eukaryotic parasite. It's spread by mosquitoes. It's been with us for many, many 
years. They think that King Tutankhamun died of malaria. Lord Byron died of malaria. It's been with us for 
a long time, and it still kills a child every minute. 

The sad fact is that it's completely treatable and it's completely preventable. Every single one of those 
deaths is unnecessary. And we know how to fix this. We do understand malaria control. We have some 
tools, they're not perfect. We still have this burden, and I think it's increasingly unacceptable. 
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If you have malaria, it's pretty horrible. You'll get fever and chills, very severe headaches. Your muscles 
and bones ache. Children that we see in the clinic die of severe malarial anemia, often coupled with 
malnutrition. They die of respiratory distress, and they die of coma. This little girl had a coma. What 
happens is the parasites get sequestered away, stuck in capillaries, and then they go into metabolic 
distress and die. 

The communities that malaria affects are the poorest, most remote communities on the planet. They have 
poor access to healthcare. Malnutrition is a big problem. Co-infections are a big problem. It's been shown 
in many cases that if you can eliminate malaria from a community, you instantly improve overall health, 
education, and the economic opportunities. 

I just think it's a really urgent problem to be worked on. We have made some progress over the last  
100 years. This is the map of the extent of malaria in 1900, sub-Saharan Africa, but all the way up 
throughout the U.S., we had quite a lot of malaria here, and into Europe, Mediterranean, and all across 
into Northern Australia. 

In 2007, we've now shrunk that map considerably. Malaria now remains a problem of the tropics and really 
lower sub-tropics. Sub-Saharan Africa is still a big problem and South Asia, Southeast Asia, and South 
America, but of course, we eliminated it from the U.S. and from Australia. That's in large part due to a 
global malarial eradication program in the 1950s. 

This is from a U.S. textbook. They sprayed DDT everywhere. It worked really well. But in the 60's, 
basically what happened was money ran out. They didn't really consider it viable in Africa. There was 
resistance to DDT and there are all kinds of logistical problems and the program was totally stalled and 
they gave up. 

For decades after that, basically, all of the emphasis was on control – control morbidity, control mortality, 
do what we can to treat and provide healthcare for people to stop children dying. But forget about 
transmission, we can't eliminate it. 

Then, this happened in 2007, Bill and Melinda Gates had the audacity to say the word “eradication” and 
everyone was up in arms. But by putting it back on the agenda, it's really shifted how the malaria 
community thinks about this problem. If we go back to our SIR problem, you'll see that the basic model is 
still almost exactly the same with a few modifications. 

In fact, this model was used to great success in the first eradication program. Now, again, we have our 
people, they can be susceptible and they can be infected. We have no recovered class because with 
malaria, you never really become immune to infection even though you become immune to disease 
symptoms. So you just shuttle back and forth between susceptible and infected in the most simple model. 

Then, we have to model mosquitoes also. Mosquitoes can also be susceptible. They can have a latent 
period which turns out to be very important, and then they're infectious. This latent period is close to the 
lifespan of a mosquito which is why vector control works so well because it kills them quickly. 

Then, of course, these two sets of equations are linked by the contact between people and infected 
mosquitoes. So, feeding rates and how inherently infectious we are in the relative density of mosquitoes 
and humans. 

How can we intervene? There's no vaccine, and the vaccine that you may have read about that's been 
rolled out recently is a pretty crappy vaccine from the perspective of transmission blocking. It seems to 
have an impact on severe disease, which is good. With insecticide-treated nets, we not only block 
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mosquitoes from feeding on people, thus reducing the contact rate, we also increase the death rate 
because there's insecticide in there. That's a good thing to do. 

If we treat people, we shove people back into this group. It may not have a huge impact on transmission, 
but at least people get better. And at very low prevalence of infected people, it's probably helping overall 
transmission efforts. Then, with vector control, the other goal is to just reduce the density of vectors. 
That's straightforward. 

We have this kind of suite of tools. They're not perfect, but in combination, they work in non-linear ways to 
actually be quite effective. The problem is that nobody is ever immune to infection and the vast majority of 
cases have no symptoms at all, so you don't know if they're infected. Plus, the diagnostic tools that we 
have right now aren't sensitive enough to actually measure those very low density infections that are 
nonetheless infectious to mosquitoes. 

If you want to eradicate malaria, if you actually want to get rid of malaria forever, you have to think about 
these people because they are the ones that are traveling around spreading the infection and undermining 
control programs without even knowing it, and we can't target them very easily. 

What are we doing about this? This is Kenya again. In the background, you can see the malaria risk. The 
red is high risk around Lake Victoria. We have high risk on the coast. And then we have fairly low risk in 
the middle of Kenya, although some transmission. 

These gray blobs in the background represent our satellite estimates of the distribution and location of 
populations. Then, the black and blue dots are the location of cell towers. You can see again that the cell 
towers follow population density. Our location estimates are best in places like Nairobi where we have a 
very high density of cell towers, and they're less good up here in the north where there aren't that many 
people. 

We have ways for adjusting for this, but that is a concern. In any case, we have all of our mobile phone 
data and what we want to ask is, where do we focus interventions? For a start...Kenya doesn't have a lot 
of money, but they want to eliminate and so, how do we do that efficiently? How long will it take? That's 
critical to the cost and whether it's even feasible to consider elimination. 

If drug resistance reaches the coast, how quickly will it spread? I'll show you a slide in a minute, but all 
drug resistance to malaria drugs has emerged in Southeast Asia, spread to East Africa, and then spread 
across the continent through human travel. At the moment, there's one drug left to which there is no 
resistance and it's the first-line therapy for severe malaria. 

There's drug resistance now emerging in Southeast Asia. If it reaches Africa, we're in real trouble, and 
there' s going to be a huge amount of mortality among children. This is a real concern and we want to be 
able to predict how that's going to happen and which regions are at the highest risk for resurgence of 
disease if we do fail at elimination. That's an important problem, too, because in the last eradication 
program, when it failed, a bunch of places had massive epidemics afterwards. 

These are the kinds of questions that we want to be able to answer. What we've done is we've built up 
our mathematical models. We've taken all of our layers of data and then we've modeled the spread of 
parasites in people traveling around. We've done a kind of a source-sink analysis: Where are people 
coming from and where are they going to and where are parasites coming from and where they are going 
to? Those are the different questions. But if you look here on the left, you can see that the source of 
human travel is kind of scattered around these high density places. Nairobi remains a sink for travel, so the 
sheer volume of people traveling into the capital is amazing. It's a sink from all across the country. 
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If you look at the parasites – so this is kind of the mathematical model imposed on our mobility matrices – 
what you can see is the vast majority of malaria in Kenya is coming from one region and spreading this 
way. Nairobi is a huge sink, but also this highland region and these areas that have low transmission, but 
they still have mosquitoes. 

What this suggests is that instead of going for low-hanging fruit, where you're continually mopping up 
these imported infections, you've got to address this problem, put all your interventions there, and this may 
well just go away. It kind of changes how we think about resource allocation, and it provides direct 
predictions about how you can impact transmission. It provides some kind of specific policy guidelines. 

In Nairobi, because the estimates are so finely grained, we can go a step further and we can ask, where 
are the likely hot spots of local transmission. So in Nairobi, it's been historically thought that there's no 
local transmission at all because it's too cold, although we know that the mosquitoes are there and Nairobi 
used to have malaria back in the early 1900s. 

Using our model, what we did is we took these blobs, which represent hospitals around the city, and we 
compared their clinical cases to our predicted cases from our modeling exercise. 

The color of the blob represents the ratio of observed-to-predicted imported infections. And the idea here 
is that if you predict basically no infections, but you're seeing tons of clinical cases, then when you want to 
find out where local transmission is happening, those are the places you should go. 

If you actually look at where those places are, it's in the slums surrounding the city, which is maybe not 
surprising, but it gives some evidence to back up teams of people going out there and looking for vectors. 
We're working with the Kenyan CDC and other researchers in the region to try to figure out how to 
integrate some of these types of approaches into their policy guidelines. 

I think the biggest problem for malaria research is this, as I said. Cambodia now, we have confirmed drug 
resistance to artemisinin-based drugs. That's kind of a disaster. So there's a lot of emergency action 
going on. One of the biggest questions is, how quickly is it spreading? What is the impact of Myanmar 
opening up on the emergence of drug resistance, and where will it go next? Where should we be looking 
for it? 

We know it's got as far as Bangladesh. And because of the high population densities in Bangladesh and 
India and the frequency of travel to the Middle East and Africa of migrant laborers, this is a huge problem. 
When we talk about prediction, they should probably have a forecasting tournament for predicting the 
spread of drug resistance, but they're scrambling to do anything right now. This I think is a very urgent 
problem. 

Here, this is just a model that my collaborator Andy Tatem put together to look at where we think the 
parasites are going out of that region. It's basically everywhere. 

Now, I'm going to end by shifting from a problem that's been endemic for thousands of years in human 
populations to this issue of emerging epidemics. I'm going to illustrate it with dengue because the 
underlying model is essentially the same as for malaria with different parameters. We don't know as much 
about dengue as we do about malaria and there are some key differences that I think underlie how worried 
people are about this, specifically in Washington. 

Over the last 50 years, we've seen the emergence of dengue cases, both spatially and in the number of 
cases. It's a virus that's spread by a different vector than the malaria parasite. It's spread by the West Nile 
virus-carrying mosquito, aedes aegypti and aedes albopictus, actually. This mosquito bites in the day and 
that means bed nets are a no-go, which is problematic. 
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There is no treatment for dengue. There's a vaccine that's in clinical trials. There are some troubling 
aspects to it, like it might cause more disease, which is bad. But essentially this vector is an urban vector. 
This is Singapore and they have problems with dengue, increasing problems with dengue. 

Because it's urban, the massive increases in population densities in these mega cities across Asia are 
really problematic in terms of the future of this virus. Whereas malaria is a rural disease, dengue is an 
urban disease and it's very, very hard to get rid of the vector because it basically breeds in puddles and 
tires and trash, so it's almost impossible to get rid of it. 

The other reason they're worried is because of course, we have these vectors in the States. Half the world 
is at risk of...If dengue spread, it would be half the world would be affected. There are many places locally 
that have high suitability for dengue transmission. And so, I think the possibility for a major global problem 
with regards to dengue is very real. 

This is an example of how infectious disease epidemiology can be challenging. So we are working with 
Telenor Group, it's a large mobile operator, Telenor Pakistan. We talked to them because in 2011, like I 
said at the beginning, there was this big dengue outbreak in the northeast of the country where they've 
never seen dengue before, and they think that basically the tire industry transported tires across the 
country and carried the mosquito with it. 

So now the mosquito is everywhere in Pakistan. There was this huge outbreak that caused over 20,000 
clinical cases, so probably many more mild and asymptomatic cases, with a focus in Lahore. And then in 
2013 there was another outbreak. And so we were talking to Telenor Pakistan and trying to make the 
case that CDR [call detail record] analytics could really help. 

The idea here is not so much like in the case of malaria, where we'd be working with policymakers to try 
and like shift policy incrementally, but rather the idea here is, can we use CDRs in relatively real time to 
make forecasts that can be acted upon? And can we work in partnership with a mobile operator who also 
has the ability to engage with those populations and reach them through education messaging, which is 
really one of the only tools we have to address these types of epidemics. 

My colleagues at the University of Peshawar helped us with accessing the data and giving us the local 
expertise that we need. This took a year of organizing, signing NDAs, getting people on board, and writing 
to Ministries of Health. Then, we had to go to Islamabad and spend ten days there, getting data, and not 
looking at it because of the privacy implications, and the data couldn't leave the country which is fine. 
These projects are very bulky, but they have the potential to be really transformative. 

Here's the 2013 outbreak. The colors again represent different places in Pakistan. And so there was this 
small, mini-outbreak that happened at the beginning of August in the northwest of the country. Then, it 
spread again to Lahore. Then, we have this other outbreak, but it's much later than the 2011 outbreak, 
it's October-November. 

The question is, what can CDRs add to our predictive capacity about dengue in Pakistan in the future? 
This is preliminary stuff, but just to give you an idea, here's a picture of Lahore. The red dots are cases of 
dengue, and we have them geo-coded pretty well. And the black dots are cell towers, so we have really 
great resolution on these and we have three hour chunks of where everybody is. It's like eight million 
people. 

This is the largest data set ever to be interrogated in this way, and I think the first time that anyone's tried 
to do this for an epidemic. The green dots are the hospitals where the cases were reported, and there's 
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been anecdotes that you're at higher risk near the hospital. We want to check out that. So this is the data 
that we're working with. You can see these clusters of towers that correspond to villages. 

What can we see? All right, so we also got all of the weather data for all of the weather stations across 
Pakistan. Here's the temperature one for Lahore. You can see it's hot and then tails off here. At some 
point, it's going to get cold enough that the vectors are no longer able to survive. 

Here's rain. There was a massive flood – rainfall and a flood associated with it – in August. We think that 
that kicked off that first peak, and then it goes down a little bit. Here's dengue cases. Here we have this 
peak, and then we have this very pronounced second peak. And the question is, what's driving this? Can 
we measure it with human behavior measures? 

Now, here's the first pass CDR analysis. So we're looking at movements in and out of Lahore here and 
what you can see, July to August, everyone leaves and then comes back. This is Ramadan and it's 
amazing. Everybody does something completely different during Ramadan, which we saw in Kenya to 
some extent over Christmas, but this was much more pronounced. 

A working hypothesis is that everyone moves around and there's flooding here. There's a time of like a 
month between one case and the next case, so we think that this flooding probably caused an outbreak 
here, Ramadan spread it around, and then we see this increase in the aggregation, basically. The number 
of susceptible people in Lahore is growing. We've adjusted this for increasing numbers of subscribers and 
stuff like that. 

These two factors, people moving around for Ramadan then coming together, then aggregating, have 
made the conditions perfect for this kind of outbreak. We're working with Telenor and researchers in 
Pakistan to try to figure out what these types of approaches can add. Can we do a really good job of 
prediction in real time? 

If there was an epidemic – and they've got a polio epidemic right now, actually – and we had CDRs every 
two weeks, we could say people moved here, here, and here. Live times are like this. This is where the 
cases are. You need to put surveillance in these five places and you need to send educational messages 
to all of these people about these specific things. 

It's not simply do more vector control, it's when you travel, make sure you do this. If you are going to the 
tire market, wear long clothes. Clean this particular type of water container. These are very practical 
things, but they are the tools that we have and I think that this is really a chance to impact these epidemics 
and stop them potentially. 

I'll end by basically saying that malaria kills a child a minute. It's I think pretty unacceptable given that it's 
treatable and preventable. That's among the poorest communities. But these pandemic threats, they're 
very low probability events, but if they happen they're going to affect everyone in this room. They're real, 
and so I think that now we have the technology, the methods, and the data to start actually having impact 
on these places. 

And just as I kind of pitched, this work isn't funded – it’s incredibly frustrating – and so if anyone would like 
to support us in this, I really think we have a chance to make a big difference to a lot of people. So I'd love 
to hear any questions, and thank you for your time. Here's my details. 

[applause] 

Question:  Can you talk more about how the patterns change around Ramadan? 
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Caroline:  Well, it's interesting. Ramadan happens at a different time every year, and so it's not 
necessarily that it's consistent. What we're doing is we're trying to look back and say, "Is it predictive?" 
and the specifics, not just that flux causes disease, but rather, does it cause disease in a specific direction 
and can we make a mechanism that we can use to make predictions when we see particular types of 
movements in the future? 

We have one year's worth of data. I don't know how much inter-annual variability there is, and so it might 
be very regular, it might not. Continuing data analysis and continuing methods development is going to be 
required to figure out, do we really need monthly CDRs, is this enough? Can we just now predict dengue? 

Again, the nice thing about this data is it’s low cost. We're not going out and trying to do surveys every 
year, which is incredibly expensive. If we can come up with a plausible mechanism that turns out to be 
predictive, then that's great. My working hypothesis is that it's going to be the aggregation of movement, 
climate variables, and the specifics of how the outbreak happens each year. 

Question:  It seemed like when you looked at that slide you said, "OK, this is the source." As you said, 
this is where you're actually concentrating. What's stopping the Kenyan Government from going to the 
source and wiping out the mosquitoes, or whatever it is that they could do to...? 

Caroline:  Because it's kind of the reverse of what people tend to want to do. That's not an easy win. 
You'll notice, actually it's on the border with Uganda, so what I didn't talk about is cross-border migration, 
which is a huge issue, especially in the Greater Mekong region. I think that we have ways to deal with that, 
because quite often, operators log handset numbers. Then we can actually, regardless of SIM card, we 
can start getting at that. 

I think more than that, there's this issue that it's just huge inertia and a difficulty getting things done. I 
think that's why these partnerships with the operators is great, because we can say to them, "Let's do a 
randomized control trial where we try sending text messages to people that we identify as high risk, and 
asking them to use a bed net when they travel." 

We can do that. We can do it quickly and scalably and get results and see if it works. I think ministries of 
health, they're very slow, cumbersome monsters. 

Question:  What is your opinion on DDT? 

Caroline:  Oh, DDT, yeah, so I think the consensus is that it has its place. It's incredibly useful in some 
situations. DDT resistance is a big problem. So, at the end of the eradication program, there were some 
populations where like it didn't work at all, the mosquitoes were just resistant, so there's a big push to 
actually come up with novel types of insecticide and different ways of doing things. 

I worked with a colleague who, she's found this hormone, if you put it in a bed net, it basically stops the 
females from laying eggs, and so you could imagine all these new, different ways of manipulating the 
vectors. There's GM [genetically modified] mosquitoes of course. 

DDT has its place. Resistance is the biggest issue I think, at least in sub-Saharan Africa. But I definitely 
think it's not a kind of all-or-nothing kind of thing.  

Question:  Can you expand on infectiousness and how it relates to different epidemics? What is the 
probability of transmission given a contact event? 

Caroline:  OK, it's a difficult thing, right? I think that's...The infectiousness is probably less important than 
the mode of transmission and the way it affects people. So, with SARS [severe acute respiratory 
syndrome] for example, we were kind of lucky because you get symptoms and then you're infectious. If 
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there was something that happened where you're infectious for ages and then suddenly you die – kind of 
like HIV, actually, you’re infectious and you're transmitting and you may not know it – that’s really 
problematic, and that's how you spread something really fast. So, it's not necessarily the per contact 
transmission rate that's the most important thing. It's mode of transmission and the kind of epidemiology 
of that particular bug. 

The real worry for these epidemics, dengue is one, but the zoonotic reservoir is a big issue. There's a map 
that a lot of people I collaborate with put up, where if you draw a four hour flight around Ho Chi Minh City, 
you capture a quarter of the world's people and 75 percent of the world's chickens. 

Like flu and other viruses that live in birds, ducks, chickens, poultry that people live in their house with, 
there's a huge reservoir of viral pathogens and live animal markets in these types of places. And so the 
uncertainty lies in when those kind of zoonotic events are going to happen. But the inherent transmissibility 
itself is not the biggest issue so much as the epidemiological characteristics, I think. 

Question:  How concerned are you about severe health risks? 

Caroline:  That's difficult to answer. A severe epidemic...I think the other issue here is who it affects. 
These tail-end events we're talking about like “all of you guys are dead” which people tend to care about 
more than like “African babies are dead.” The problem is that, there are horrible diseases that happen all 
the time and have been happening forever that are really bad, but because they're not epidemic and 
because they don't affect us, they're perceived as less bad. 

In terms of severity, you can get the whole spectrum. In evolutionary terms, there was this old hypothesis 
that all pathogens should evolve to be asymptomatic. They shouldn't cause symptoms because the most 
successful one wouldn't kill anyone, because you're basically cutting off chances for transmission if you kill 
people. We know now that that's not really true. There's no kind of global pathogen agreement that that's 
a good idea. 

Individual pathogens are simply evolving by natural selection, so if they work, they work, and if they kill 
some people, then they'll balance that with how good they are at transmitting. There's this idea that 
there's an intermediate level of virulence that has evolved to be stable, if that answers your question. 

That's part of the reason that an emergent thing is problematic because it hasn't adapted with humans for 
a long time. It can just rip through the population and kill everyone. That's what happened with the 
Bubonic plague and Spanish flu and these kinds of things. There was  
no immunity. 

Question:  How worried should we be about the Ebola virus? 

Caroline:  Well, I would if I lived in West Africa. Yes, so, when you say we, do you mean...? 

Question:  Well, if it gets on a plane, for example. 

Caroline:  It's not clear how transmissible it is either. So what we're worried about is this combination of 
highly transmissible and highly virulent. And that's these kind of classic examples of epidemics. That's 
what they were. Measles is highly virulent and highly transmissible, but we're kind of used to that.  

Question:  You mentioned that Gates used the word "eradicate" and how that was kind of controversial. 
Do they have a different view of the dynamics of the disease or does it have implications for the kind of 
research...Were they funded or what's the story around it? 
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Caroline:  The story is that, the whole community, there was basically no research into transmission, and 
we were just going to live with this burden forever, but we’d try and manage symptoms. That was the kind 
of general framework of where we were. 

They, Bill and Melinda Gates basically said, "No, that's not acceptable. We should be able to eradicate 
this. It's the kind of burden where the economic impact over a long time is just enormous, so let's put in 
effort now, eradicate it, and no longer have those costs.” 

It was controversial because the entire community was like, "Well, it's not possible." They sort of 
challenged that idea like, "It is possible." The classic thought experiment is: It's treatable, right, so if we 
had like World Take Your Malaria Pill Day, and everyone took it at the same time, maybe once a month for 
three months, there would be no malaria. It's possible. 

They kind of put that idea back on the table and because, frankly, they have so much money and there 
wasn't much money in malaria, they can dictate kind of how science goes. It's like, "Great, we'll work on 
transmission." 

Question:  Less on pills. 

Caroline:  Well, there's been such an emphasis on severe disease and pathogenesis and those kinds of 
things, that there's been some really understudied biology, there's been a bit of a shift back, and towards 
basic tool development, like field tools that scientists tend to prefer fancy molecular stuff. Yes? 

Question:  Were the vaccines difficult to develop or is that they immune to change? 

Caroline:  Both, so we don't really understand immunity to disease, like why some kids have this...Two 
kids will have the same number of parasites in their blood and one will be playing soccer and one will be in 
a coma. We don't understand why. 

The parasite is enormously genetically diverse, so that's part of the reason why you never get immune 
because you get a different strain every time. One issue is that your body never sees the same malaria 
parasite twice. 

The other issue is that we just don't seem to be very good at making immune responses. So, the parasite 
manipulates the host immune system and we don't make very effective responses against the things that 
are shared by all malaria parasites. So that would be the ideal. You have a vaccine where the target is 
something that all malaria parasites have, but we don't make good antibody responses to those things. 
Yes? 

Question:  Do you have good access to hospital records? 

Caroline:  Clinical data is actually the biggest source of the big data gap, ever. We can't get good clinical 
data. We actually...For Kenya, there's been so much research there for a long time and so we work with 
the Malaria Atlas Project. 

They've been building high resolution maps using quite sophisticated kind of geo-spatial techniques to 
take a bunch of cross-sectional and longitudinal studies and smooth the estimates to come up with a one 
by one kilometer grid of the estimate of the fraction of infected people. 

We use that to basically assign our probabilities of infection for our travelers, and then we kind of run it 
that way. Similarly, you can think about, "Well, what's the kind of disease rate there? Do we know 
anything about the demographics?" We can put all of those things into the model. What was the other 
part? 
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Question:  Do you have clinical reports over time for infected people? 

Caroline:  Oh yeah, no. Definitely not at this stage. In Nigeria, we're working with Malaria No More. And 
in Nigeria, they've just made a law that all drugs have to be authenticated through one’s mobile device. 
There's a thing you scratch off, you text it in to the authentication service, and they text back if it's 
counterfeit or real. 

That means that we should be getting...We should start getting individual data on like how many episodes 
did you get treated for at least. 

We've talked to them about sinking back-end, like trying to preserve anonymity while also sending 
intervention, educational messages to the correct people. It's really hard and I think at this stage, it's still 
very much in its infancy, and nobody's figured it out. There's been so many little things tried and nothing's 
really worked. Nothing's really scaled. I think it will, but it takes time. Yes? 

Question:  Can you talk more about using insecticides? And, if you could create a genetically-modified 
mosquito which presumably could wipe out other mosquitoes, what are the issues associated with that? 
How plausible is that? 

Caroline:  I think, yes they would. It is quite political, because getting rid of a whole species of mosquito, I 
would think it would be great, but there are lots of really interesting technologies here that are still in their 
infancy. 

One really interesting one for dengue control is that you infect them with wolbachia, which is a bacteria, 
and the wolbachia effectively makes a mosquito sterile and it passes it on. So you're spreading sterility 
through the population...There are lots of ways to make a lot of males, and then it's obviously useless, 
so... 

[laughter] 

Then, there are all these different techniques. I would say that they're exciting, but they're in their infancy 
still. I do think that they would be used if the trials and the field trials seem to be productive. In fact, there 
are currently field trials in Northeast Australia of the wolbachia infected dengue vectors, and they released 
them in the same place that they released the cane toad and the rabbits. I mean, it's really terrible, but 
anyway those are exciting and I think they're real. I think they're interesting. 

Question:  Is there anything that really surprised you when you sorted the data? 

Caroline:  Like in the Pakistan data, I was really surprised how often people were calling. Like a lot and 
so that's great because we have finer resolution estimates, but it's kind of weird to me. I think the sheer 
volume of travel in and out of big cities in these low income settings is amazing. 

From standard models in the kind of economics, people often use gravity models, which approximate the 
number of people that travel between places. They're just off by so much. So the standard models that 
we've been using to think about the spatial dissemination of infections are not doing well, and this was the 
first time that we could actually see it and see how. 

These centers, these sort of megacity hubs, are incredibly important for the spread of infection and all of 
the social and economic repercussions. And so that was one of the interesting things.  

Question:  What other major bodies are looking at research in contagious diseases? Are you working 
together?  
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Caroline:  There are very few groups that actually have data, because it's incredibly difficult to get. 
Actually, Flowminder is a kind of a loose network of academics, and we kind of try and pool our resources 
and share data so that we can leverage...We have data from Namibia, Rwanda, and Kenya. We're trying 
to build up our data sets.  

The problem is that it's really hard to get buy-in from operators, and so very few people actually, they're 
not interested in giving you the data, and it's very hard to access it. There's really very few people using 
CDR analytics in particular. 

There are groups across the [United] States and in the U.K., mainly, who do a lot of kind of theoretical 
work on this and look at spatial transmission using mathematics. It's quite a small, close-knit community, 
so we work with them a lot, like the rubella group, that's the Princeton group. I work with people at Oxford 
a lot. 

The nice thing there is that they have far-reaching networks with clinicians and field sites across these 
places, and so it's really about bringing together everyone, figuring out how to get the data to the right 
people and do local capacity building. I don't know if that answered your question, but I would say it's a 
pretty small group at this point. 

Question:  What do you think about the enthusiasm surrounding big data and other tools? 

Caroline:  There's obviously been a massive amount hype around big data, especially big data for 
development. My problem with it is that it's all been top-down, so it's like, "Yay, big data! Let's solve the 
world. Send in the data scientists." 

When in reality, it should be we need to figure out where drug resistance is going, this is what we need to 
do that, how can we find the right data in a rigorous way to make it happen.  

I think there's been a kind of over-enthusiasm for participatory surveillance, crowd-sourcing everything, big 
data, and even this idea that you can do hypothesis-free science now. 

I disagree with that concept, and I think what has to happen is this kind of, once the froth has all died 
down, you'll be left with people who are like, "Yeah, I still want to cure malaria." The Google Flu Trends 
thing, I think, is a harbinger of things to come. I do think that participatory surveillance can be used very 
effectively. 

We need to understand it better. We need to do a better job of rigorously linking it to real data. We need 
to do validation and testing, and we need to be a bit more honest about the capabilities and how it can 
impact the actual control.
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Michael Mauboussin:  I’m pleased to introduce our next speaker, Sean Gourley, who splits his time 
between doing mathematical research and working as a co-founder and chief technology officer for Quid, 
which helps decision makers digest and understand public information. 

Sean has done work in two areas I believe are fascinating and highly relevant for this group. The first is 
using mathematical and statistical techniques to understand patterns and regularities in the social 
sciences. His work is focused on modern war, but we've seen similar work on initiatives, for example, in 
the realm of cities. This work addresses fundamental questions about how we can model social systems at 
a macro level. 

The second area, which will be much more of the focus of today's discussion, is around the concept of 
augmented intelligence. We do know that humans are good at some things, such as pattern recognition, 
and bad at other things, such as rapid, massive calculations. We also know that computers are good at 
some things and bad at others. 

The challenge of augmented intelligence, or the opportunity of augmented intelligence, is to figure out how 
to combine the best of what humans do with the best of what computers do in order to make thoughtful 
predictions, while of course avoiding the worst of what both humans and computers do. 

One final note about Sean is that he was New Zealand's national champion in the decathlon twice; 2000 
and 2002. As you know, the winner of the Olympic decathlon is generally defined as the world's greatest 
athlete, so I think we can say that Sean held the title of New Zealand's greatest athlete at least twice! 

Please join me in welcoming Sean Gourley. 

[applause] 

Sean Gourley:  Great to be out here and I think I've got a full 75 minutes, which is probably the longest 
talk that I've had to do for a while! I think, from what I've seen, with your questions, we're going to have 
some fun at the end of it as we kind of go backwards and forwards. 

But before we get to all that, I want to take you back to my childhood; and probably, like a lot of yours, 
mine was spent in front of a computer screen. I spent so much time playing computer games, Galaga in 
particular, and I think some of you of a certain age will remember Galaga. 

I actually got pretty good at playing this game—so good that I could get in all sorts of high scores. But no 
matter how good I got, I'd always get killed by the aliens and dodging the bullets and missiles. My 
reactions were not quick enough. I simply couldn't move fast enough. The computers would win. 

I'd later come to learn that the human reaction time is about 120 milliseconds and that's about as far as 
we go, and so computers, of course, can think faster than that. That has ramifications in the world of high 
frequency trading. 

But we're better than that, right? We can think strategically. We can think about bigger, more conceptual 
frameworks. We can think about problems that computers can't think about. 

In 1997, a lot of that changed when many of us watched Kasparov take on, and get defeated 2-1 by, 
IBM's Deep Blue supercomputer. Now, for many of us, this was a story of artificial intelligence triumphing 
over the human ability to think. That through sheer computational horsepower, a computer could think up 
to eight steps ahead, whereas a grandmaster was really only about four. 

This story resonated and became sort of the dominant story that many of us think about today regarding 
artificial intelligence―that it simply trumps the human brain. 
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Of course, for Kasparov, this wasn't so simple. Kasparov, being the smart guy that he is, realized that 
computers were going to beat humans at chess, but that didn't have to be the be all and end all. What if 
humans teamed up with computers? What if humans and computers started to come together? 

He formulated a new type of chess, which he called freestyle chess. Freestyle chess was an interesting 
concept. You could team up with other grandmasters or you could use a computer by itself if you felt that 
was the best solution. You could use a human and a computer together. You could have any combination 
of that. You could put yourself on psychedelic drugs if you thought you'd get more clarity. Really, there 
were no basic rules. You played chess to the best of your ability. 

I really like this kind of philosophy. How good can we get at playing chess? 

The world championships online in 2006, 48 teams entered from around the world. They were broadly 
split into two categories. One of the groups, represented here by Hal, you can think of as the headless 
computers. Pure computer―no humans. On the other side, you've got what they call centaurs―humans 
and computers working together to kind of create, hopefully, better chess. 

As the games went on and the competition started to evolve, one thing became very clear. The centaurs 
were dominating. They were dominating so much that the final four teams were all centaurs. 

Three of them we knew: they were Russian grandmasters and big military-grade type supercomputers. But 
the fourth team kept its identity hidden. It was call ZackS. ZackS played some really interesting chess. It 
was at times kind of bold, at times kind of unorthodox; but it actually started to win, and so much so that it 
won the whole competition. 

Now, at this point, everyone sort of expected Kasparov to walk on stage, collect the prize and claim 
victory. That would be a nice story―except the truth is much more interesting. 

The truth is there were two human players, most definitely not grandmasters. One was a database 
administrator and the other a soccer coach. They were playing on three consumer grade computers, each 
running a different version of an AI system, with one being a computer they borrowed from their parents. 

Think about that. The best chess playing team in the world was running consumer grade laptops and 
weren't grandmasters. They beat the best chess players and the best computers. 

The reason they did this was not because any one of those pieces were the best; it was because they 
knew how to drive the machines. They knew when to listen to AI-1 and not AI-3. They knew when to 
listen to themselves. They knew when to go back and say, "We're going to make this a little more 
aggressive." They played the player they were playing. 

This I think is really, really key. You have to learn how the algorithms work. You have to know when to 
obey one algorithm and not another. When to listen to yourself, and when to defer to the machine that's in 
front of you. They did this the best and they ended up on top. 

I think the story for some of the most difficult problems that we are facing is not one of artificial 
intelligence, but instead it's one of augmented intelligence: humans and machines interfacing to solve the 
most difficult problems we face. Chess is one example of that, of course, but there are others.  

Think of a big complex world with high dimensionality on one side, and we can use mathematical 
techniques to reduce the complexity of that world. On the other side, we have the human brain that we 
were born with. We can use visualization techniques to enhance that. Somewhere in the middle, we find a 
space of augmented intelligence, where we hopefully can get enough grasp on the world to actually 
navigate it. 
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One of the things that it's actually used for is weather prediction. Weather prediction is a fascinating 
problem. I don't know if there are any meteorologists in the room, but that's one of the best prediction 
games out there. 

Meteorologists, unlike most people that deal with data, actually build models of the world. They build 
models of the interaction of air particles, an entire model of the United States and Canada to predict  
the weather. 

It's not simply linear regression that's being done. It's a chaotic system, it has feedback effects. It's  
highly non-linear. So much so that back in the 1950s, a three day weather forecast was kind of 
considered untenable. 

Also, a couple nice things about meteorologists are: one, they're stubborn – that didn't stop them; and 
two, they actually keep records of their predictions. When they say it's going to rain with 83 percent 
probability, they measure if it rained or not, which I think is a beautiful thing that we should do more of. 
The nice thing about that is we can track the success of those predictions over time. 

You can see that the percentage accuracy, for both 36- and 72-hour forecasts, rose steadily. In the 
1950s, the 36-hour accuracy is about 25 percent. By 2005, it’s about 78 percent.   

Interestingly, you see the same kind of thing with the improvement on the 72-hour forecast. Again, these 
are very, very difficult non-linear problems to solve. 

Now, of course, it's being powered by massive changes in computational power. You're dealing with 
something like an IBM 701 back in the day. Today, they've now got IBM supercomputers running at many 
times greater than that―about a 15 billion-fold increase in computational power. 

We've got a 15 billion-fold increase in computational power to drive a roughly linear increase in a 
non-linear problem. That's kind of a nice thing to think about. But where are humans in all of this? If we've 
got 15 billion times the computational power being thrown at this problem, it feels like humans probably 
don't have a place. The nice thing about the weather forecasters is they keep track of that as well. 

In the blue, we've got the machines only, and in the red we've got humans and machines. We're getting 
about a 16 percent jump. That stays relatively constant through the time period that was measured. There 
were big changes in computational power there. 

Much like ZackS on the chess example, they knew when to listen to the machine and when not to. They 
knew when to say, "We're going to use the extreme algorithm and not the drought algorithm,” “We're 
going to use the rainy algorithm," or, "I know that this algorithm always gets it wrong with the westerly 
winds, so I'm going to correct for that." That's what the meteorologist is sitting and doing. They get about 
a 16 percent improvement. 

However, much like the archetypal factory being run by a man and a dog, the man is there to feed the 
dog. The dog is there to keep the man away from the machines. 

[laughter] 

If you are not a meteorologist, you probably shouldn't mess with this model. You're probably not going to 
improve it. If you're not a chess grandmaster―or at least if you don't know the algorithms―you shouldn't 
mess with it. For most of you, what the machine tells you to do will probably be right. 

There’s a small percentage of us around that can actually interact and add value on top. That's fascinating 
because they are the hardest problems, and 16 percent on some of the hardest problems is a massive 
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jump. Keep that in mind that we see that across a range of different systems. Human plus machine, 
around 10 to 15 percent improvement. 

To do that, we need to understand the interface, because whilst machines are very good at reading 
eigenvectors and linear algebra and so on, most of us don't work very well in that kind of interface.  
We're much more visual, so we need to understand that interface. 

To comprehend that interface, we need to understand this computer that we all have up in our heads.  
We want to think about intuition. 

I think intuition is something that we deem an expert to have. They know what to do when it seems like 
there's no way they could have known it. 

Now, an expert has intuition. It's mystical except we know now that it's actually not. We know that from 
Wan et al. in Science 2011, who put together a really fascinating paper on this looking at the neural 
circuitry for intuition and what goes on in the brain when people have it [Wan et al., “The Neural Basis of 
Intuitive Best Next-Move Generation in Board Game Experts,” Science, January 21, 2011, 341-346.]. 

Going back to chess, it is like the toy model for every kind of system like this. They went back to chess, 
and they projected a chessboard up onto an fMRI machine. They put the people into their fMRI machine 
and measured the parts of the brain that lit up. They did this with two groups: expert chess players and 
amateur chess players. 

They showed the image for just one second because they didn't want the conscious brain to kick in.  
What happened was the precuneus part of the brain, which is up and to the back, lit up. It lit up twice as 
strong in the experts as it did the amateurs. 

For those that aren't neuroscientists, the precuneus is the part of the brain associated with pattern 
recognition. It's the thing that sees a signal where everyone else sees noise. In one second with the chess 
board shown the experts saw a signal and the amateurs didn't see anything. The next thing they did was 
flash up something for just two seconds . . . 

[laughter] 

. . . and said, "Choose your best move." This was really fascinating because now a different part of the 
brain lit up. This was the caudate nucleus. The caudate nucleus is a much more primitive part of the brain 
down and to the bottom just about at the basal ganglia. It's the part of the brain associated with learned 
response functions. 

It lit up for the experts. It didn't really light up for the amateurs, and it lit up in a really, really  
interesting way. 

Here you can see the strength of activity on the vertical and the correct response percentage on the 
horizontal. What this is actually saying is that the stronger the signal from the caudate nucleus when that 
image was flashed up for two seconds, the more likely they were to be correct. 

It's as if the experts at a subconscious level had an internal hot-and-cold switch, that they would get  
a feeling that a thing was right or wrong. 

Breaking that down, the neural circuitry for intuition images come through the visual cortex. They're 
abstracted to a simpler dimension with the precuneus to identify a signal. 
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That signal is compared back against all the other signals that we have with the caudate nucleus kicking  
in with the hot-and-cold response function to pick the best one. It's really expensive to build this. If you're 
not a chess grandmaster today, you're probably out of luck. 

It takes a huge amount of time to train these neural circuits to identify in less than a second what the 
pattern is, what the best move is, what they should do about it. Probably one of the most computationally 
expensive tasks in all of computer programming is to build neural circuitry for intuition. 

It's valuable because as an expert they're able to offload the computational part of their thinking to  
the subconscious, and that frees them up with all the time and the consciousness to think about the 
implications of that, whilst the amateurs are still trying to figure out if there's some sort of signal here or 
not. 

What if we could build software to do this first part? What if we could build software to identify patterns, to 
make connections, to abstract structure so that you could put any data set in front of it and get that same 
feeling of intuition that an expert has? This is exactly what we set out to do about four years ago. 

Four years ago, we set out to build a company to do just that, and it's called Quid. We're based in San 
Francisco. There are 65 of us working there. I'm going to take you back to San Francisco in a little bit, but 
before we get there I just want to talk about how we got there. 

I was lucky enough to get a chance to go up to Oxford and study to do my Ph.D. work. I originally went 
over there really to study in a physics lab to do biomolecular motors. I spent the first couple of weeks in 
that lab, and soon realized Oxford was a much more interesting place outside of it. 

[laughter] 

I thought to myself, "There's got to be a better way to do this whole physics Ph.D. I've got something to 
do outside of the physics lab." 

I was sitting down at one of these high-table dinners they do at Oxford early on, and I remember sitting 
next to the former head of the CIA. We got into a debate after a few glasses of wine about the upcoming 
invasion or however you want to frame that of Iraq. Suffice to say we disagreed about the likely efficacy of 
that decision, but I could see where he was coming from. I could absolutely see his points. 

In many ways I disagreed with him, but I didn't have anything to back that up. It was incredibly fascinating 
for me. We're making a massive decision here to go into a country and not really know exactly how this 
thing's going to unfold, and there's no real framework to do so. For me being a physicist on this, I think it 
set off a lot of the pattern recognitions for me. 

I said, "Well, jeez. What if we could get data? What if we could start to analyze this? What if we could 
come up with a theoretical framework for understanding how insurgencies start to unfold?" 

That's exactly what I set out to do, and that became my Ph.D. work, studying the insurgencies in places 
like Iraq and to study the chaos and uncertainty that occurs all around the world. These are very difficult 
systems to wrap our heads around and things that shouldn't really lend itself to this kind of analysis. 

Of course, the first thing to do that, as a physicist, is to acquire data. You need data streams as an 
empirical perspective, but when you have an accent like mine, they say, "Well, I'm sorry. You're not going 
to get our data." 

The U.S., rightly or wrongly on that, had controls on the information that was coming in. That almost 
stopped me dead in my tracks at the start. I consoled myself by watching Fox News. 
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[laughter] 

When I was watching TV late one night at Oxford, and I remember listening to and seeing the talking 
heads. But I remember seeing something else, this little ticker down at the bottom. 

This little ticker of news that came across, scrolling little events that happened with bombs and attacks 
that were going off. I remember thinking, "What if we were able to extract that? What if we were able to 
start training computers to read that? What if we could have a system that monitored that, and pulled out 
that data.”? That would get us past the whole classified thing, right? 

That's exactly what we did. We built out a system that would monitor news reports and the blogs that were 
starting to emerge from hundreds of different sources, and train them to find attacks. 

We trained them to find people that had been killed, when it happened, where it happened, how many 
people were killed and so on. 

We got quite successful at it, and when we did that we had a database of all of the attacks that were 
there. We could then look at that to see if there was actually a signal contained inside it. 

We didn't know how good our data was until [Julian] Assange released the WikiLeaks information. 

It was quite interesting. The open data had 81 percent coverage of what the U.S. military had, and that's  
a pretty good result. But they only had 70 percent of what we had. Now, let that sink in for a second. 

Three people on laptops in Oxford training computers to read ambient news sources pulled in  
more significant event information than the entire U.S. military on the ground, with an information 
landscape of 2006. 

The information landscape has massively changed. However much information you have inside your 
organization, there is much more outside of it. 

Of course, this has implications for security as well, but that's the kind of first step – the massive amount 
of information that can be claimed from ambient sources. The second is that there are statistical 
signatures that exist inside this. 

If you look at the frequency of attacks versus the attack size for Iraq on a log-log plot across the entire 
conflict, you see that the first order of a straight line approximates a power law distribution. The exponent 
here is the slope of the line of 2.3. Out of all the chaos unfolding across all of the different groups that 
we're attacking and evolving, we see a strong statistical signature like this. 

The interesting thing is this is repeated across many different conflicts around the world. You see the 
same signature in Afghanistan, Columbia, and Sierra Leone. You even see it in Northern Ireland. 

It's as though when people get together to kill each other they do so in mathematically precise ways, 
which doesn't really make sense until you think about this. It's incredibly hard as an insurgent force to take 
on a strong opposition. 

It's so hard, in fact, there are very few ways to do this. And if you evolve and you don't find the solution, 
you don't exist. There's not enough data to be measured. For any system where there's enough data to 
be measured, it means that the insurgents have found an organizational structure that is typified by these 
statistical signatures. 

The Pentagon was quite interesting, and of course, the first thing they start to say is, "Can you predict?" 
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You don't get these kinds of statistical signatures without predictive ability, that's the nature of it, but it's 
also a very strange question. Why would I want to predict that three people are going to killed in the 
northern suburbs of Baghdad without wanting to sit down and actually change it? 

As we sat around the Pentagon table and thought about this surge going into Iraq and whether to send 
30,000, 60,000, or no troops, it wasn't really a question of "Can we predict the attacks?" It was, "How 
are we going to change the system so that this signature doesn't exist at all?" To do that, you need more 
than a simple statistical model. You need to start to think about how the insurgents are organizing. You 
need to create models of how the insurgents are allocating resources and create models of how they're 
making decisions. 

This is what we did. We decided to create models inside of our computers to simulate the insurgents, and 
the output of the models had to come back and agree with the statistical signatures that we're observing. 

You could start to change these. You could say, "Well, what happens if we change the number of troops 
on the ground? What happens if attack the large groups and not the small groups? 

What happens if we tried to break communication? What happens if we did nothing at all?" We published 
this in 2009 on the cover of Nature [Juan Camilo Bohorquez, Sean Gourley, Alexander R. Dixon, Michael 
Spaga and Neil F. Johnson, “Common Ecology Quantifies Human Insurgency,” Nature, December 17, 
2009.].  

For me, it was a great thing to get this research out. To finally, after seven years at that point since that 
conversation I'd had at that dinner table with the CIA, sit down and say, "Well, actually here's a framework. 
Here's something that we can start to use to make some very significant decisions in our world." 

As I was in Iraq, kind of wandering the hills thinking about what this all meant, I was doing some math in 
my head. 

We had about 300,000 dollars in European Union funding, six people working on the problem, and I was 
thinking, "We want to build a system that ambiently tracks all the information in the world to start to find 
these statistical signatures, these patterns, that allows us to make some very important decisions, and it's 
probably going to take a little more money to do that." 

I figured $100 million and 1,000 people should be a good start, and of course at that point I kept walking 
and decided that that might not happen, until I realized there was a magical place called Silicon Valley 
where people with crazy ideas do these kinds of things. They're actually given money to do them. It's just 
all very magical.  

I actually met up with Peter Thiel, who is [a] founder of PayPal, but also an early investor in Facebook, and 
worth more than God at the moment. 

He gave me the first $2.5 million to get this started, so we actually began at the end of 2009, and started 
to build a team that would build the software. 

With 65 of us out in Silicon Valley, downtown San Francisco, we train our data scientists very young in our 
office and we’re about two-thirds technical. There are about 10 percent of us that are pure data scientists, 
and the rest are kind of sales and operations. 

We're shipping software today to many different groups around the world, a software that you can plug 
into inside of your web browser to tap into these different data streams to make use of the artificial 
intelligence to find the information. 
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There's a range of clients: everyone from the big tech companies of Microsoft and IBM, all the way though 
to some of the more interesting consumer companies like Red Bull and Lego, and sort of everyone in 
between. A huge range of customers from hedge funds to advertising agencies through to government 
decision-making. 

The reason for that is because once you try to compute it to read and make connections between  
objects like a human does, it actually turns out there are quite a lot of applications for that across a whole 
range of industries. 

They ask questions kind of like this: "What are the dominant narratives about climate change in India,  
and how does it vary within age groups," or "What are my competitors doing with advanced flexible display 
technology, and should I partner or compete with them?" 

These are the kinds of questions that experts would generally ask, but would take a team of four analysts 
six weeks of reading to get this information back to you. If you happen to be so lucky to work with 
McKinsey, that will cost you $1.2 million to do that. 

Again, humans are expensive to read this information. One that we did here with NASA looked at the 
structure of the commercial space seeker system. 

The commercial space industry is no longer a government monopoly. They're likely to be launching  
Space X and taking humans capabilities now up to the space station, but this changes the landscape  
quite dramatically. 

If you want to understand the commercial space industry, one place you might look is Google. We  
might do a search on the news stream and in the last few months we see 4,200 articles on the space 
industry, and that's kind of great. 

It returns it back in 0.17 seconds, and thanks to Google, you have your reading for the next six weeks. 
Again, what's the one article that I should read? 

That seems like kind of a strange question, "Is there one article I should read about this week?" You  
start to see the issues with AI saying, "Here's the best thing for you," when the reality is I want to read 
everything. I want to see all of it. 

Can we turn those 4,200 articles into a dynamic interactive user interface to let humans explore what's 
going on? We can do that. What we do is we take the text from the article. 

We do this for every single news article, blog, Twitter post that's published, extract that out, and start to 
look for key concepts within that. 

We have algorithms that will read through these things to extract out the key concepts to create what we 
thought of as a digital signature―a sort of fingerprint of every article. 

Now, with that, we can then start to make comparisons to every other article. If we find one that's similar, 
we can connect it and project it onto a two-dimensional space, something that we can finally interact with. 

That's how it works in theory, but we can have a look now to see how it works in practice. Here we're 
looking at the Quid software now inside the web browser. 

You can see "No" represents a story here about the global space industry, but stories aren't just by 
themselves, they have connections. They have connections to similar stories, and we can actually start to 
see that there. 
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Now, there's no space in this at the moment and there's no importance, so we can size by degree. We 
can also play a force directed algorithm to start to bring some spatial resolution into what we're looking at. 

As we set some parameters and apply that, we can now see the similar stories cluster together, and the 
different stories kind of fly apart, and a landscape starts to emerge of the different topics that are now 
being discussed in the global space industry. 

We can start to apply a clustering algorithm. The colors now represent similar communities at a high level, 
and we can zoom in and take a little look around, much like we do on a Google map, except this now is 
not a map of geographic places. 

This is a map of all the different ideas and concepts that are being discussed around the global space 
industry. You move across there and in the yellow you see some of the European Space Agency 
explorations to far out planets. 

We can come down through the middle, everything from cybersecurity to down at the bottom here, the 
GMD kill vehicles and the interceptors from Boeing and Raytheon. A bunch of stories written about what's 
going on there. 

Within the space of a few minutes you can orientate yourself to all those thousands of articles to see the 
different topics and concepts that are being discussed. The same thing that you'd hope that your set of 
analysts would return to you after six weeks, but maybe they wouldn't quite get it right. Applying the 
cluster, we can see it will start to name the different elements as well. 

What's interesting here is―you can see up into the left―you’ve got NASA in the budget. For many of us, 
the space industry is NASA, but you can see that the conversation is actually a very small part of actually 
what's going on. 

Much larger is the other topics that are going there. For example, the U.S. military, connected next to 
Earth observation, military defense, commercial satellite imagery and also connecting up into the middle 
there, cyber war and space debris. 

By far the largest cluster, or group of things, is what comes around from a satellite broadband, mobile 
broadband, launch vehicles. 

What you start to realize is the commercial space industry is not really about space as we generally 
imagine it with rockets and astronauts. It's about communications systems. It's about sending data 
backwards and forwards between satellites to power your mobile lifestyle – sort of the first thing that  
pops up. 

Now, if you were to ask an expert to sketch out what was going on on the back of a napkin over drinks, 
they might put something like this together to draw up the different elements and explain and kind of walk 
you through that. 

This is their cognitive model. Well, we can actually have a pretty similar kind of cognitive model from the 
machine, the same kinds of concepts aggregated and clustered together, their connections representing 
similarities, and we can go and explore that. We can interact with it. 

It's got a tech top field to it. In essence, we're sort of uploading that information into our brain. 

Question:  Quick question, does the software select category names or is it an analyst? 

Sean:  It takes three guesses and then an analyst can edit it. It might be like observation/earth/imaging. 
Then, the editing will come through and will go off. That's earth observation. 
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Yeah, it's good at guessing, but it's not quite as good as a human would be. Again, there's a sort of 
editing component. 

With that we can again apply the algorithm. This is a very high level clustering algorithm. We say it splits 
into broadly two groups. You can see the structure of that network does lend itself with different bits of the 
information across either side. 

You can kind of think of this as United States versus the rest of the world. What's interesting there is the 
different conversation when we're talking about stuff in the United States compared to when we're talking 
about the rest of the world. That's interesting. 

What's really interesting is the stuff that happens right at the boundaries―these two little places. We go 
and zoom and take a look at what's happening between the United States in the digital world. You see a 
bunch of articles here about the overhaul of the export licensing system. 

Of course, there's the ITAR [International Traffic in Arms Regulations] regulations that forbid any space 
technologies to be exported to the rest of the world for fear that the Soviets might start to use them. The 
algorithms have correctly identified that that's something that's happening at the interface of these two 
clusters. Quite a powerful nuanced insight. 

We go up to the other side and we see here what's happening in this interface, which is more around 
NASA, as we see [Charles] Bolden, the chief administrator of NASA, preparing for a trip to China. Again, 
as they start to make overtures to connect with other countries that have space capabilities. 

These, as you start to navigate it, can be quite nuanced insights that you can observe, not just the major 
clusters, but how they're interacting with each other. 

This is the High Sierra. If anyone has been there you know how beautiful it is. I spent a few weeks there 
one summer running around with an ecologist, looking at these high alpine meadows to see the food 
systems that were contained within them. 

We're introducing the brown trout and looking at the food web that would emerge from putting a new 
species into that system. 

The species that thrived were in color. The ones that were decimated were in gray. You can think of the 
same thing of putting SpaceX into an ecosystem and how the ecosystem of every other player would start 
to evolve. We can start to see the connections between that when we read the text. 

We can read a text like this and say that there was an event. It was a $160 million contract, Orbital 
Sciences and SpaceX. We know when it happened. We know the company Thaicom was involved. We 
know that there's an event that occurred between objects. We can represent that visually, but much better 
to do that in three dimensions. 

On the red here, we've got SpaceX at the top and you've got its first order connections through different 
financial events with other entities. In the green are the second order ones. This is the food web of the 
ecosystem of the global commercial space industry. 

Then we can go and navigate it. But we can do this for any system. We can do this for cars. We can do it 
for ideas. We can do it for patterns and scientific papers. All of a sudden, this space, these kinds of 
connections that experts hold becomes accessible to any of us. 
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At this point, the expert can't actually hold all these objects in the head. I think this tool is quite 
revolutionary insofar as what it enables us to do to explore, upload, find patterns and make decisions in  
a very, very complex world. 

One of the interesting uses of this is narrative analysis. This is really interesting for a couple of places.  
One is the industry of advertising and the publicists groups of the world. It's also interesting for narrative 
analysis for things like headline risk in publicly traded companies. 

What are the stories that we're telling about the companies and are they the right stories? How do these 
stories propagate through? Also interesting of course from a political perspective. 

We can take something here like Occupy Wall Street. Of course, thousands of stories written about an 
amorphous agglomeration of people. What does it look like? 

We can take a projection of that again and we can see here the projection of all the stories. We can see 
here the clusters. We can see here, in yellow, all the stories that mentioned inequality as it starts to radiate 
out from the political discussion. 

We can also see the separation between Occupy New York and Occupy Oakland, as different 
conversations were had representing a schism between those two parts. We see here no clear distinction 
between the Republicans and the Democrats as they struggle to come up with a political response to what 
was actually going on. 

This is looking at a post hoc, but of course, you can do all the stuff in real time as the stories come in, the 
landscape evolves, the topology changes. We can see the ideas radiating as they're published. This, of 
course, is very powerful; whether you're an ad agency, a political group, or you're trying to monitor things 
within the financial market. You can see the stories, and even do more than that―seed the stories 
yourself to change that... 

Question:  Sean, did you go back in history and then watch it? 

Sean:  Yes, you can go through a bunch of the whole New York Times archive. You can rewind and  
see the stories evolve. You can do that with a range of different sources. Everything is time stamped, so 
really fascinating. 

A lot of the hedge funds that are using that are looking at what the launch looked like in 2007 when  
Apple put out its iPhone and how does that compare to the launch today from the Microsoft Surface? 

Our world is complex. We do need to make decisions within it. We don't have all the capabilities within  
our human brain, but nor is there a magical button that we can push from a machine. We have to reach 
towards this augmented intelligence, I believe, to allow us to navigate that and to take the best of the 
machines and the best of the humans and put them together. 

I want to contextualize this. We have, of course. I believe 2013 was the biggest year for data that we've 
ever had. It got to crazy points of coffee table books being produced about data scientists and all these 
kind of weird things. 

It was so much so that I think my favorite paper that came out was an article on the physics archive 
called... ‘I wrote a paper about Twitter predicting x and all I got was this lousy paper’. It seemed that 
Twitter could predict everything and yet it was only producing papers. 
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It got so big, of course, that it got to the point where David Brooks was compelled to write a column titled 
"What Data Can't Do," because it seems it can do everything. He had some pretty good points. He 
outlined four things that data struggles with. 

The first was that it struggles to capture the nuance of human emotion. It can see that a person sent an 
email from A to B. But it really struggles to capture the sense of love between a father and his son. 

The second one was that it holds itself up as a badge of authenticity, as a badge of objectivity. It's 
numbers, whilst oftentimes brushing away where the data came from, any of the models that underlay it, 
or any of the kind of the biases that were contained. We looked at the number. 

The third thing was, very much so, as we get more and more data, we tend to lean on the crutch of 
correlation at the expense of looking for causation. The more variables we have, the more opportunities we 
have for correlation to occur. If we don't start looking for causation, then we maybe lead ourselves down 
the path that's wrong. 

But perhaps his biggest critique was that big data can't solve big problems. That we're sitting here with an 
amazing technology and we're using it to solve trivialities. 

The hypothetical data scientist sitting in their lab in Silicon Valley optimizing children's breakfast cereal and 
advertising packaging on top of it to take the color, the size, the shape, the form, the position on the store 
shelf, to get the eye tracking software to see where people were looking. 

Also, that we can get three percent better yield on the product without sitting back and saying, "Well, jeez, 
what about obesity? What about diabetes?" Things that are a lot harder to actually understand with a 
simple kind of structure of information streams that we seek to optimize. 

I think the reason for that, and we need to rewind the clock – why are we here with this amazing 
technology optimizing archetypal children's breakfast cereals at three percent? I think we have to 
appreciate that over the last six years as a society we've undertaken one of the biggest experiments in 
quantification that perhaps we'll ever do. 

We've all taken our relationships, our personal information, and we've uploaded it into a structural 
database from the likes of Facebook, so that they can mine that information and serve us ads. This is a 
massive experiment. 

We've all run it. We've run it on the scale of billions. I don't know what exactly it's going to do to us, but 
we're running it. 

Out of this experiment really came data science as we know it. It came out of that with the two people that 
coined the phrase, Jeff Hammerbacher and D.J. Patil, and in the very instrumentally early stages of data 
science in defining what we have today with it. 

Jeff was the head of the data analytics team at Facebook. D.J. was the head of the data analytics team at 
LinkedIn. Data science that's been captured by these people reflects their experience. That's fair enough. 
It's going to reflect your experience. 

Your experience is millions of data points, structured information streams, A/B testing, so you can know 
whether something's better or worse with the ultimate goal of serving an ad. 

To their credit, they're really good at doing this stuff. So good that just through the public likes we can 
predict if you're single or in a relationship, whether you use drugs, your race, your religion, even your 
gender. 
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We can predict this information with startling accuracy even if you don't choose to reveal it. Even if your 
friends don't reveal it either. What we found out of all of this was that liking curly fries is a top predictor  
of intelligence. 

[laughter] 

That's an actual result. That was interesting. But we laugh at that because it says nothing about 
intelligence. We use this data to find correlations without understanding what's actually going on 
underneath it. 

The point of that is if you're a data scientist at LinkedIn, you don't care. All you care is that if someone 
says I want to advertise to smart people and if you've got curly fries on your home page, you're probably 
going to get an ad for whatever they're selling. We haven't strived to understand what's happening. 

I think data science is quite limiting in the way it's being cast and in the way it starts to talk about what 
data can do. I think data intelligence is a much more interesting way to think about this. Data science 
versus data intelligence can sort of be summed up like this. 

In data science you're looking for 10 percent improvements, whereas in data intelligence you're looking  
to change that game. The goal of data science is to predict and optimize. The goal of data intelligence is to 
create and change. 

The decisions are primarily made by algorithms in data science, whether it's the ads being served on 
Facebook or high-frequency trades. Algorithms are making those decisions, whereas in data intelligence 
it's very much the humans. 

The data is often big and clean, whereas in data intelligence it is small, messy, and it wasn't necessarily 
designed for the problem in front here. The communication in data science is done through equations, 
whilst in data intelligence it’s stories. You could think, broadly speaking, of data science as being tactical, 
whilst data intelligence is being strategic in nature. 

Some of us have sort of gone through that over the last decade of experience working with data. I want to 
share with you five heuristics that I use to think about data and data intelligence and particularly how to 
use data to solve big problems. 

The first of these is data needs to be designed for human interaction. A human will read this very well on 
the left and interact with and explore it. A machine will read the one on the right. We need to remember 
what we're actually dealing with. We need to design human-centered user interfaces for our data. 

The second is we need to understand the limits of human processing. We need to know that we can't 
make a strategic decision faster than 650 milliseconds, that we hold about five to seven objects inside of 
our head and that we're comfortable with 150 relationships. That's the kind of biological evolution that 
brings us to that point. 

We should also know that beyond the human capability, there will be open game for the algorithms.  
We get the high-frequency trading environment, where 90 percent of trades in US equity markets are 
made by algorithms. 

They'll exploit that because they think faster. So appreciate the human biases, appreciate the human 
limitations, but also appreciate that when we can't go past it, the machines will dominate. 
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Data is messy. It's incomplete and it's biased. We need to know what that data is. One of the things  
I always say is if you've got data and you haven't opened it up inside of a text editor, if you opened it up 
inside of Excel and read at least one roll of it, you shouldn't be using any models that are derived from it. 

There's a kind of data that we get out of places like Afghanistan―handwritten notes from al Qaeda 
operatives that don't lend themselves to a lot, but they're very important. You need to use them, but 
you're not going to necessarily be able to look that up inside of a database and run a regression analysis 
on top of it. We need to deal with that. 

Data needs a theory, because if it doesn't, you have things like this: The number of people who drown  
by falling into a swimming pool is highly correlated with the number of films that Nicolas Cage appeared in. 

[laughter] 

I knew Nicolas Cage was a bad man. That's correlation at its worst. As we get more variables, more 
variables recorded, you can find this for pretty much anything. This is at the heart. 

Chris Anderson of Wired magazine said, "Theory is dead." This is the world you've created, Chris. We 
need theories because we need to understand what's going on. We need theories because we also need 
to make predictions. Predictions are great if the future's going to look like the past. 

But you need a theory if you want to see what it might look like if it doesn't look like the past, if you're 
actually going to change it. That's where physics comes in. We start to build theories. Very much to the 
heart of physics are theories to explain empirical evidence. 

Finally, data needs stories, but stories also need data. We tell stories and we tell them very well because 
they're memorable. They communicate and they percolate through organizations. They're very powerful 
tools to encode information about complex environments. We're telling them, of course, for as long as we 
can remember. 

Whilst I could show you an equation for the dynamics of insurgency, I could equally well tell you a story 
about the myth of the Hydra, the multi-headed beast that comes in and cuts off one head only for two 
more heads to appear. This non-linear function is encoded in that story in the same way as it's encoded 
within that equation. But this story will be probably told a lot longer than those equations will be. 

Big data can solve big problems. Indeed, it must solve big problems, but it's going to be doing it with a 
framework more akin to data intelligence. To do that, we need to understand that interface between 
humans and machines. 

In short, I think we need to build better centaurs. The centaurs were the mythical creatures that lived in the 
forest; half man, half horse, the head piles of wisdom and insight that you would go and consult for the big 
questions that were around.  

[laughter] 

You could actually type that search query, optimize it against Nicolas Cage films and come up with your 
geopolitical strategy optimized for social media likes. Plug into a drone that would make decisions. 

I was chatting with Michael [Mauboussin] up at [the Santa Fe Institute] about this. He said, "That's got 
some implications," I said,"Yeah, it does." We talked about what some of those implications were. I want to 
run through a little bit of that and particularly algorithm design. 



	  	  
Sean Gourley 
Augmented Intelligence (Continued) 
 
If we design algorithms for online interaction, we could take two really simple vectors. Your history – do  
I remember all of your history or do I remember none of it? And your identity – can you be anything you 
want to be? Can you be an avatar? Or do you have to be you? 

You can use these two vectors quite simply. I can design a set of social interactions online with two 
vectors. What do I get? Up onto the right is Facebook―identity and history. Turns out that's a very 
profitable space to sell ads to. 

Up into the left, we've got Reddit, and for those that know Reddit, you can be anyone you want on Reddit, 
but it does remember who you are and it assigns your karma based on that. 

Down to the left, you've got Fortune. If you haven't been to Fortune, don't go to Fortune because you can 
imagine what happens when you don't let people be an identity and you don't remember anything they do. 
You get a kind of a weird 12-year-old playground, which is at times genius and most of the means that we 
ever see come out of Fortune, but it denigrates pretty quickly. 

On the bottom side, we've got Snapchat, a real identity and no history. We all know what happens when 
you do that. Or maybe your kids do. 

[laughter] 

You don't want to know. These four systems occupy these four different quadrants. By just manipulating 
history and identity, we get four very different types of behaviors. From the kind of behaviors we have 
where my identity is always going to be remembered for me, versus it's never going to be remembered 
and we behave very differently. 

How do we design these systems and what kind of systems do we want? Because they are being rolled 
out to billions of people and they do affect how we think and how we interact and socialize. 

I think that's really interesting. We think about the stance of how do we design. But I will also say what 
happens when you have these algorithms that actually allow us to think better? What happens when you 
have augmented intelligence? What sort of equality or inequality that starts to create? 

We can roll that out and think about the different ways the algorithms and humans can interact. What I 
showed you there with the Facebook example is the dominant way most of us are interacting in the world 
through Facebook and Google to get information through these filtering algorithms. 

These are free systems. We don't pay for Google and they're sort of free. The tradeoff is that we're being 
treated as a product. We're being bought and sold literally in real time by algorithms, much like the high 
frequency algorithms that we have on Wall Street, trading backwards and forwards to bid against each 
other to show you an ad. 

The information that you've got there is being mediated by that. That does a couple of things. One is it 
puts a cap on how much it can cost to run that algorithm. The entire system per user per year for 
Facebook costs $1.50. Google costs about $12. They have to sit under that cap because that's all the 
money you can get from advertising. 

It's very hard to get into the hundreds of dollars from advertising. The complexity of the algorithms is 
capped, but the goal of the algorithm is not necessarily to give you the best information, to make you think 
the right way so that you have the best personal relationships, friends, and updates, the right information 
about space news. It's to sell you ads and we should remember that. 
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What we're going to see is the ownership of these algorithms start to switch. Instead of it being owned  
by Google, and being optimized for Google's advertising needs, we're going to go "You know what, $12, 
I'm probably going to spend that. In fact, I might even pay a couple of hundred dollars, but I want to own 
the algorithm." 

I want it optimized to me. I want it to push me to places to think about things I haven't thought of, to make 
sure to remind me to connect with people I haven't connected with, to kind of constrain me if I'm feeding 
myself too much junk food type of information. I want it to optimize for me, and I'm prepared to pay for 
that because information and how we think is incredibly valuable. 

Of course, there are going to be people who don't have enough money to be interesting at all for 
advertising-based algorithms, and they're actually going to be working for the algorithms, the sort of 
techno serfs of the word. This seems kind of science fiction, but you look at Mechanical Turk, you look at 
a lot of these micropayments sites, you can't earn enough money. So an algorithm says, "You know what? 
I'm not smart enough to determine whether or not this picture is work appropriate. Human, is this a safe 
picture? Is this a picture of someone's genitalia?" 

They do that. That's the sort of thing you pay one or two cents to do -jobs that the algorithms can't do.  
Of course, on the far side of that, you've got augmented intelligence where humans are not just owning 
the algorithms, but they're actively driving the algorithms. They're interfacing with it. They're not just taking 
the prediction, but they're actually starting to manipulate and understand. 

I think we're going to move from what we've seen; where everyone gets information from these 
advertising-driven models, to these different things. You can see here that it brings with it a huge amount 
of inequality as well. 

One of the things is, as we build these systems and roll them out, we're going to need to think about what 
do with a society where some people can own algorithms that make them literally see further and think 
better, whilst other people are being fed junk food algorithms, serving them information on the likes of 
Google. 

On that, that's probably controversial enough to open up to questions. Thank you, and I'm happy to field 
any and all. 

[applause] 

Question:  In the interface that you've shown us, you talked a little bit about the ability for analysts, to 
make the analysts then provide a little bit of supervision. Is there any capacity for all that supervision and all 
of that to then go and train the total system, so that it could better...you're uploading all that information? 

Sean:  That's exactly right. As we get more users, they're able to add and delete connections. They're 
able to change the guesses that we make. The system is learning as it goes through. We have a very nice 
setup now. 

Question:  But all users of your software then benefit from those changes? 

Sean:  That's right. 

Question:  It's sort of like Wikipedia. 

Sean:  That's right. They won't see your searches, but the algorithm will say, "I weighted too much the 
part of speech tagging, I should bring that weight down a little bit. When I'm guessing names, I should be 
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a little less happy to use adjectives," and so on and so on. It will change the weights of the guesses that 
are made for both the naming and the links. 

Question:  Are humans who are good at collaborating with computers born or made? 

Sean:  That's a good question. To answer that, I think you need to think about what makes someone 
good at collaborating with a computer. I think of the two people that won the computer chess were the 
database administrator and a soccer coach. You can kind of think of two sides of that. You do need to 
understand the data, you need to have a sense of where the data has come from, where it is, what's 
going on. 

You need to understand how the algorithm is being performed, how it's being programmed. To understand 
how it's been programmed, to know that it's going to do simulate to climb a local maximum, but it 
generally misses the global maximums. You need to have that language to know that. But I think you also 
need to know, in a sense, a strategy and gain internal sense yourself. So you have to have a good 
awareness yourself. 

That's quite rare to have both a knowledge of data, and a knowledge of yourself and the world  
around you. 

I think I'd sort of draw a Venn diagram of people that understand data and algorithms, and people that 
understand the world. The Venn diagram is maybe the people that are good at artificial intelligence, but 
that's pretty small. I think we can train it and we should train people to understand algorithms. 

I think we can take a lot of the kids that we're pushing into math and science to get out and make sure 
they understand politics, philosophy, and economics. We probably can help ourselves along that way. 

I think we should also appreciate that not everyone is going to be able to add to an algorithm. That's got 
pretty profound economic implications. If we've got a set of people that can add to algorithms, and a set  
of people whose jobs are being replaced by algorithms, where does that leave us? 

Michael Mauboussin:  Phil? Do you have a thought on that? 

Phil Tetlock:  A really good question. How hard would it be to go back to the computational linguistics of 
the space industry? 

I have done a little bit of work with the intelligence community on Open Source Indicators, and I am curious 
how close we are to certain benchmarks to others. 

One question would be whether your system could answer the question, I know high level NASA 
executives visited China, without actually mentioning, not using the exactly same terms as those in the 
newly-released films. 

Sean:  Could our system answer the question, has a high level NASA executive visited China? There are  
a couple of points in there, one is we know [Charles] Bolden, we know that he is an executive, we know 
he’s the chairman of NASA, we know that China is an entity, we know the geographic thing to have 
traveled. We haven't designed the system to answer those questions like that. 

For us, we have designed it very much for humans to interface to it, so that you'll search for everything 
that's going around NASA, and you'll see a cluster there very quickly, like you did. There was cluster of 
NASA going to China. Now, we can make that quicker and have the computer know that but also, it might 
lead us down the path of artificial intelligence. 
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Question:  What is interesting is that it probably ties into the Ferrucci talk – Watson could do that. The 
other question, and I am not sure whether this is augmented intelligence or this will be used tomorrow, 
would be: how far are we from being able to pose questions about possible futures, to the occupational 
district tomorrow? 

Is China going to have a man on the moon by 2020, or is it going to test another anti-satellite weapon? 

Sean:  How far are we away from predictions on top of these models? Is China going to have a man on 
the moon in 2020, are we going to see anti-satellite weapons? 

You could ask a question that to the computer and the computer could spit back an answer. I would 
contend that you wouldn't be like, "Oh cool, it said that." We'll probably build around geopolitical policy on 
top of that prediction. You got to want to look a little closer. Even if it could today, would we trust it, and 
would we really kind of spend hours for just a computer output? 

That's if it was there, the second I would say is, that's an intelligence question. We have a bunch of 
intelligence analysts doing that. They do it at the moment by reading through scores of information, to plug 
weak signals to create a model about what they think will happen there. 

The point of thinking what this thing does is, it takes all of that reading and compresses it right down, and 
takes the connections that they would make, and starts to make them for them. 

They can get the week's information, and we know that there's evidence of both those things happening 
and then they can start to assimilate that. There's definitely still a role for the analyst. The analyst should 
take that information. I don't think the computer's at a point where they can do that nor do I think they will 
be there in the next 10 years. 

Question:  That was my sense too. We could do augmented intelligence experiments within a large 
organization that tells you. Some analysts get access to your model, some don't, how much value is there 
in the ability to perform? 

Sean:  Absolutely, we would rather start with the three major consultancies, and two of the three. You can 
guess which two of the three. I did A/B test on that. They actually set up a team of four analysts to do 
market segmentation for an M&A activity, they said, how long will it take them? How many targets do they 
find? And what sort of clustering did they do? 

It took them about four weeks; a principal and three associates. They found two hundred target 
companies, and they split it into five different groups. The 10 that are running Quid did the same 
experiment. They did it in three days and found 1,500 companies, and they split them into 25 groups. 
These are not cheap people, and you are not only doing it faster, you are doing it with a higher resolution. 

That's on one side of things. The second anecdote I’ll note is a major search company that runs this for 
their competitive intelligence process. They ran the A/B tests, since they could do what they did in a 
week, they could do it in a day. 

Question:  I was curious about your assessment of the three. Why the exact three? Because part of your 
description was mainly circumstantially based, knowing when to be aggressive and when not to. 
Presumably, the grandmasters, that's the way they do it. These guys should be able to be the 
grandmasters... 

Sean:  This was not a one-off. It's consistently being done again. 
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I think the thing is why people won, of course, there starts to be conjecture on that. The interesting thing 
was that they wouldn't have beaten any of the other players had they played them by themselves. 

We know that. What did they do that the other people didn't do? My guess is that when you become 
trained as a grandmaster, you are trained in a very different process compared to interacting with a 
machine. There is no sense that knowing how to play chess as a human is knowing how a set of 
algorithms play chess. 

To know this, you need to really understand how algorithms play chess, which means you need to 
understand the code behind it. You also need to know how they've been trained, how they've been trained 
in their endgames, how they've been trained in their opening games. You want to know when they're 
climbing local maximums and when you're pretty confident it’s a global maximum. 

I think knowing that, and knowing workings of algorithms, I don't think grandmasters necessarily know all 
of that. There can be grandmasters that know that. It would be interesting. 

One of the interesting things is through computer games, people are playing different chess now. They've 
all been brought up playing online computer games against each other, against machines. It actually 
changes the opening styles and we can track the opening styles of chess pre- and post-computer 
induction. 

There is a significant change in how we play. I think that's also interesting. This is pretty early stuff in 
terms of understanding what it is and to gather the earlier question, what it is that makes a human work 
well with a machine. No doubt, as that becomes more economically important, we're going to get better at 
understanding it. 

Question:  Isn’t the key the way grandmasters deal with the chunking of information? 

Sean:  I think the chunking of information is something that's really interesting, early on the precuneus, 
the pattern recognition of our brain that abstracts a series of complex things to say- yes, I've seen a signal 
in this. That's a low dimensional representation of that high dimensional information. Something really 
innate to us is that chunking of data. 

One of the things that humans almost invariably will do. There will almost invariably be five chunks or seven 
chunks. No one ever comes back and goes you know what, I've seen 123 insurgent groups in Iraq. 
There's always seven groups. 

That's because it's about as many as we can handle. Most people are dealing with three. We chunk 
information at an abstraction that we can deal with. 

Computers do the same as well. They chunk the game. One of the interesting things I think is computers, 
although they've done a pretty good job of solving chess, they've done a terrible job of solving Go. 

Chess has 10 to the power of 40 moves as a sort of state space. Go has 10 to the power of 150 moves. 
That doesn't seem like a lot, but that's a big jump. They can't even really beat a novice Go player. Go is 
the game with the stones, if you've played that. It's got a huge state space. 

They solve that. Their current best things run on local laptops. They don't run on massive supercomputers 
because they're basically imploring heuristics. They're playing the game like a human plays it because the 
state space is so big it would be like going into the ocean with a teacup, even with the biggest computers 
we have we can't explore that kind of state space. 
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It's interesting to see Go develop and how AI will start to solve that system and where we are with that 
today. I think one of the interesting things is to look for signals of where AI is going. What it can do? What 
it can't do? Straight after this talk, we'll see some real interesting stuff around natural language processing 
and question and answers which I think are going to be fascinating. 

We should also be cognizant of where it is. We do not have a machine that can accurately determine the 
right geopolitical move for Iraq. We shouldn't expect to have that given that we haven't solved Go. We'll 
probably solve Go before we solve that, maybe. 

Question:  What’s this say about the practice of reading? 

Sean:  Franco Moretti kind of coined the term "distant reading," which I think is a really interesting thing. 
We tend to think about reading words, but you can actually read at sort of an abstracted level of what's 
going on. That's important because there are 1.2 million news articles in English published every day. 

If it's your full-time job, you may sample 200 of them. Is that the right sample? What are the biases 
implicit in that sample? How much of that is the financial trade publications versus reading what the 
consumers are actually thinking? How hard is it for you to unwind that bias about that one article that said 
that stock was going down even though you’re reading at the same time that the consumers love it. 

When we're sampling 200 from 1.2 million, we're going to be biased. We're not going to get faster at 
reading traditionally. If we want to get that encompassing event information, machines will have to read 
that. They'll be able to answer a lot of things. There's a high level NASA official going to China. 

The more complex stuff is still going to need a human to interact with it. That's where that interface stuff 
become really important. 

Question:  How might this work for a corporation? 

Sean:  Imagine if you will there's a large advertising company that is working with a deodorant company. 
They want to be more manly. You get a conversation of all the stories about manliness. There are different 
clusters on manliness. There's a cluster of stories around whether Chris Christie is too manly to be the 
governor. Or some more serious, bullying in the NFL and is that acceptable or not, and facial hair, that's 
always going to be there.  

That's pre-hundred million dollars of advertising spent. However this company moves into that space, you 
can be sure as hell that network, that space, that projectionis going to be different. They can predict how 
the conversation is going to evolve. But what they choose to do will massively shape what evolves. 

I can predict without me making a decision, but it would be kind of strange. A much better thing to say is 
what part of that message should I take. Should I combine to get two different clusters? Should I take a 
white space? Should I take one that's owned by a competitor and start to own that myself? You can do 
the same thing for politics, which side of the fence you're on. 

The decisions that we make as we go into that space will change things. That has to be accounted for in 
any kind of system that you're building. 

Question:  How would you improve this system? 

Sean:  What I say to this is get more observations. You read one story about the manliness of facial hair 
and you don't understand the whole thing, so you get more. What I would say on this here is it is reflecting 
back everything that's happened in the world. All the stories about X, all of the events about Y. 
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It's not making projections forward. What data is significant? I think that's really important. It's not going 
forward and saying we think this is going to happen. To the point of how do we make better decisions 
about the future and what's going to be there, I'd say is make more information accessible to the people 
that are making the decisions. Given them a better view of the world and higher resolution quicker so they 
can think more about the implications on top of that. 

Humans are making these decisions today. There were a group of people that sat around the Pentagon 
table that decided to send troops into Iraq. That was biased and they had their own ideologies. They didn't 
have all the information. They didn't have all that stuff at their fingertips. We are doing this. 

I think of the question as, "Over the next decade, how can we get a set of tools that can help humans still 
make those decisions better?” 

Question:  How do you compare models? 

Sean:  I think that comes down to the way the forecast is recording your predictions and recording them 
against what actually happened. If you can make that, then you should be able to do a delta given enough 
data points of your analyst predictions with this system versus another system. 

I think the contention would be if you can give them a better representation of the world as it is today, to 
make better decisions on top of that about tomorrow. 

Question:  What are some of the different things being done today? 

Sean:  One is global macro stuff. I need to understand what's going on in Crimea. There is a lot of stuff 
going on and how I understand that is going to change the way I price my oil futures or my natural gas. 

The way that’s done at the moment is reading a lot of data streams and what this does is it starts to make 
that quicker and more efficient and more accurate. Another one is looking at long-short public equity. You 
take all the information, particularly around headline risks. If an event happens and it blows up in the social 
sphere, is that something that is real or is it something that's actually just fabricated? 

What are the different statistical patterns that emerge from headline risks around different topics? It's not 
like just saying, ‘Is this sentiment positive or is sentiment negative,” but actually getting it to say, “What are 
the heart of the narratives that are being told”? 

Once you go down a little bit into private equity, you are starting to look at the selection of all different 
hardware companies in the world. 

There might be 10,000 different hardware companies. Which one should I invest in or which one should  
I acquire? 

I think for me, the most interesting stuff that you can do with this in finance is to look for the stories that 
we are telling ourselves about the world and then to take an orthogonal data source about stories that are 
actually happening and start to trade off the delta between them. 

That could be very simply saying, I'm going to plug in the Indian news and just look at the stories the 
Indians are telling about X, and put in the American news, and look for the differences between the two of 
them. Or, I might take the stories about what we're doing with drones, and take the stories of all the 
patents that are being filed by Boeing, and any differences between what Boeing is doing that we're not 
talking about or what we're talking about too much that isn't being done. 
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That in a sense like a trade on Boeing on top of that. Two different data sources that probably no one  
has read in their entirety is certainly now read across both of them, put the machine on that, and look for 
deltas and trade against it. 

Question:  What are some of your personal experiences? 

Sean:  There are a couple of things. One is if you think you know everything. You think, “I've got it all.” 
That's a really hard thing. 

One of the things I'm consistently humbled by is, I'll throw up all of the patents that have been filed in the 
last two years on natural language processing. I would always find stuff that's being done that I wasn't 
aware of. 

I'll just take the last week of technology news. I live in the Valley. You live, breathe, drink, do the whole 
thing. I'll take that, I'll do an event extraction algorithm on top of that data feed, I will see things and go, 
"How the hell did I miss that?" 

It will be a big event. It will be a new chip from Intel. How did I miss that? Experts that come to think they 
know it all struggle with that. I think it's always important to remind, there is stuff going on in the world you 
don't know about. You can't ever keep up with it all, so don't try. Plug into machines when you're needed 
to do it. 

I think the other one that comes back are people that are looking for that answer. What does a machine 
tell me to do? It doesn't tell you to do anything. It just shows you the world. What does it tell me to do? 
You're going to have to make that decision yourself. 

That's really hard for people to get past. They are so ingrained that the machine should give us an answer. 
We're so ingrained that there's a right thing that we don't appreciate that perhaps it's a little more subtle 
and that maybe we need to still be involved.  

Question:  What are the different choices available? 

Sean:  You can have a range of different connections and there’s a range of options. Anything from 
explicit connections like A interacted with B, through implicit connections. An implicit connection could be 
the concepts of A are similar to the concepts of B. That could also be the emotional language in A is 
similar to the emotional language in B. 

You can have a range of different things. What you choose to project is what you choose to deem to be 
the valuable connections. We try and give the user options to say, do you want this kind of connection or 
that type of connection. As you go down, you think of a high dimensional object that's connected in many, 
many ways. 

You've got to project that to two dimensions or three dimensions so that we can navigate it. You're 
collapsing a dimensional space and trying to guess which collapsing to do. You can do reasonable jobs, 
but it's much better to give that as an option to the user so that they can have the connections that are 
meaningful to them.
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Michael Mauboussin: It's my real pleasure to introduce our cleanup speaker today, Dave Ferrucci.  
Dave currently works in the research department at Bridgewater Associates, the well-known hedge fund. 
Long before I met Dave, I was a big fan of his work and the kind of work he does. Not necessarily directly 
related to Dave, but I certainly followed closely IBM's efforts to build a computer that could beat Garry 
Kasparov, which, as you all know, they succeeded in doing in 1997. 

But when I heard that IBM was building a machine that would take on the champions in the game of 
Jeopardy!, that was exciting and I was even more hooked on the work. The man behind Watson, which is 
the champion-beating, Jeopardy!-playing computer, was Dave Ferrucci. 

Chess is basically a simple game but it does have enormous possible combinations of outcomes. But it's 
also a game that computers are well designed to be good at. Basically, it’s number crunching. 

Jeopardy! is a very different ball of wax, as we'll hear. The questions require an understanding of similes, 
puns, riddles, language processing has to be excellent, and so developing a program to beat humans in 
that realm where humans are really strong, as well as having all the other information, that is truly 
extraordinary. 

Dave Ferrucci has more than 25 years in artificial intelligence. He's received numerous prestigious prizes 
in the field. He's going to tell us about this field and what he's learned over the years, and what's to come. 
So please join me in welcoming Dave Ferrucci. Dave. 

[applause] 

David Ferrucci:   Thank you. It was great to hear Sean's talk because the theme behind that talk is going 
to be very compatible with the theme that you're going to see in my talk as well. He also did a lot of the 
heavy lifting, so I'll be able to chat with you about philosophy instead of going into all of that deep stuff. 
[laughs] It was very compatible. 

I will say a couple of things right at the outset, sort of how Sean's talk left me thinking about artificial 
intelligence versus augmented intelligence. Right now, you and I talking, I'm augmenting your intelligence, 
you're augmenting mine as we we're dialoguing. 

The reason that can happen is because we're both intelligent, we both speak the same language, we have 
compatible processes and representations. You can think of when two people collaborate, they're 
augmenting each other's intelligence. But on the other side of that fence, it requires a level of intelligence 
to do that. 

I thought what was really interesting was when he talked about how some people can interact with 
computers really well and some people can't. I think it's the responsibility of people in AI, right, it's the 
responsibility of artificial intelligence to build computers that make that interaction easier, that make that 
interaction possible, for the majority of people to sit down and actually get value out of interacting with  
that machine. 

Anyway, it's an interesting perspective, lots of interesting stuff here. I'll talk a little bit about the evolution 
of AI from theory driven to data driven systems, and this idea of where the sweet spot is. You'll hear the 
echoes from Sean's thoughts there, reflections on IBM Watson, a landmark in artificial intelligence and 
where that fit in, and my view of the future of AI, and how that will evolve. 

Just to go from the very beginning, artificial intelligence, who even coined the word? Where does it come 
from? What does it mean? Two interesting perspectives on this. One, very demanding, which was Turing's 
perspective, which was computer systems whose interactive behavior is ultimately indistinguishable from 



	  	  
David Ferrucci 
Artificial Intelligence (Continued) 

 
the humans. How many of you have read that the Turing test, the Turing thing was solved? How many of 
you believe it? Oh, good. 

[laughter] 

Has anybody seen the dialogue from the machine that supposedly passed the Turing test? It's really 
pathetic. How many people have heard of the ELIZA program from the 1960s? Good? It's a little bit better 
than that I think, not that much. 

McCarthy in the 1950s coined the term actually, and he said artificial systems are computer systems that 
perform tasks that if performed by a human would be associated with intelligence. It's a very different kind 
of definition. It's sort of ingenious in a way because what it does is it avoids really defining intelligence 
entirely, and it really puts it on the task. 

So, we have Deep Blue and we say "Wow, a computer, Deep Blue, beat a grand chessmaster, and people 
who can do that, I would associate them...They'd be intelligent if they were able to do that." A computer 
program beat the best at Jeopardy! OK, I associate with that a certain kind of intelligence, so those things 
are considered artificially intelligent. 

But of course, Deep Blue couldn't walk nor can Watson walk off the stage, start conversing with you, 
talking about economics, making jokes. Neither of those are going to happen. So it's just that task that 
they did, we say "Gee, if a human did that, we would think that human was intelligent." Sort of a very 
different kind of definition. 

AI has come a long way actually. I don't know how many people are familiar with a lot of the incremental 
advances that have been going on. One way to divide the world is into the idea of knowing―intelligence 
as it means to know something, like to interpret, to understand, to reason, to learn, to predict―and then 
doing―being able to take some action, and do that action in an effective way, walk, see, sense, catch, 
drive, fly, you know, that kind of stuff. 

I'd like to start here. How many people know about the Google car? Everybody's got to know about the 
Google car. I don't know if you've seen some of the things that are out there. If you haven't, I was going 
to click on a couple of these things. I have a couple of YouTube videos for those of you not familiar with 
this kind of stuff. Oh, there's one. 

Video:  History Grasping consists of throwing and catching, which contrasts with traditional methods that 
maintain contact state. 

David:  That's pretty good. Can you do that? 

[laughter] 

Video:  ...In the air, and then move to intercept it. This is an extremely dynamic task with a lot of 
uncertainty, with very fast dynamics, yet this technique for designing control systems is very robust, and... 

David:  How many people saw this? This is the big dog. Basically the dog can walk on ice and balance 
itself. It’s learned how to balance itself. It's actually quite...I can't do that. Can you do that? I can't do that. 
I would just fall. 

That's a certain kind of intelligence. You're sensing. You're taking in that sense data, you're responding to 
it. This you can actually buy. 

David:  Sound localization, so it's got hearing, it's got pressure sensors, it learns how to walk over 
different surfaces. 
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Dave:  Anyway, and then of course the Google car, which is going to change everybody's life. It's 
amazing. In interpreting understanding, reasoning, and learning, and predicting it's a little bit more 
challenging in many ways, because what it requires you is to kind of get at meaning, and meaning is 
ultimately connected with how other humans think and interpret things, because you're taking human data, 
and you're saying "What does this mean, and how do I understand it, and how do I reason about it in a 
meaningful way?" 

How many people saw the game against Watson, the Jeopardy! game? How many people? Not a lot. 
Those of you who watched it, or didn't watch it, how many people were rooting for the computer? 

[laughter] 

David:  How many were rooting for the humans to win? Are they allowed to stay? 

[laughter] 

David:  It's kind of interesting. Those of you who didn't see it. Here's a little clip. 

[video clip begins] 

Alex Trebec:  Watson? 

Watson:  What is keratin? 

Alex:  You are right. 

Watson:  The Art of the Steal for $1,200. 

Alex:  Answer, the other Daily Double. 

[applause] 

Alex:  Watson, what are you going to wager? 

Watson:  $1,246, please. 

[laughter] 

Alex:  $1,246. Here is the clue in The Art of the Steal. The ancient Lion of Nimrod went missing from this 
city's national museum in 2003, along with a lot of other stuff. 

Watson:  I'll take a guess. What is Baghdad? 

Alex:  Even though you are only 32 percent sure of your response, you are correct. 

[applause] 

[clip ends] 

David:  A lot going on there. One of the most interesting things about that was that answer panel. In my 
view…I fought very hard, there's a back story, I won't tell it, I fought very hard to make sure that answer 
panel ended up on television. Because that answer panel that showed the top three answers with the 
confidence, I think changed everyone's impression about what was going on. 

If you would have just put that computer up there and it answered when it did and you didn't see anything 
when it didn't answer, I think it would have been completely left up to people's imagination about how they 
thought computers worked. They would have projected that onto the computer. 
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And you know what the majority of people think is going on inside of a computer? It's a rich spreadsheet, 
a big table. All the questions are already there. The question comes up, you look it up and you look up the 
answer. That's how people would have imagined it. But as soon as you put that answer panel up there, 
you say wait a second, it's considering multiple answers. 

It's coming up with a probability that one might be right. It must be thinking. The impression of what's 
going on, whether you call it thinking or not, but it completely changes once you put that answer panel up 
there. I think that really changed people's perception of what was going on to actually become more 
aligned with reality. 

We talked about chess a lot―finite, mathematically well-defined search space, all responses grounded in 
precise unambiguous rules, a large but finite set of moves―somebody mentioned 10 to the 40th, clear 
consequences. It's perfect for a computer. The really surprising thing is that humans can do it. 

We learned earlier about how they actually do this somehow differently than just looking over the broad 
possibilities of moves, but they actually remember these various kinds of patterns and things like that. 
Human language is a completely different story. Words, they can be images or speech, what I mean by 
language is just how we communicate with one another. 

We can communicate with words. We communicate with images. They lack precise interpretation. There 
are nearly an infinite number of expressions mapped to a huge variety of meaning. The meaning is only 
grounded in shared human experience. We tend to think that…when we started with computational 
linguistics we'd say, "Oh, there are grammars and there's words and words have precise meaning." 

The reality is you can think of words as having really no intrinsic meaning. You can think of them more as 
this intricate indexing system into our shared experience. I use a bunch of words and I'm speaking to you 
and they're lighting up different parts of your brain. They're reminding you of different experiences. And 
you're sorting out those experiences.  

And as I'm speaking to you, you're nodding. And I'm thinking, "Oh, OK. Those words seem to be lighting 
up the same experiences. That person seems to be understanding.” For all I know, you have no idea what 
I'm talking about. In fact, you might have some idea, but you don't have exactly the same interpretation I 
have, which might even be worse, because now you're nodding and you're saying, "I understand." And 
then push comes to shove and I expect you to do something. I predict that you're going to behave a 
certain way because I saw you understanding my words. And you do something crazy. It turns out you 
don't understand me at all. Even though I used the words, but they were lighting up different experiences 
in your head.  

This is a great example this from my own life. I do these scientific experiments at home. I have two young 
daughters. They'll hear me say, "Hey guys, come down here. I'm doing this thing. It's really, really 
interesting." They would come down, and I'm doing something crazy in the sink or whatever. 

I'm doing this over and over again, "Guys, you've got to come down here. This one's really cool. This 
one's really, really interesting." One time she was seven at the time and I go, "Come on down here." She 
stopped at the top of the stairs and she said, "Daddy, interesting things are boring." 

[laughter] 

David:  Because of her experience with that word, she assigned “boring,” she assigned a completely 
opposite meaning to that word based on her experience with that word. That's really how language 
evolves. It evolves through context and through the assignment of that shared experience to those words. 
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It's getting at that meaning and that meaning is really sourced in humans and how humans experience  
the world.  

Here, we have this picture. Whatever you see there, don't even tell me. I can interpret this in lots of 
different ways. A computer stores that image and we can move it around; take it with a camera and then 
send it to you in a message or an email. 

But it's just a bunch of zeros and ones. What does it really mean? When I start looking at a human, 
because it's optical system can identify colors and say, "There's white, there's black and then red." Now, I 
can do object detection. I can say, "I know what that thing is. It's a calculator with some dice on top." 

I can think, "You know what they meant to tell me? They're calculating the odds. This image was actually 
labeled by humans with this word here, winning." I wouldn't even have made that connection, but a bunch 
of humans did. 

Another way is human use of tools. Maybe that's what it means. Different levels of interpretation, just a 
bunch of zeros. Where do those interpretations come from? It comes from our experience with that thing. 
That thing, that artifact becomes part of our language. We use it to light up those different experiences in 
your head. 

Ultimately, meaning is subjective and we the humans are the subjects. How do we resolve meaning? It's 
the context that becomes so important in triangulating that meaning given those words. You can think of 
meaning as this probabilistic of mapping from symbols to a common experience. Richer context narrows 
those possibilities and improves confidence in that mapping. What are you talking about? 

“The bat was flying toward him.” A couple of ideas. Those words start lighting up things. There's lots of 
possibilities. We're just showing two competing possibilities – a bunch of vampire bats or fruit bats or 
whatever, flying toward a person. We could imagine a baseball bat flying toward me under different 
conditions; one is my ex-girlfriend, another one is maybe someone hit a home run through the bat. I was in 
the audience. Different possibilities.  

“Billy ran as fast as he could.” Now I have two competing possibilities here. One is running away from the 
bats chasing Billy. The other one is Billy just swung and the bat went flying. 

“He made it home safe.” Still not really sure. I still got two competing possibilities with more and  
more context.  

Finally, “He scored.” I'm pretty sure now it's the baseball game. There's another interpretation I won't 
mention, but I'm pretty sure it's the baseball game at that point. 

As more and more information comes in, I take those words and I start connecting them to that meeting. 
Really interesting though because subtle differences in the expression can dramatically change the 
meaning that it happens to light up. 

These small changes, it depends on how those words are used, not just the words themselves, but what 
order and sequence they come in. Here, I just took these words; "safe home" and "at," and I just mixed 
them up a little bit. I put them into Google image search. Here's what came out. Don't forget, Google 
search is very much driven by how people annotate things. It's the source of people saying, "This is what 
this means to me. No, this is what it means to me." Connecting the meaning with the words. 

"Safe at home," I get these images, mostly baseball, except for this one right here of some band or 
something. I don't know what that is. “Home safe.” “Safe home.” Really different interpretations. It's 



	  	  
David Ferrucci 
Artificial Intelligence (Continued) 

 
amazing how it makes that point. It's all about how the words are used, not just the words, but even the 
ordering of the words. 

When you look at AI from its very early beginnings, it's, "I want the computer to understand things, answer 
questions, and make predictions. How am I going to go about that?" The idea was to build theories, to 
model how the world works. To say, "If A(x) is true, then B(x) is true. If the conditions change and I have 
A(x) and C(x)…and to model all those rules. To identify concepts and relationships between them, usually 
working on small data. 

It was also interesting, Sean talked about the difference between the challenges, that you need more 
intelligence with small data. More ways to interpret and understand than if you just have big data. 

Anyway, scientists worked with small data because they didn't have big data in those days. They 
interpreted and generalized, came up with an anthology, different concepts, general concepts, more 
specific concepts, connected them to rules, came up with the theory. Then would ask a question, and they 
would get these predictions and answers. 

They were explicable. Why were they explicable? In other words, it was an open box. In the sense that you 
could say, "Why'd you come up with that?" The computer can go back and trace all its reasoning, identify 
the concepts and the rules, and give you a deductive proof. 

I just pulled this out of Nate Silver's book when he was talking about the description of why somebody 
thought there was a recession: “Consumers have extended too much credit to pay for homes that the 
housing bubble had made unaffordable. Many of them had stopped making their payments to the degree 
of leveraging the system would compound the problem and so forth and so on. You're demonstrating, 
"Here's my understanding of how the world works and why I might predict that there's going to be  
a recession." 

Data driven, since things started changing over the last 15 years, huge amounts of data becoming more 
and more available, tremendous amount of compute power to munge over that data. Lots of different 
statistical machine learning techniques. We had the advent of big data. A is correlated with B and that may 
suggest some causation, so I'm good. Show me A and I'll predict B. 

Really interesting results in a broad number of areas: health care, economics, e-commerce, Netflix, 
Amazon, economics, elections. We talked about I think all of them today. What you get back is you get 
back predictions, but there sort of inexplicable. There's no human compatible theory underlying there. 

I can tell you all different features I may have considered. There may be a ton of them, but how are they 
related and what do they mean? I get a very different kind of prediction or explanation for prediction. The 
most reliable forward looking indicators are now collectively behaving as if they did on the cusp of a full 
blown recession. Very different kind of explanation for a similar prediction. 

I think this was mentioned, too, I think it's an interesting debate. It's actually been going on for years. It's 
not that new. People have been talking about induction and deduction forever. It’s just kind of made it into 
the mainstream. 

One extreme represented in 2008, Chris Anderson when he was editor-in-chief at Wired, "Correlation 
supersedes causation, and science can advance even without coherent models, unified theories, or really 
any mechanistic explanation whatsoever." It's a fascinating point of view, very extreme. 

We had, 2012, Nate Silver saying, "Throwing the theory out is just categorically the wrong attitude. 
Statistical inferences are much stronger when backed up by theory." And we saw that theme with a couple 
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of the speakers today. Yes there's information in data. It gets harder and harder to grab it when the data 
gets bigger and bigger. 

It's an interesting relationship to think about, as the data is growing exponentially, are my computational 
methods and my algorithms growing fast enough to extract the meaningful data out of there? How much 
theory do I need to identify whether or not the correlations are meaningful? This becomes a huge 
opportunity, but also a huge challenge. 

What I want to do for the next few minutes is take you through a painfully simple, and I already apologized 
for all of you who understand this in great depth. I'm just going to take you through this painfully simple 
example, to fine tune the point, the difference between a data driven approach and a theory driven 
approach. I have a painfully simple decision to make: should I wear galoshes on my walk to lunch? 
Because it's been a bit raining, so it's complicated. 

First I'm going to start my theory driven approach. I'm going to model the world. These are quasi-versatile 
logic, it's not perfect because I don't remember all my versatile logic. There exist surfaces. There exist 
things called paths. 

All paths are surfaces. Surfaces can be covered. Surfaces can be wet or dry. There are events. Raining is 
a type of an event. Something is wet if it's raining and not covered. There are things called people. People 
wear galoshes. When it's walking and when it's wet, people want to wear galoshes. 

I've modeled the world. Here it is. Now, I build the system that does deduction over that. I ask the system, 
"I will be walking to lunch, should I wear galoshes?" 

The system asks, "Is it raining?" It says, "I'm using rules nine and seven. It says, "Yes." 

"Is the path covered?" Using again those rules, user, "No." System, "You should wear galoshes." User, 
"Why?" Because if it's raining, and the path is not covered, and the path is wet, if the path is wet, people 
wear galoshes. I'm assuming you're a person. 

[laughter] 

It's fabulous. It's fantastic. I love it. It gives you this theory based description of what you should do. 

I want to advance it. What if it's not raining, but the path is still wet? Life gets always more complicated 
than you'd like to think it is as you build out these theories. But having a theory allows us to engage 
human thought, intuition, perception, all the things humans are aware of that is very difficult to make the 
machine aware of, but it can get challenging. 

If I want to do this, I have to start thinking, "What's the duration of the raining event? When did it start? 
When did it end? How long does it take to dry?" I have to worry about ground retention, temperature, and 
humidity. There might be depressions in the surface. They fill up. They're called puddles. 

I have to think about the topology and the retention of water depending on the topology. It takes time for 
these effects to dissipate and so forth. I end up with an extremely complex problem to try to model in a 
theory-driven way. I imagine giving you a really robust explanation, but this becomes exceedingly difficult to 
do and to maintain, and to grow. 

It's like the data driven approach. I have my galoshes data. I have all these observations. I have whether 
it's raining or not. I have people annotating and say whether or not they would be wearing galoshes under 
those circumstances. 

"Should I wear galoshes?" 



	  	  
David Ferrucci 
Artificial Intelligence (Continued) 

 
"Yes." 

"Why?" 

"85 percent time it rains, people wear galoshes." 

"Great." "Why?"  

I can add features to this. I can say, "Well, its prediction qualities are not that great, so I want to throw in 
more features. I could throw in wet path, I could throw in covered, I could get maybe better predictive 
results." What if I want to advance my system? It's still not as good, so I want my version 1.1, so I throw in 
more features. I can just, shoe type, location, tree type, season, temperature, humidity, start time, whether 
the Red Sox won or not, whether the paths are covered, all kinds of possible things. 

I could throw this into the same machine learning algorithm. It should say, "85 percent of the time, that 
well you should probably just wear galoshes." "Why?" "Just look at this giant table and you do the math." 

[laughter] 

The relationships and the meaning and how I think about these various features, and how they build out a 
model of how the world works is just missing from this particular approach even though it may be 
predictive. If I have to now explain myself or be liable for my decisions, what do I have to point to? How do 
I now engage in whether or not I believe that prediction in that particular case? I'll give you a great example 
from my own life. 

A little bit serious but it's OK. I'm over it. My dad many years ago went into cardiac arrest in a restaurant. 
An ambulance took 10 minutes to get there, rushed him to the hospital. Finally he gets there. 

The resident comes out and says, "Look, your dad's brain-dead. We want you to sign a 
"Do-Not-Resuscitate." I said, "How do you know he's brain-dead? He said, "Given where he was, how 
long the ambulance took, statistically speaking, there's a 98 percent chance he's brain-dead." I said, "OK. 
There were a hundred of people in the restaurant. Two of them would have survived this. How do you 
know he's not one of those two?" "OK, you need to speak to the chief cardiologist." 

[laughter] 

So, I got on the phone with the chief cardiologist. He said, "I know this is very difficult, but we understand 
these things. We have the statistics. Your dad's brain-dead. The responsible thing to do is to sign a 
"Do-Not-Resuscitate." I said, "Do you have any deductive evidence?" 

He said, "What?" 

I said, "How do you know he's brain-dead. Do you have an EEG?" 

"No we don't have and EEG." 

"Well, how do you know?" 

"His pupils are dilated." 

I said, "Doing the deduction, are there other reasons why his pupils might be dilated?" 

"Well, yes, there's a drug they give at the ambulance that might dilate his pupils." 

[laughter] 

"What else you got?" 
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"I have to come down there and talk to you about this." He came down and we debated this a little bit 
further. Eventually, he gave up. He was very frustrated with me. Long story short, about 18 hours later, 
my father was sitting up in bed with zero brain-damage. I would not sign the DNR. 

What went on there was while the statistics apply in general, in that particular case, there's very specific 
evidence that would take you one direction or another. You have to go through and I wanted to go through 
the deduction. It was a very long process because what the doctor made me do was, because he was 
against the way I was thinking, he made me make every decision. He said, "What are going to do now?" 

I would ask him questions back and forth, then I would have to make a decision. It was interesting how I 
just want to go with the statistical evidence. 

The Holy Grail ultimately is to build systems, when we talk about artificial intelligence, is to acquire, 
understand, predict, and explain. One thing to observe is how engaged the human is in all of this process. 
What data is important to even acquire to answer certain kinds of questions? What model do I have to 
build to represent an understanding? What algorithms do I need to predict? What is worth predicting? 

Ultimately, if I make a prediction, can I explain it with regard to the understanding? I’d like to automate this 
whole thing, and you could think about the human in the source of meaning, coming up with the objective 
function, coming up with what it means to have a compatible understanding and a meaningful explanation, 
is engaged in this whole process. 

On one hand, I think that to build artificially intelligent systems, we absolutely have to engage the human in 
every step of the process. The idea is, in what way do we engage them? Can the system incrementally 
learn from that engagement just like a child interacts over and over again with its environment and with 
other humans and starts to learn what the meaning of things are and starts to mimic and extend that 
meaning through those interactions? 

The world is changing. We're coming like full circle, we went from theory-driven to power data-driven, 
which works, of course, exciting, but you're seeing the observations made at this conference as well as 
you see this other now, 2014 Wired, talking about how you need more than just data: 

"By claiming that computers will ever organize our data or provide us with a full understanding of the flu or 
fitness or social connections or anything else, for that matter, they radically reduce what the data and 
understanding means.” 

And it talks here about having to engage people and build the model of that understanding." 

I think there's a growing and growing awareness that yeah, huge amounts of data out there, huge 
opportunities, but what does it mean to just find these correlations and not be able to map them to 
theories and causation? 

It's interesting to reflect on what represents difficulty in this space. When you think of very, very low level 
computer applications like traditional information technology, this one level of difficulty was everything was 
structured and deterministic. Everything’s in databases, I know exactly what all the columns mean. 
Basically, what I'm doing is I'm selecting information out of the database, maybe I'm doing some math on 
it, and I'm shipping it somewhere. 

It gets a little bit more challenging when you think of predictive analytics, because now what you're looking 
at, is you're looking for patterns that are...You don't know what the patterns are, so now you're trying to 
discover the patterns. Here, the data is completely understood and it's almost selecting from it. You're 
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actually looking or discovering patterns, but you don't know what the patterns mean. You're forming 
correlations, but you're wondering about causation. 

Then it gets even harder when it's unstructured and probabilistic, meaning, "I'm not even sure how to 
interpret the data." That's like with language. Language is highly probabilistic as we saw earlier. 

These are ways to stratify difficulty in getting the computer to do these kinds of things. Where does 
Watson fit into this space? Watson's an interesting point in the spectrum. Here we had this grand 
challenge for advancing AI, but specifically, in the areas of natural language understanding and the 
challenge went something like this. 

I have this broad open domain, meaning you're not going to tell me ahead of time what the questions are. 
There isn't a spreadsheet where all the questions I'm going to ask you are in there, and you have to look 
up the answer. I don't know what they're going to be. I don't know what they're going to be about. 

Complex language, it's written all sorts of different ways. “If you're standing, it's the direction you should 
look to check out the wainscoting.” Anyone? It's an easy one. $200. Down, down is the answer, down. 

That's interesting, because if you sat there as a theory-driven guy, you're like, "OK, I got it." Don't forget. 
You'll never see this question again. How much you do invest in understanding that question in building 
Watson? You're never going to see this question again. He's like, "OK." How do I generalize? 

I won't get this question again, but I might get a question about direction. Let me model what a direction 
is. Let's see. I got up-down. I got left-right. Maybe I should do like 360 degrees around a compass, I 
could do that. There's relative direction behind me, in front of me. I build this big complex model, probably 
never see a question about it again. 

Oh, a question shows up. It refers to the direction of fabric. The answer is green. Would you have thought 
to model that, having looked at that question? Probably, you would've missed it. Very challenging to 
imagine, if the domain is too broad. Let's see. “In cell division, mitosis splits the nucleus and cytokinesis 
splits this liquid cushioning the nucleus.” What are you, finance guys? 

[laughter] 

Cytoplasm is the answer. 600, you've missed that. You're paying if anybody gets it, right? “Seems  
this perp was the first murderer in the Bible and to top it all off, he iced his own brother.” I'm good. There 
we go, 800. 

Why is this a hard question? It's interesting, because if a computer was doing this, it has to...Hinting to 
you how Watson works, but it has to start finding connections between words to come up with, what's the 
common expected meaning of these words. Seems this perp―what’s a perp―was the first murderer in 
the Bible. To top it off, he iced his own brother. 

I go to a dictionary, Webster's or something, to find what "iced" might connect to, and I don't see murder 
there. Where do I have to go? It turns out if I went to the Urban Dictionary―it’s the first definition in the 
Urban Dictionary―“iced” is murder. The problem is, the Urban Dictionary’s like 50 percent pornographic, 
bad source to use on national television. 

[laughter] 

“I tell you, it was so cold today. How cold was it? It was so cold, I wish we were back in '64 when he was 
emperor. Hot times, if you know what I mean.” You are very good, $2,000. 
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There's so many words in that thing. What's meaningful? What is it asking? You as a human connect to 
that, because the '64 in Rome, or the emperor lights up for you, but how do I know which should light up 
and what shouldn't light up if I don't have that shared experience, that I just got a ton of words? 

“Of the four countries in the world that the U.S. does not have diplomatic relations with, the one that's 
farthest north.” North Korea, that's right. You have to able to get these questions. You have to be able to 
have high precision. To compete with the best, I'll tell you how good you have to be in terms of precision. 
You also have accurate confidence, meaning you have to know what you know. Because if you buzz in 
and then get it wrong, you lose that dollar value and your competitor gets it. 

So you have to have a good prediction of whether or not you're right, and you have to have a decent 
probability, an accurate probability associated with that. You have to do it really, really quickly. Within just a 
couple of seconds; about two to three seconds to compete with the best. 

They ask about all kinds of things. Here’s a histogram of all the kinds of things, Jeopardy! questions, we 
look at 20,000 randomly-sampled Jeopardy! questions, and they ask about a ton of stuff like films and 
groups and women and singers and persons and founders and diseases and makers and objects, 
whatever an object is, a heroine, vegetables, months, pets. It's a very long- tail phenomenon. 

Even if you tried to model everything you knew about the top few things here, you'd only cover 10 percent 
of the questions. No way you're going to compete. You have to do something a lot more general than 
that. You're not going to sit down and build this complex theory of all common sense knowledge. 

13 percent of the questions didn't even tell you what the type was. It just said "this" or "it." Everybody 
thinks, “Oh, the categories tell you what's going on.” Not true. Here, the categories were weak indicators 
of what the answer type was. 

Here, if we have U.S. cities but the answer was shuffleboard in this one. The answer was the Erie Canal in 
this one. Here, we have country clubs. The answer was a mace, a baton; League of Nations was another 
one there. Author, the answer was the book of Job. The answer was Romania. 

The categories didn't tell you exactly what the answer type was. It was generally what the answer type 
might have something to do with. It wasn't as strong of an indicator as most believed. Just understanding 
the question's a challenge. Here's a question. This actor, Audrey's husband from 1954 to 1968, directed 
her as Rima the Bird-Girl in Green Mansions. What's it asking for? It's asking for the director of the film 
Green Mansions. Did you know that? 

You just have to parse the questions, just the syntactic parts. Like back in your grammar school when you 
wrote out the grammar, but then you got to start interpreting the parts. A husband's a word. It modifies 
actor but what does it mean? It's not like I can go look it up in a husband database. I don't even know 
what this means in this case. What about direct? Direct guy, direct like direct a film, lead? What does that 
mean? Director of...Who's Rima? A person, a bird, a girl, a character. Green Mansion's a place, a movie, 
a play, a book, a house? 

I have to make predictions on everything. Those predictions are going to be probabilistic. I have many of 
them. I have to pursue all of them and start gathering evidence, building context, narrowing it in to decide, 
"Which one is more likely? What's the right interpretation here? Which one's more likely the right 
interpretation over another one?" 

If I was Google, I could just throw you a whole bunch of documents that contain those words and you 
could find the answer. But Watson couldn't hand Alex Trebek 1,500 documents and say, “You find  
the answer.” 
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[laughter] 

Here's a question. “Treasury Secretary Chase just submitted this to me for the third time―Guess what, 
pal. This time, I'm accepting it.” Resignation, very good. 

Did you do that because you know the history or because you use plausible inference? B? Yeah, plausible 
inference, that's right. Because you're sitting there, you're saying, "I don't know the history," but I sit 
there, "What kinds of things get submitted?" A bunch of things. I use more context. What types of things 
get submitted to a president? Probably still a lot of things. Then I use a meta inference, a meta plausible 
inference. What types of things get submitted to a president that's worth talking about on a television 
show? You say, "Resignation." Very good, that's the right answer. 

Now, you ask this question to a bunch of sixth graders, and they use plausible inference as well, but they 
have a different shared experience and they come up with a different answer. 

[“Friend request” shown on screen followed by laughter] 

It’s reasonable! Watson couldn't always interpret the question such that it could find an exact passage that 
match, then it would have to basically make predictions. One of the things it did to enhance its intelligence 
was it would analyze a whole bunch of text, and it would do these syntactic frames, like do these parsing 
in front of the subject, the verb, the object, and all the modifiers, and then it would analyze them with some 
semantic knowledge and then generalize. 

It would get things like inventors patent inventions, officials submit resignations, people earn degrees at 
schools. Watson didn't even know that, Watson knew nothing on its own. I didn't write a single rule, or no 
one in the team wrote rules… 

It basically inferred things from analyzing text and looking up patterns. Officials submit resignations, people 
earn degrees at school. You say, "Why did it have to learn that?" It learned all kinds of things. We didn't 
dictate what it would learn, we basically let the data drive the inductions that it would make. 

That's kind of the interesting thing, because I asked you, "Oh, where did you get your degree?" I might 
answer with the city. That would be reasonable. But more often than not, people answer with schools. 
That tells me something. It tells me, if somebody asks a question about where you got a degree, I might 
more likely answer with a school than something else, because that's what's expected based on the 
model, the language model that was inferred from all of this human text. 

“Fluid is a liquid, liquid is a fluid.” Which is true? Any physicists out there? Liquid is a fluid, because there 
are other fluids like gases and plasmas. When we use language, people use it interchangeably. If you went 
and you looked at a formal taxonomy, you would see a liquid is a type of fluid, but people use it 
interchangeably. 

Vessels sink, but people sink 8 balls in the game of pool. See those words there? Pool game, that 
represented a context. That bag of words would represent a context, so that would limit how these 
inductions were made. 

Parsing sentences, trying to find answers, inductive techniques, I'll talk about a few more techniques. But 
let's step back and think about how hard was this task. This is a way to measure our progress. This was 
called the winner's cloud graph up here. We have on the x-axis, is the percent of questions answered by 
the winner of the game. Every dot here is a Jeopardy! game. What I'm plotting on the x-axis is the number 
of questions that the winning player buzzed in for and got a chance to answer. 



	  	  
David Ferrucci 
Artificial Intelligence (Continued) 

 
If you look at the center of the cloud, I don't know, something around 48 percent. The winning player, on 
average, was fast enough and confident enough to buzz in for about 48 to 50 percent of the answers. 

Of those questions, how many did the winning player get right? Somewhere between 80 and 90 percent, 
about 85 percent. The black dots are Ken Jennings. Ken Jennings is a phenomenon unto himself. He 
won 72 games in a row, something like that, 71, 72. His average game, he acquired 62 percent of the 
board. On average! That's crazy. He played a game where he acquired 82 percent of the board. You don't 
even know who else is playing. He's just sitting there, going like this, answering questions. 

82 percent of the game, he acquired...On average, he just clobbered...Look at that cloud. That's 
unbelievable. In 2007, this was the state of the art, open domain, question-and-answering system. Based 
on all state of the art techniques, my team at IBM was working on this for a number of years before we did 
Jeopardy! Before, this was called the confidence curve. The way to read this is if it sorted all the questions 
based on its confidence; this would be the five percent of the questions it was most confident in. 

So, that system turned on Jeopardy!, this was its performance. 5 percent that was its most confident did 
about 48 percent accuracy. As it had to answer more and more, it's less and less confident, and it 
plateaued at about 13 percent. That’s a big gap, huh? What was the question? 

Question:  What was the issue? 

David:  What happened was its confidence curve stunk. It wasn't predicting very well. What would a really 
good confidence curve look like? Where it thought it was doing a good job it was. It'd be along the top. As 
it predicted it was doing badly, it would start to do badly. That would be a more accurate confidence curve, 
it would be shaped like that. This was not doing a good job in predicting in any way, so lots of problems. 

How are we going to solve that problem? I talked about it before when I gave you a hint with the direction 
question, but we saw this question: “In cell division, mitosis splits the nucleus and cytokinesis splits this 
liquid cushioning the nucleus.” I'm sitting here, I told the executives, "I'll solve Jeopardy! in three to five 
years." Can you imagine me taking each one of these questions and building out a model like this, 
representing all of biology to get this question I'll never see again? That just wasn't going to happen. 

It's an interesting way to solve it, because then I could say, "You know what, let's see, it splits the nucleus 
cushioning. What liquids cushion the nucleus? What does it mean to cushion? Let me find out what the 
structure of the cell is.” It would be great, because I explain my answers, but this is tough to do. 

Let me give you a hint that's closer to how Watson solved the problem in that. “In May 1898, Portugal 
celebrated the 400th anniversary of this explorer’s arrival in India.” Anybody? 

David:  Very good. Now, I can break this down to a bunch of keywords and I can do a search. Because of 
PageRank on Google and how popular this is because everybody learns it in high school, you're probably 
going to get Magellan up there and Vasco da Gama up there, but you might get Christopher Columbus, 
too, because Christopher Columbus hits a lot of these keywords like Portugal and the time frame and 
India. He thought he was going to India, anyway. 

But if you just strictly looked at keywords and no understanding of what's going on, you could pick up this 
passage. “In May, Gary arrived in India after he celebrated his anniversary in Portugal.” It’s got all the 
keywords in common, that's fantastic. Keyword inference is amazing. And Gary's the explorer. Who's to 
say Gary's not an explorer? We're all explorers in our own way. You can imagine the next sentence. 
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The next sentence could legitimately give evidence that Gary's an explorer, because it might say, "Gary 
returned home to explore his attic, looking for a photo album." Here we are, we have Gary as the subject 
of the verb "to explore." That's evidence right there. Gary's an explorer. Is it good evidence? Probably not. 

Now, we have the same question. Now, we have, “On the 27th of May 1498, Vasco da Gama landed in 
Kappad Beach.” That's interesting, because now, the only keyword I have in common is May. This is not 
even going to come up, but it's got a lot of interesting stuff in it. 

As long as I had a whole bunch of algorithms that can do the matching. Can I match a 400th anniversary 
in 1898 with 1498? Can I match arriving with landed without having to write a rule for every two words? 

With statistical paraphrasing, I could find that gee, “arriving” and “landing in” appear in very similar 
contexts. Maybe I get some signal that they might mean the same thing. I get some signal here, I get 
some signal here. And then “Kappad Beach,” with geospatial reasoning, I guess I could look this up in a 
database, here I can say, "Kappad Beach is in India, so if I arrived in Kappad Beach, I've arrived in India.” 
Now, I got Vasco da Gama looking pretty good. Now, I kind of find out evidence that Vasco da Gama is an 
explorer, probably more evidence than I can for Gary. 

If I could weigh that evidence, I'm starting to feel like this is a better answer than Gary. This is more of the 
way that Watson works. Here is that cytoplasm question again. It doesn't actually build a model of biology, 
but it starts finding lots of passages and figuring out if there are paths for making the connections from the 
words and phrases in the question to the different things that it reads. 

Can split mean divide? Can reduce mean split? Can myotic imply mitosis? Can liquid imply fluid? If I could 
find resources, other passages, dictionaries, thesauri, anything that can help me make these connections, 
I can actually start to build evidence that this passage may support that answer. This is exactly what it did. 

Here we have that question. We analyze it, we parse it, we come up with the key terms, the answer type, 
I'm looking for liquid, some of the relations. We then do lots of searches to come up with lots of 
documents. 

From those documents, we pull out possible answers, not really knowing anything. Well, maybe it's 
organelle, vacuole, cytoplasm, plasma, mitochondria,…all possibilities. For each one of those possibilities, I 
assume that's a right answer. Think of it this way. These become competing hypotheses. 

I've used search to then use some algorithmic techniques to pull out possible answers from those 
documents. Each one now becomes a competing hypothesis, and I can go off independently and say, 
"Can I get evidence for this? Can I get evidence for this? Can I get evidence for this?” For each one of 
those, I get evidence. 

Let's say I have a question, I come up with 100 possible answers. For each answer, I get 100 possible 
supporting pieces of evidence, so I have 10,000 now answer-evidence pairs. For each piece of evidence, I 
now want to analyze it with algorithms. I have 100 algorithms that look at each passage and go, "Does this 
match this other thing in this way or that way or this way or that way?" 

Now with 100 algorithms on 10,000 pieces, it's like a million different scores. Now I've got to rank them, 
and this is where the machine learning comes in. Why should I believe this score? Why should I give this 
score this way versus that way? I have to do this giant multiple regression, and I use machine learning to 
do that. 

I train on previous Jeopardy! answers and questions for which I know the right and wrong answer, and I 
get a big model, a big set of weights that I can apply to all these different algorithmic techniques that I 
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evaluated all these answers with. That allows me to rank the answers and to build a confidence value that I 
can then map to a probability. 

The hard part was coming up with all the algorithms. This is the basic architecture. Do the question and 
analysis, bring in all these sources, generate the different hypotheses, find evidence for each hypothesis, 
apply the various models based on training, and then rank the answers. 

So, 25 AI scientists, software engineers, at IBM research and university partners, built on decades of 
groundwork. We used search engines. We used machine learning techniques. We used natural language 
processing. We advanced, principally, natural language processing techniques and ways to combine them 
with machine learning. 

We did, during a four-year period, over 8,000 documented experiments, tons and tons of experimental 
data, dwarfing the actual data we used to drive the machine itself, which was the equivalent of about two 
million books – not a lot, in the order of 100 gigabytes. After we analyzed 100 gigabytes, we came up with 
about a terabyte of raw, analyzed data. 

This is our progress. Somebody asked about the confidence curve. This is where we started. After four 
years – this is top line here – look at the shape of that curve. It's beautiful. As we were getting less and 
less confident, we were actually getting more and more wrong. 

If you look at where Ken Jennings was competing, we were doing just about what he was doing, close to 
90 percent, so we could play. We could play Jeopardy! We can give Ken Jennings a good game. Would 
we necessarily win? Not necessarily. Went into the game with about a 73 percent chance of winning, so 
that's a 25 to 30 percent chance of me losing my job. 

[laughter] 

David:  I was told, "You must win." 

[laughter] 

It was competitive. It was actually more competitive than you might have thought because of the daily 
doubles, but we ultimately won. This was very, very good performance. It took every bit of those four years 
to evolve those algorithms to get them to the point that they were doing that well enough. 

It's interesting to step back now from an AI perspective and say, "What just happened here?" We just  
beat a human with a brain. What did we beat it with? We beat it with a machine, about 2,880 cores, 
running in parallel. 

Remember when we generated all those answers, and each answer had to generate a bunch of passages. 
Every one of those algorithms had to run those passages. I basically divided all that up. They all ran in 
parallel, because if you ran that computation on a single machine, a single three-gigahertz machine with 
64 gigs of RAM, two hours to answer a question. It would have made for a very boring Jeopardy! game. 

[laughter] 

David:  With that parallelization, we were able to get that down to two to three seconds. 2,880 
cores―one brain. Size of about 10 refrigerators―fits in a shoebox. IBM's made it much smaller now. Not 
quite the size of a shoebox, though. 80 kilowatts of electricity to power it―tuna fish sandwich and a glass 
of milk, maybe. 20 tons of cooling―hand fan. 4 years and about 2 million books of content―about 30 
years of learning. 



	  	  
David Ferrucci 
Artificial Intelligence (Continued) 

 
Watson had to have a hand. I don't know if you know that. The idea was that the computer would have 
equivalent interfaces to the game system, and humans had to push that little plastic button down 
physically, so the computer had to push that little button down physically. It actually had to be made a 
hand, a bit of a hand that's on top of that buzzer that would push it down. 

The computer was beat to the buzz several times during the game. So, while in general it was faster 
depending on the questions and how quickly it could answer and how confident it was, it was beat to the 
buzz. In fact, it was many times beat to the buzz. 

I want to talk about a question that was a very interesting type of question. Final Jeopardy! questions were 
like this. Final Jeopardy! questions were harder for the computer. It was interesting to notice about these 
questions. Here's the question: “On hearing of the discovery of George Mallory's body, he told reporters, 
he still thinks he was first.” 

Does anybody know the answer to the question, by the way? It's Edmund Hillary, right. We thought of it 
as a missing link. You had to go from George Mallory and all of the things he's connected to Mount 
Everest and then think, "Who was first to Mount Everest and get Edmund Hillary?" 

There was a missing link in the question. It’s unlikely that there was any one passage, no matter how good 
your natural language scores were, that can sit there and say, "This passage is answering this question, 
I’m 65 percent sure that this is the answer based on this passage and this one and this one and this one." 

It really had to combine information from two passages. It had to make two hops. At the hop from here to 
George Mallory, Mount Everest, and then make the link from Mount Everest to Edmund Hillary. It was a 
much harder kind of question to solve. In fact, that led to the next thing, the thing I did right before I left 
IBM was this WatsonPaths stuff which they've been evolving ever since. 

Based on that observation, the idea was, in medicine, when you look at medicine, it's much more 
complicated. You don't know what the passage is and you may have to consider many of them. The 
presumption is in that it's really in one place. You have to break the question down and make these 
connections. That's what WatsonPaths does. It defines paths through the literature. 

Here, we have a 63-year-old patient is sent to neurologist. The clinical picture of a resting tumor that 
began two years ago and so forth. This is actually a United States Medical Licensing Exam question. It 
gives you a bunch of information and says, "What part of his nervous system is most likely affected?" It 
was the question. 

What WatsonPaths would do is break it up into different segments. Then based on different questions, it 
would try to find links, very general questions like, "What is this associated with? What does it indicate? 
What does it contain? Was has it affected? What is it caused by?" 

It would weight those connections based on its confidence, and then it would land in different places. It 
would go to Parkinson's disease, but that's not the answer to the question. Then it would go to basal 
ganglia, it would go here, and it would go there. Then it would stand out from there. 

As it was going from the input in this direction, it would go from the possible answers, which is either a 
multiple choice question or it would generate a set of possible answers, just like the original Watson did. 
And it would go from the set of questions backwards and see where it met in the middle. 

This now allowed you to answer questions by not assuming that the answer was described in one place, 
but that you could find paths through the literature that if you read the passages here and the passages 
here, you'd see an explanation for what the answer was. 
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Without a single if-then rule, without a single human writing a domain-specific if-then rule, WatsonPaths 
would be able to find connections from the input to the answers even though it didn't build a model. Talk 
about augmented intelligence, which is why I liked Sean's talk. It said, “You human, I don't really 
understand what went on here, but you, the human, it's likely that if you read the passage here and you 
read the passage here, you'd be convinced that Substantia Nigra is the answer.” 

You could imagine this going three or four or five steps deep. This is very different for a person who  
came from sort of that theory-based approach in AI, building all those rules and learning, "Wow, I just can't 
get there from here." Having a system like this to augment how humans can make these connections 
through the literature, sort of a very powerful idea, one of the very promising things that I think came out  
of Watson. 

So, some reflections, huge triumph on building this notion of systems architecture, was hugely important 
to succeeding at Watson. In other words, not sitting there and saying, "I'm doing something specific for 
Jeopardy!," but coming up with a general architecture, you do question analysis, you generate hypotheses, 
you let the hypotheses compete, you gather evidence, you score the evidence, use machine learning to 
weigh the evidence. That general architecture was extremely powerful. It will let us build many, many 
algorithms to plug into that architecture. 

A triumph for combining a diversity of methods. My team, I had a bunch of researchers, and they all 
worked independently in the following sense: "I'm going to work on an algorithm to generate candidates.” 
“I'm going to work on an algorithm for scoring negation.” “I'm going to work on an algorithm for this.” “I'm 
going to work on an algorithm for that." Many, many different ideas. 

Some of those algorithms would overlap in their intent, but that was OK. I didn't have to fine tune the 
relationships between those algorithms. I just put them into this architecture, and then I used machine 
learning to train on former questions and answers to figure out what those weights should be. 

And this is very reminiscent of Marvin Minsky's view, one of the founders of artificial intelligence, at MIT. 
He wrote a book called The Society of Mind, where he argued that intelligence was of this nature. There 
wasn't one system that knows the answer in your head. There are lots of different calculations that input 
and get combined. 

For example, there wasn't any one component of Watson that knew anything about biology or that knew 
how to answer the question, or many, many things, that produce signals that those signals got combined. 

The other observation was we have yet to make machines learn to understand and explain. Watson did not 
build a logical model for what it read, that you and I can sit down and start reasoning over that and saying, 
"Why do you think that? What are the logical connections, and can you do deduction over what you just 
read?" We have yet to do that. We have yet to build a system that can read anything and build a human 
compatible, logical model for that and be able to reason over it with deduction. 

My view of how things are going to evolve is very similar to Sean's in the following way. I don't think you 
can take humans out of this equation, because human cognition is the source of meaning. 

As I said in the beginning of the talk, "What are words about?” Words are just pointers into a shared 
human experience. 

Every time we take a piece of data, we have to interpret it with regard to what our value system is, what 
our objective function is, what our intent behind or meaning behind that data is. 
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Then if we want to be able to communicate with other humans, we're going to have to map that to a 
theory. We're going to have to open the box up, not just have all the features. You can put a lot of 
features in here, and we could have the machine produce inductive hypotheses, basically correlations: 
"This correlation looks interesting. This correlation looks interesting." But how do I now interpret that data, 
map it to a theory, so that I could reason about it, and engage the human understanding of the world in 
that process? 

You could say, "The human understanding doesn't matter if I can predict the right answer.” But do you 
really believe that? Because if you want humans to engage in that, to augment their abilities to extend the 
theory, to explain the theory, to communicate with other humans, how are humans going to extend their 
understanding of the world? How are they going to extend their value system, their interpretation of the 
world around them if they're just letting machines process the data? Not to mention, you saw all the 
spurious correlations that happen, what do they really mean? 

My view of the future is that as systems, ultimately, machine intelligence, is going to evolve into this notion 
of, "How do we use computers to accelerate this virtuous cycle? How do we use computers to rapidly 
process data to produce and prove inductive hypotheses? How do we engage the human machine 
interface to understand that and be effective with processing that? How do we support the rapid 
formulation and testing of theories?" 

I look at the role of computers very holistically in trying to accelerate that virtuous cycle. I think I'm done. 

[applause] 

Question:  At one point, you showed that this part of the game, you said it's very important to you. The 
answer was a probability, and then two covers if you will, with probabilities. 

I'm trying to follow through your conversation. It seems to me, it's clear that you go through these steps. I 
would think at each step, you're deducing what's the most probable answer through these steps, but it's 
surprising or maybe to add some color on, how does it arrive at that probability estimate at the end, and 
why is it important? Does it have a whole distribution that there's a second best and third best answer? 

It just seems like a lot of things you're compiling.... 

David:  It doesn't compute those probabilities until the end of that pipeline. What it's doing is it's taking 
the question and it's using the whole process for generating possible answers. So it would become 
competing hypotheses, like, "I think it's Vasco da Gama, it's Magellan, Columbus, or Gary." I got these 
competing hypotheses. 

For each one of those now, I go and I say, "Let's assume this were the right answer. Can I find evidence 
for it?" Now you could think of the process literally breaking up into four independent streams, each one 
going off and, not even thinking about the other one yet, and each one going off and trying to find 
evidence in support of that. 

But now the evidence is independently scored, meaning that if I find the passage supporting Columbus, 
I'm going to have 100 algorithms evaluating that passage, and it's going to give a score. That score is 
saying, "Here's the likelihood this passage either supports or refutes Columbus as the answer." I'm going 
to get all these scores. 

Each answer has all these passages and each one has a score. Now, first of all, I have to combine it and 
say, "I have all these scores for this answer from lots of different passages and lots of different algorithms, 
how do I combine those? How do I weigh them?" 
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That's where you would train over previous questions and answers to figure out, "I'm going to weigh my 
typing algorithms higher than my syntactic grammar algorithms, higher than this one, higher than that, 
however I'm going to weigh them. 

I come up with all the weights, and I get this final score for Columbus. I get a final score for Magellan; I get 
a final score for this. These scores are just confidence scores at that point. 

Based on a lot of training data, I could see my confidence scores – how well they work, how they map to a 
likelihood of getting a question right or wrong. Since I can run it on lots of answers, I can now take that 
confidence score, and I can map it to a probability. Now each answer has a probability, the likelihood of 
being right. 

Question:  Are they typically that tight? It was like 32 percent, 26 percent. 

David:  Yeah, that's what it would say. It was a pretty good mapping to probability. In other words, if the 
system said, "60 percent chance I got this right," then when it says 60 percent chance, 60 percent of the 
time it would get it right. 

That's how we did it. We had enough data to do that. You can't always do that, but we had enough data 
to do that. Yeah? 

Question:  I thought that was a beautiful presentation. It's extraordinary work. If Watson could handle a 
question about a job swap between senior Russian leaders―Medvedev and Putin―how much would you 
have to change for it to handle a question about whether Medvedev and Putin will have another job swap? 

David:  Let me see if I got this right. What I'm saying is you can read about how there was a job swap 
between...It doesn't really matter who, two leaders. The question was how would Watson predict whether 
there was going to be another job swap? 

The short answer is that Watson is only going to tell you what has been written. That was the distinction I 
was making. It's not building an internal logical representation for what's going on. It's not building an 
understanding that it can then reason over and say, "If this, then that. These are the reasons that likely 
caused this job swap. Therefore, if I see those reasons again I'm going to do that." 

You could build a similar system to say, "I'm going to look for linguistic prior indicators that show up before 
I then see a job swap." That would be a very separate, narrow application. 

Question:  There seems to be a lot of application with something like this in the consumer market, yet 
IBM's done nothing to develop that. What's behind that? 

David:  IBM's investing a lot in the application of Watson into a bunch of areas. The specifics, I don't work 
there right now. I couldn't tell you what the business strategy is. Sorry, but you're right. I think it does have 
applications in that space. 

Question:  Can you talk a little bit about the factors involved in the algorithm for determining how much to 
bet in the Daily Double? 

[laughter] 

David:  That's a great question. Humans do the natural language processing so well that they're much 
more fascinated with the betting strategy. We played over 100 practice games against former Jeopardy! 
contestants, and then we would interview them after, and they were always much more interested in the 
betting. Because that's the part they found hard. [laughs] 
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I'm going to answer your question…but just to give you a sense, there was like one person working on 
betting, and there were 24 working on the algorithms. It's interesting. It wasn't even a full person. 
Nonetheless, they did some interesting things. 

A paper was published on it. They did some neural network stuff. They looked at human betting patterns. 
There was a little bit of a game theory going on. 

This is how humans are likely going to bet so what will I do? They used neural network techniques to 
figure out exactly what's the best way to bet to optimize your chance of winning. They learned interesting 
things, like humans bet way too low on Daily Doubles than they should. They don't bet aggressively 
enough, things like that. 

Anyway, we used those algorithms. We'd come up with a betting…Daily Double betting was very different 
than the Final Jeopardy! betting. 

We would use our priors, our likelihood that we would get a question right or wrong, which was different 
from Daily Doubles than it was for Final Jeopardy! Those priors would change if we learned something 
about how we were doing in that category. 

The final bit that I'll share is that, I remember when the guy working on this, Gerry Tesauro at IBM, came 
in and said, "Dave, we're coming up with really funky numbers like $126 and $967. You want us to round 
it to the nearest 10, right?" 

I was like, "Why would I want you to do that? That's just going to make the math easier for the humans. 
[laughs] Leave it the way it is." 

Question:  If you were to calibrate the role of perfect digital recall versus the analog system for the 
human brain, how important was that in the results? 

David:  How important was the recall? 

Question:  The ability to have perfect recall compared to fuzzy recall for a human being. "I know the 
answer. It's on the tip of my tongue, but I can't get it," which doesn't happen to Watson. 

David:  Well, it depends what you mean by that. It's interesting that you bring up the point of recall. I want 
to answer the question two ways. 

First, I just want to talk about recall. Precision is whether I get a question right or wrong. Recall is, "Can I 
even remember...Do I have the answer anywhere in my memory bank," if you will. Watson would consider 
the top end result, a whole bunch of possible results. Let's say the top 500 answers that it was able to 
extract from various sources. In those top 500, even 1,000 answers, we experimented with different 
numbers of competing answers to consider. 

Only 85 percent were in the recall. In other words, 15 percent of the questions we couldn't find anywhere. 
We had nothing to consider. When you see getting, whatever the accuracy was, 85 percent right, that's 
doing really, really well in that game because our recall total was not that high, that's of the questions you 
buzzed in for. 

Anyways, that's one. The other one – what does it really mean to know or not know or to struggle 
remembering something? Clearly, Watson's not going to go forward if it didn't have an answer. The real 
struggle was, “how confident am I in that answer?” 

That's why I question what does it mean to have recall. Watson's sitting there going, "I don't know. Might 
be. Might not be. Should I buzz? Should I not buzz?" 
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I got a handle on that. That's true. But how sure is it? I agree there's a difference, but what is exactly the 
difference? Because humans will sit there and go, "Oh, it's on the tip of my tongue." They're not being 
able to remember it. Watson struggled with, “Is it even right?” I don't know. 

In the end, I wanted to clarify what I thought that meant, but I don't know the answer. 

Question:  If Ken Jennings were to see the list of probabilities that Watson offered would he have 
improved on Watson's results? 

David:  That's a great question. Probably yes. That's a great question. I think probably yes. That's an 
interesting way to approach your question about the recall thing. 

Here's a bunch of possibilities. Given those possibilities that you might not have been able to recall, can 
you now retrieve the additional information you need to distinguish between those two? That's kind of 
interesting. 

If you look at the way Watson worked where initially it would generate tons of possibilities. Then it  
would say, "Can I find additional information that will allow me to differentiate them?" If you missed that 
first part… 

Your question? 

Question:  How did you write the rules for the threshold for when Watson answered a different way? 

David:  That's a great question. That actually changed. That could change during the game. We could 
move that threshold around. 

What happened is if Watson was way behind, it would actually be more aggressive, and it would lower  
the threshold. It would have been sitting there thinking, "Dave's screwed. I might as well take a  
bigger chance." 

Then if it was way ahead it would say, "Why look stupid?" And it would actually raise the threshold and 
answer at a high threshold. It would calibrate during the game depending on where it was. 

Question:  Did it adjust the algorithms? 

David:  No, it would not adjust the algorithms. It was just doing weighting. There was a different kind of 
learning going on when it was in a category. It would do this dynamically. 

The really smart way to play Jeopardy! is to hunt for Daily Doubles right from the beginning. The 
advantage of not hunting for Daily Doubles and starting at the top of the category is because at a low cost, 
you can learn what the category is about. 

The first question is a better predictor for what the answer type is than the category itself. That's why 
Watson would go in low and then it would adjust its likelihood. If it was getting those questions right, it was 
learning the answer type. When it hit a Daily Double, it would adjust its prior for that. 

Question:  Does Watson ever take a negative expectation bet if you're behind and it's all or nothing? 

David:  I don't know. At least, let me put it this way, not that I designed. Now, if that snuck in there 
[laughs] . 

Question:  There are different types of questions in Jeopardy! and some of the ones you showed have 
different paths to get to the answer. The Green Mansion is one you could know who Audrey Hepburn's 
husband was or you could know that Mel Ferrer directed. 
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David:  That's right. 

Question:  Do you think Watson would do better against humans in the question where there's just one 
route to the answer or where there are multiple routes to the answer? 

David:  Watson would likely do better where there were multiple routes provided that the evidence for any 
given wrote was sufficient enough. That's really what it was looking for. It didn't distinguish between 
routes in that sense. If some route, which is one portion of the question, got it to a passage that had 
scored very high, it would just say good. 

Question:  Can you talk about when Watson would buzz in? 

David:  So the only thing it did there was it had what I would call the confidence-weighted buzzer scheme. 

In other words, it would come up with an answer, and it would compute the confidences with that answer. 
Then, if its confidence was somewhere in the middle area, it was assuming – and we didn't dynamically 
adjust this during the game, but we could have, because we were playing the top champions – it was just 
assuming that these guys were really good. 

What happens is its confidence was on the low side. Depending on how it was doing in the game, it would 
be more timid on the buzzer. 

The reason was because the guy next to me is really good. If he's really aggressive and is going to jump in 
and get it, I'm going to let him have it, because otherwise I'm going to lose it and he's going to get it. 

If he grabs it, fine. If he doesn't grab it, I'll take a chance. It actually was doing a confidence-weighted 
buzzer scheme, which in simulations actually tended to work better. 

It also had another effect, which is another thing that we were balancing. It was a secondary objective, 
which was not to look stupid. We could have taken a very different strategy, which was buzz on every 
single question, but we would have gotten a lot of things wrong. 

Where you set that threshold changed the nature of how you played the game. We were walking that line 
between looking stupid and winning. We actually had a metric, the "looking stupid metric," that we were 
trying to minimize.
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We're going to call it a day. 

I'm going to do a very quick wrap-up. These are my CliffsNotes versions of the last 24 hours. Thank you 
all, by the way, for your hardiness. I hope I do all the speakers justice in this. Here are my 30-second 
versions of some of the highlights. 

First, a recap from last night from Tom Seeley and the work on the bees. To me, one of the key 
takeaways for us is the fact that these bees are diverse agents. They're independent and different. They 
are revealing, or surfacing, options. They're going out and trying to find a lot of alternatives. And they're 
basically voting on those best options in order to find a home. 

One of the essential points is that there is an objective function. They know what their ideal home looks 
like. They also have unified goals and values. They all want to find the best home. Obviously, they're 
genetically related to one another. 

The basic principles all make sense. In real organizations it gets a lot more complicated when we introduce 
things such as incentives and politics. 

All of Phil Tetlock’s stuff was great but he had one slide that I thought was extraordinary. And it addressed 
something that can be applied to organizations right away. He pointed out that he now can find results that 
are 50 to 70 percent better than the unweighted average of a group. There were four contributing factors 
to that. 

One was the people. That was about a 10 to 15 percent boost. That was a function of this fluid 
intelligence, this ability to deal with novelty and open-mindedness, people were open-minded. 

By the way, fluid intelligence as a form of cognitive intelligence peaks in your early 20s and then drifts 
lower through life. Most of us are losing our fluid intelligence even though we're picking up crystallized 
intelligence. 

The second is the interaction effects: 10 to 20 percent boost from that. That's "How do we effectively 
work in teams?" That's obviously a very interesting topic. We have a piece out there where we wrote a 
little bit about this. 

Teams can be very helpful, but they can also be distracting in some ways. It's not just being a team. It's 
being a team in a constructive way. 

Third was the training: about a 10 percent boost from training. That is this idea of cognitive de-biasing. 
Phil mentioned one or two things on that. That's something that many organizations can probably try to do. 

Finally, which I thought was fascinating, were these extremizing algorithms. That was a big chunk of this, 
15 to 30 percent. 

Let me see if I get this right. If you have high diversity in the group, you want to increase the extremes to 
get better. Is that right? 

There's a quote I want to read from Richards Heuer, who wrote a book called The Psychology of 
Intelligence Analysis. Heuer says, “When faced with a major paradigm shift, analysts who know the most 
about a subject have the most to unlearn.” 

We all have a natural tendency to default to experts, an expert in this particular sector or this geography or 
what have you. But when the world changes, that person is actually the most disadvantaged because he 
or she has the most to unlearn before he can learn the new stuff. 



	  	  
Michael Mauboussin  
Closing Remarks (Continued) 

 

I think that's a really interesting thought to also bear in mind – our natural inclination is for our go-to 
people, but they may be the person or the individuals in the worst situation. 

As for Caroline Buckee’s talk, it is worth dwelling a moment on the fact that a child a minute dies from 
malaria. This is remarkable. It seems quite remote to us here, of course, but very important. 

What I loved about Caroline’s talk is that we have these established models, the SIR model for example, 
which has been around for some time but can now be informed with new sources of data. 

What Caroline and her colleagues are doing is extremely exciting. They are improving on current 
approaches and are generating new insights. She also made a point, which was echoed by Sean Gourley 
and Dave Ferrucci, on the role of theory. 

I saw an article by Chris Anderson a few years ago called, “The End of Theory.” I couldn't believe it. When 
we think about data, can we now release causality and use only correlations? 

For some fields, you may be able to do that, but for the things that we're involved with, causality is 
essential. So you need good theory to understand large data sets. That said, we will be serving curly fries 
next year at the lunch time. 

[laughter] 

Sean Gourley talked about freestyle chess. The question I keep coming back to is, "Can we pin down what 
is this skill of these freestyle chess champions?" 

When do I rely on my computer? When do I override my computer? Which skills are required to know 
when to override my computer, and does that require me to understand the algorithms and programming? 

I can say I certainly am not versed in programming and these algorithms. I think most organizations 
separate fundamentals and quantitative stuff. Is there a way for us to be more effective at bringing those 
two things together?  

And there's this very open question – there's a reasonable reason to be skeptical about it – but it's a good 
open question. It's, "Can we use technology to essentially play the role of our subconscious?" That helps 
us accelerate our sense of intuition and understanding. 

You just heard Dave's talk, so there's not much for me to add. I thought that last slide was really, again, 
just a recap of many of these ideas of how human cognition is really a source of meaning. It's essential to 
be part of this whole equation. The role of data, again, so essential as a foundation for theory. And then 
the application of logic, focusing on causality. 

I will say this too – this may be a bit of a stretch – but even as he described how Watson makes its 
choices, it actually returned me back to the discussion about the bees, which is, again, independently 
unearthing these different possibilities, coming up with an independent voting system, and then going with 
the best alternative. In some ways I felt like the last couple of comments brought us full circle. 

I just want to thank you again for taking a day out of your valuable schedules to join us. Hope you had fun. 
And I’m hopeful we'll see you again in 2015 for another round. Thanks a lot.

[applause]
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national campaigns are done” and has been highlighted in Time, MIT Technology Review, The Wall Street 
Journal, Bloomberg, the Los Angeles Times, and Harper’s Magazine. 
 
Dan began his work in politics as the Deputy Voterfile Manager for Barack Obama during the 2008 Iowa 
caucuses, which defined the relevance of data, and client comprehension of data. Prior to the 2012 cycle, 
he worked as the National Targeting Director for the Democratic National Committee during the 2010 
election cycle. Dan has previously worked with the FTI Consulting Economics Practice. He graduated from 
the University of Chicago with a degree in Economics and Public Policy. 
 
Note: No transcript available.  
 
 
 
 
 
	    



	  	  

 
 
 



	  	  

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Credit Suisse is committed to a professional and inclusive work environment where all individuals are treated with respect and dignity.  
Credit Suisse is an equal opportunity employer.  
 
© 2014 CREDIT SUISSE GROUP AG and/or its affiliates. All rights reserved. 



 

 

FOR DISCLOSURES AND OTHER IMPORTANT INFORMATION, PLEASE REFER TO THE BACK OF THIS REPORT. 

 

August 5, 2014 

 

Authors 

Michael J. Mauboussin 

michael.mauboussin@credit-suisse.com 

Dan Callahan, CFA 

daniel.callahan@credit-suisse.com 

 

 
 

 
 
 

 
 

 Capital allocation is a senior management team’s most fundamental 

responsibility. The problem is that many CEOs don’t know how to allocate 
capital effectively. The objective of capital allocation is to build long-term 

value per share. 

 Capital allocation is always important but is especially pertinent today 

because return on invested capital is high, growth is modest, and 
corporate balance sheets in the U.S. have substantial cash. 

 Internal financing represented almost 90 percent of the source of total 

capital for U.S. companies from 1980-2013.  

 M&A, capital expenditures, and R&D are the largest uses of capital for 

operations, and companies now spend more on buybacks than dividends.  

 This report discusses each use of capital, shows how to analyze that use, 

reviews the academic findings, and offers a near-term outlook. 

 We provide a framework for assessing a company’s capital allocation 

skills, which includes examining past behaviors, understanding incentives, 
and considering the five principles of capital allocation.   
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Executive Summary  

  

 Capital allocation is the most fundamental responsibility of a senior management team of a public 
corporation. The problem is that many CEOs, while almost universally well intentioned, don’t know how to 

allocate capital effectively. The proper goal of capital allocation is to build long-term value per share. The 
emphasis is on building value and letting the stock market reflect that value. Companies that dwell on 

boosting their short-term stock price frequently make decisions that are at odds with building value.  

 
 Capital allocation is always important but is especially pertinent in the United States today given the high 

return on invested capital, modest growth, and substantial cash on corporate balance sheets. Companies 

that deploy capital judiciously have a significant opportunity to build value.  

 
 Internal financing represented almost 90 percent of the source of total capital for U.S. companies from 

1980-2013. This is a higher percentage than that of other developed countries including the United 

Kingdom, Germany, France, and Japan.  

 
 Mergers and acquisitions (M&A), capital expenditures, and research and development (R&D) are the 

largest uses of capital for operations. In the past 30 years, capital expenditures are down, and R&D is up, 
as a percentage of sales. This reflects a shift in the underlying economy. M&A is the largest use of capital 

but follows the stock market closely. More deals happen when the stock market is up.    
 

 The amount companies have spent on buybacks has exceeded dividends for the past decade, except for 
2009. Buybacks did not become relevant in the U.S. until 1982, so you should treat comparisons of 

yields before and after 1982 with caution. Research shows that the overall proclivity to return cash has not 
changed much over the decades, but the means by which the payout occurs has shifted. 

 
 Academic research shows that rapid asset growth is associated with poor total shareholder returns. 

Further, companies that contract their assets often create substantial value per share. Ultimately, the 
answer to all capital allocation questions is, “It depends.” Most actions are either foolish or smart based on 
the price and value. 

 
 Divestitures are substantial and generally create value. If the buyers tend to lose value, it stands to reason 

that the sellers gain value. Selling or spinning off poor performing businesses can lead to addition by 
subtraction. 

 
 Past spending patterns are often a good starting point for assessing future spending plans. Once you 

know how a company spends money, you can dig deeper into management’s decision-making process. 
Further, it is useful to calculate return on invested capital and return on incremental invested capital. 

These metrics can provide a sense of the absolute and relative effectiveness of management’s spending. 
 

 Understanding incentives for management is crucial. Assess the degree to which management is focused 
on building value and addressing agency costs. 

 

 The five principles of value creation include: zero-based capital allocation; fund strategies, not projects; no 
capital rationing; zero tolerance for bad growth; and know the value of assets and be prepared to take 

action.     
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Introduction 

 

Capital allocation is the most fundamental responsibility of a senior management team of a public corporation. 
Successful capital allocation means converting inputs, including money, things, ideas, and people, into 

something more valuable than they would be otherwise. The net present value (NPV) test is a simple, 
appropriate, and classic way to determine whether management is living up to this responsibility. Passing the 

NPV test means that $1 invested in the business is worth more than $1 in the market. This occurs when the 
present value of the long-term cash flow from an investment exceeds the initial cost. 

 
Why should value determine whether a management team is living up to its responsibility? There are two 

reasons. The first is that companies must compete. A company that is allocating its resources wisely will 
ultimately prevail over a competitor that is allocating its resources foolishly. The second is that inputs have an 

opportunity cost, or the value of the next best alternative. Unless an input is going to its best and highest use, 
it is underperforming relative to its opportunity cost. 

 
The process of making inputs more valuable has a number of aspects. A logical starting point is a strategy. 
Properly conceived, a strategy requires a company to specify the trade-offs it will make to establish a position 

in the marketplace that creates value. A strategy also requires a company to align its activities with its 
positioning and to execute effectively.1   

 
Since a company’s strategy is often already in place when a new chief executive officer (CEO) takes over, 

capital allocation generally becomes his or her main responsibility. While a proper and comprehensive 
discussion of capital allocation requires a consideration of intangible and human resources, our focus here is 

on how companies spend money.  
 

The problem is that many CEOs, while almost universally well intentioned, don’t know how to allocate capital 
effectively. Warren Buffett, chairman and CEO of Berkshire Hathaway, describes this reality in his 1987 letter 

to shareholders. He discusses the point of why it is beneficial for Berkshire Hathaway’s corporate office to 
allocate the capital of the companies it controls. Buffett is worth quoting at length:2  

This point can be important because the heads of many companies are not skilled in capital 

allocation. Their inadequacy is not surprising. Most bosses rise to the top because they have excelled 
in an area such as marketing, production, engineering, administration or, sometimes, institutional 

politics.  

Once they become CEOs, they face new responsibilities. They now must make capital allocation 

decisions, a critical job that they may have never tackled and that is not easily mastered. To stretch 
the point, it’s as if the final step for a highly-talented musician was not to perform at Carnegie Hall but, 

instead, to be named Chairman of the Federal Reserve.  

The lack of skill that many CEOs have at capital allocation is no small matter: After ten years on the 

job, a CEO whose company annually retains earnings equal to 10% of net worth will have been 
responsible for the deployment of more than 60% of all the capital at work in the business.  

CEOs who recognize their lack of capital-allocation skills (which not all do) will often try to compensate 

by turning to their staffs, management consultants, or investment bankers. Charlie [Munger] and I 
have frequently observed the consequences of such “help.” On balance, we feel it is more likely to 

accentuate the capital-allocation problem than to solve it.  

In the end, plenty of unintelligent capital allocation takes place in corporate America. (That's why you 

hear so much about “restructuring.”) 
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Intelligent capital allocation requires understanding the long-term value of an array of opportunities and 
spending money accordingly. It also includes knowing the value of a firm’s individual assets and being willing 

to sell them when they are worth more to others.  
 

We believe that long-term growth in value per share should guide capital allocation decisions. A necessary 
corollary is that there is a time when shrinking the business is the most beneficial course for ongoing 

shareholders. In some cases, for instance, buying back shares is a wiser choice than expanding by means of 
capital expenditures or acquisition.  

 
Capital allocation is a dynamic process, so the correct answer to most questions is, “It depends.” Sometimes 

acquiring makes sense and other times divesting is the better alternative. There are times to issue equity and 
times to retire it. Because the components that determine price and value are changing constantly, so too 

must the assessments that a CEO makes. As Buffett says, “The first law of capital allocation—whether the 
money is slated for acquisitions or share repurchases—is that what is smart at one price is dumb at another.”3 

 

Buffett also discusses what he calls the “institutional imperative,” a force that is also pertinent.4 The force has 
multiple aspects as he describes it, but a pair of them are relevant here. One is that subordinates will readily 

create spreadsheets and studies to support the business craving of the leader. Another is that companies will 
“mindlessly” imitate one another, whether in M&A or executive compensation.  

 
The message here should be clear. A decision isn’t good just because someone in the organization can justify 

it or because some other company is doing it. Proper capital allocation requires a sharp analytical framework 
and independence of mind. 

 
In our experience, very few CEOs, and chief financial officers for that matter, have what we call the “North 
Star of value.” The North Star is not the brightest star, but it doesn’t move much throughout the night or year. 

As a result, it provides a reliable sense of direction. Likewise, companies that have a North Star of value have 
an unwavering view of value no matter what is going on. It is common for executives to solicit input from a 

range of stakeholders, hear varying points of view, and walk away confused and unsure about the proper 
course of action. This doesn’t happen to executives with the North Star of value, especially since they may 

have better information about their company’s prospects than the market does. 
 

Incentives are another barrier to proper capital allocation. An executive who is paid to deliver a target based on 
short-term earnings per share may well act very differently than an executive who is focused on building long-

term value per share. In assessing management, ask a fundamental question: If there is a conflict between 
maximizing a reward based on the incentive plan and creating long-term value per share, which route will the 

executive select?  
 
William Thorndike’s excellent book, The Outsiders: Eight Unconventional CEOs and Their Radically Rational 

Blueprint for Success, deeply inspired this report.5 Thorndike shares the stories of eight CEOs who created 
tremendous value per share during their tenures. One theme that comes out clearly in the book, and is explicit 

in the subtitle, is that these CEOs appeared out of step with conventional wisdom as they were building value. 
The North Star of value guided their decisions and they had the independence of mind to make the best 

choices. 
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This report has three parts: 
 

1. Groundwork.  This part starts by showing the sources of capital. It then specifies capital allocation 

options, shows how companies have allocated capital in the past 30 years, and explains why this issue 
of capital allocation is particularly relevant today.  
 

2. Capital allocation alternatives. This section documents how much money companies have allocated 

to each alternative over time, offers an analytical framework for judging value creation, summarizes the 
academic research on the payoffs to such investments, and provides a brief outlook for spending.  

 
3. Assessing a company’s capital allocation skills. This part discusses methods to assess past 

capital allocation choices, how to evaluate incentives, and the five principles of capital allocation.  
 

Groundwork: Where Does the Money Come From and Where Has It Gone?  

 

If the job of management is to deploy capital so as to add value, it makes sense to start with a discussion of 
where capital comes from and how management teams have spent it in the past. The sources of capital 

include the cash the business generates and access to the capital of claimholders, including debtors and 
shareholders. A company can also sell an asset, which is a one-time realization of the cash flow the asset is 
expected to generate over its life.   

 
Businesses that grow rapidly generally require a sizeable amount of investment. For example, imagine a 

restaurant concept that is highly successful. To satiate demand that firm must build lots of restaurants and 
hence invest a substantial sum in expansion. The rate of return on incremental capital is the maximum growth 

rate in operating profit a business can reach without external financing. By extension, a company with a return 
on invested capital (ROIC) greater than its growth rate will generate surplus capital.6  

   
Companies that cannot fund their growth internally must access cash externally, either by borrowing or selling 

equity. The pecking order theory is an idea in corporate finance that says that managers of companies will 
typically choose to fund investments first with cash that the company generates internally, next with debt, and 

finally with equity.7 One essential tenet of thoughtful capital allocation is that all capital has an opportunity cost, 
whether the source is internal or external. 
 

The uses of capital are where money goes. Executives can invest in the business through capital expenditures, 
increases in working capital, research and development, or mergers and acquisitions. These investments allow 

a company to grow. But growth, in and of itself, is never the goal of a thoughtful capital allocator. The proper 
metric of success is an increase in long-term value per share. 

 
A company can also return cash to debt and equity holders. Debt repayment, a return of some or all principal 

and interest a company owes, is straightforward. A company can return cash to shareholders either by paying 
a dividend, where all holders receive the same amount, or by buying back stock. In a buyback, shareholders 

sort themselves. Those who want cash sell their shares and those who want to increase their stake in the 
company hold their shares. A dividend treats all shareholders the same no matter what the stock price. 
  

In a buyback, selling shareholders benefit at the expense of ongoing shareholders if the stock is overvalued, 
and ongoing shareholders benefit at the expense of selling shareholders if the stock is undervalued. All 

shareholders are treated uniformly only if the stock price is at fair value.8  
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Exhibit 1 summarizes the sources and uses of financial capital. These follow closely the alternatives and 
choices that Thorndike specifies in The Outsiders.   

 
Exhibit 1: Sources and Uses of Financial Capital 

 
Source: Credit Suisse. 

 

Sources of Capital. Exhibit 2 shows the sources of capital for companies in the U.S. from 1980 through 
2013. Internal financing, or the cash generated by the businesses, represented almost 90 percent of the total 

source of capital during this period. If we extend this analysis back to include all of the years following World 
War II, internal funding is still more than 80 percent of the total source of capital. Issuance of new debt is the 

next most significant source of capital. Equity has been a negative source of capital, which means that 
companies have bought back more shares than they have issued. This analysis does not reflect equity 

issuance for compensation.   
  

Exhibit 2: U.S. Sources of Capital, 1980-2013 

 
Source: Board of Governors of the Federal Reserve System, Division of Research and Statistics, Flow of Funds Accounts Table F.102. 
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Internal financing represents a larger percentage of the total source of capital for companies in the U.S. than 
for companies in other developed countries. For example, internal financing has been about 70 percent of the 

total source for the United Kingdom, 66 percent for Germany, 55 percent for France, and 50 percent for 
Japan.9 The ratio of internal financing to the total source of capital tends to correlate with the underlying return 

on invested capital for the country. A country with a high ROIC can fund a higher percentage of its 
investments with internally-generated cash than a country with a low ROIC. 

 
There are pros and cons to having internal financing represent a high percentage of investment funding. The 

pro is that companies are earning high returns on capital in general and need not rely on capital markets to 
fund their growth. The con is that companies can deploy internally-generated funds into value-destroying 

investments. The need to raise money from the capital markets creates a check on management’s spending 
plans.  

 
Indeed, Peter Bernstein, the renowned financial historian and economist, once suggested that all companies 
should be required to pay out 100 percent of their earnings and then appeal to the markets when they want 

funds for investment. He argued that markets are more effective than companies at allocating capital, and as 
a result the overall effectiveness of capital allocation would improve if left to the devices of the market.10    

 
The choice of debt or equity as a source of funding also determines capital structure. Exhibit 3 shows the 

debt-to-total capital ratio for the largest companies in the U.S. from 1950 through 2013. We define the debt-
to-total capital ratio as the book value of debt divided by the sum of the book value of debt and the market 

value of equity. The ratio is currently 17 percent, below the long-term average of about 20 percent. The 
availability and cost of debt, along with the appetite for debt and the general level of stock prices, determine 

this ratio.  
 
Exhibit 3: U.S. Debt-to-Total Capital, 1950-2013 

 
Source: Credit Suisse HOLT®.  
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Uses of Capital. Exhibit 4 shows how the top 1,500 companies in the U.S., excluding companies in the 

financial services and regulated utility industries, deployed capital in 2013. While just a snapshot for a 
particular year, the ranking reasonably reflects how companies in the U.S. have allocated capital over time. 

 
Exhibit 4: U.S. Capital Deployment, 2013 

 
Source: Credit Suisse HOLT, Thomson Reuters DataStream. 

Note: Data for R&D, Capital expenditures, Buybacks, and Dividends exclude financial companies and regulated utilities; data for Mergers & Acquisitions 
and Divestitures include all industries.  

 

Exhibit 5 shows the breakdown of spending by source from 1980-2013.  
 

Exhibit 5: U.S. Capital Deployment, 1980-2013 

 
Source: Credit Suisse HOLT, Thomson Reuters DataStream. 
Note: Data for R&D, capital expenditures, buybacks, and dividends exclude financial companies and regulated utilities; data for mergers & acquisitions 

and divestitures include all industries.  
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Similar to 2013, mergers and acquisitions (M&A) and capital expenditures are the largest uses of capital over 
time. An examination of the changes from 1980 through 2013 reveals some noteworthy patterns: 
 

 M&A is by far the largest use of capital, but it is very cyclical, ranging from a low of less than 1 percent of 

sales in 1980 to almost 30 percent at the peak in the late 1990s. M&A activity tends to be greatest 
when the economy is doing well, the stock market is up, and access to capital is easy. As a result, 

companies frequently do deals when they can, rather than when they should. 
 

 Capital expenditures went from roughly 10 percent of sales to approximately 6 percent over this period. 
The simplest explanation is that the composition of the economy has changed, with businesses that 

require less capital investment replacing those that require more. (See Exhibit 6.) For example, the 
energy, materials, and industrial sectors represented 50 percent of the market capitalization of the top 

1,500 companies in the U.S. market in 1980 but just 25 percent in 2013.  During the same time, the 
healthcare and technology sectors went from 17 to 30 percent of the market capitalization. This shift also 

helps explain the increase in cash holdings.11 Another possible cause of the dip in capital expenditures is 
that public companies are now investing too little. Academic research suggests that public companies 
invest less than comparable private companies because they want to maximize short-term earnings.12 

 
 Share buybacks went from virtually nonexistent in 1980 to a large use of capital in the last decade. In 

1982, the Securities and Exchange Commission defined rules that created a safe harbor for companies 

to repurchase shares, eliminating the threat of stock manipulation and opening the floodgates for 
buybacks. Over the past 30 years, companies have shifted their payouts from mostly dividends to a 

combination of dividends and buybacks. Research shows that the propensity to distribute cash to 
shareholders has held remarkably steady after accounting for firm characteristics including size, age, and 

profitability.13 
 

 Research and development (R&D) expenditures have risen steadily, growing from 1.4 percent of sales in 

1980 to 2.3 percent in 2013. The shift in the composition of the economy that accounts for the decline 
in capital expenditures also explains the rise in R&D. Further, companies that rely on R&D tend to hold 

more cash than companies that are less reliant on R&D. This partially accounts for the swell of cash on 
corporate balance sheets.  
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Exhibit 6: U.S. Sector Composition, 1980-2013 

 
Source: Credit Suisse HOLT.  
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Exhibit 7: U.S. Capital Deployment, 1980-2013 

 
Source: Credit Suisse HOLT, Thomson Reuters DataStream, and Credit Suisse. 

Note: All figures in 2013 U.S. dollars (millions); R&D, capital expenditures, buybacks, dividends is the top 1,500 “industrials” (ex-financials and 
regulated utilities), whereas M&A and divestitures include all industries. 
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1999 2,086,151 578,957 194,521 105,121 220,305 495,330 151,749

2000 2,239,686 637,517 212,630 105,051 205,284 462,813 149,349

2001 968,088 599,467 219,244 14,250 165,980 406,435 139,662

2002 562,121 472,036 210,024 65,780 160,615 224,091 140,626

2003 702,223 444,187 212,146 164,898 170,543 281,831 148,459

2004 939,207 478,667 217,608 203,914 268,894 306,668 163,009

2005 1,321,405 518,829 222,923 8,818 384,028 422,671 179,855

2006 1,682,790 617,364 248,598 -11,742 511,870 509,051 194,579

2007 1,609,675 664,174 247,277 41,743 620,733 589,493 208,895

2008 955,575 676,668 239,207 -1,187 424,525 298,066 211,950

2009 809,176 520,056 217,115 214,149 168,578 279,409 202,484

2010 862,519 573,976 237,334 190,247 321,053 297,918 211,793

2011 1,002,528 670,067 251,034 94,032 452,698 396,314 232,304

2012 782,350 716,332 263,518 157,886 394,136 374,040 260,288

2013 950,641 706,633 255,310 63,038 445,061 340,752 280,385

CAGR 9.2% 0.8% 3.7% 1.0% 10.7% 17.7% 2.5%

St. Dev. 68.2% 10.0% 5.1% 3156.6% 47.0% 269.6% 5.1%

Total Amount (2013 U.S. Dollars)
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Exhibit 8: U.S. Capital Deployment, 1980-2013 

 
Source: Credit Suisse HOLT, Thomson Reuters DataStream, and Credit Suisse. 

Note: All figures in 2013 U.S. dollars (millions); R&D, capital expenditures, buybacks, dividends is the top 1,500 “industrials” (ex-financials and 
regulated utilities), whereas M&A and divestiture includes all industries. 

 
The issue of judicious capital allocation is certainly nothing new. Henry Singleton, the CEO who Will Thorndike 
holds up as the standard for excellence, started his company, Teledyne, more than 50 years ago. And 

Buffett’s quote about capital allocation is more than a quarter century old. Still, the issue feels particularly 
pressing today. 

 

M&A Capex R&D Expense

Net Working 

Capital

Gross 

Buybacks Divestitures Dividends

1980 0.9% 9.6% 1.4% 0.8% 0.3% 0.0% 2.2%

1981 4.2% 10.0% 1.4% 0.6% 0.2% 0.5% 2.2%

1982 2.7% 9.6% 1.6% -0.4% 0.4% 0.5% 2.4%

1983 4.7% 8.0% 1.7% 1.1% 0.4% 1.5% 2.5%

1984 8.2% 8.3% 1.9% 0.3% 1.1% 2.0% 2.4%

1985 8.1% 8.8% 2.0% 0.2% 1.7% 2.1% 2.4%

1986 9.5% 8.2% 2.2% 0.6% 1.5% 3.3% 2.6%

1987 9.0% 7.3% 2.1% 1.4% 1.8% 3.1% 2.6%

1988 12.7% 7.7% 2.2% 1.7% 1.7% 4.2% 2.8%

1989 10.1% 7.9% 2.2% 0.5% 1.5% 3.3% 2.6%

1990 5.3% 7.7% 2.2% -0.2% 1.1% 2.2% 2.4%

1991 3.8% 7.4% 2.3% -0.1% 0.7% 1.5% 2.4%

1992 4.1% 7.0% 2.3% 0.2% 0.8% 2.2% 2.4%

1993 6.5% 6.9% 2.3% 0.5% 1.0% 2.3% 2.3%

1994 8.4% 6.8% 2.2% 1.2% 1.0% 3.5% 2.2%

1995 11.6% 7.2% 2.3% 0.7% 1.6% 5.2% 2.2%

1996 12.5% 7.3% 2.3% 0.5% 1.7% 3.8% 2.1%

1997 17.1% 7.6% 2.4% 0.8% 2.3% 6.1% 2.0%

1998 29.4% 7.6% 2.6% 0.4% 3.0% 5.1% 2.0%

1999 26.7% 7.4% 2.5% 1.3% 2.8% 6.4% 1.9%

2000 26.7% 7.6% 2.5% 1.3% 2.4% 5.5% 1.8%

2001 11.7% 7.2% 2.6% 0.2% 2.0% 4.9% 1.7%

2002 6.9% 5.8% 2.6% 0.8% 2.0% 2.8% 1.7%

2003 8.2% 5.2% 2.5% 1.9% 2.0% 3.3% 1.7%

2004 9.9% 5.0% 2.3% 2.2% 2.8% 3.2% 1.7%

2005 13.3% 5.2% 2.3% 0.1% 3.9% 4.3% 1.8%

2006 16.1% 5.9% 2.4% -0.1% 4.9% 4.9% 1.9%

2007 15.2% 6.3% 2.3% 0.4% 5.9% 5.6% 2.0%

2008 9.0% 6.4% 2.2% 0.0% 4.0% 2.8% 2.0%

2009 8.4% 5.4% 2.3% 2.2% 1.8% 2.9% 2.1%

2010 8.2% 5.5% 2.3% 1.8% 3.1% 2.8% 2.0%

2011 8.8% 5.9% 2.2% 0.8% 4.0% 3.5% 2.0%

2012 6.8% 6.2% 2.3% 1.4% 3.4% 3.3% 2.3%

2013 8.6% 6.4% 2.3% 0.6% 4.0% 3.1% 2.5%

As a Percentage of Sales
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Recent Trends in Cash Flow Return on Investment and Asset Growth. Larry Fink, the CEO of 

BlackRock, Inc., an investment firm with more than $4.5 trillion in assets under management, captured the 
current zeitgeist in a letter dated March 2014. Addressed to the leaders of U.S. corporations, the letter 

argued that many companies are shying away from investments with long-term payoffs in favor of returning 
cash to shareholders via dividends and buybacks. In effect, Fink argued that the chiefs of U.S. industry are 
misallocating capital.14    

 
Let’s turn to some concepts and numbers to quantify Fink’s assertion. The maximum earnings growth rate a 

company can achieve through internal funding is a function of its ROIC and payout ratio. High ROICs and low 
payout ratios allow for higher achievable growth rates than low ROICs and high payout ratios. Low ROIC or 

high payout businesses can certainly grow but need to access debt or equity capital to do so. 
 

Here are the numbers. Cash flow return on investment (CFROI®) is at an all-time high in the U.S. (see Exhibit 

9). CFROI measures the cash returns a business earns on the investments it makes. Since CFROI is also 
adjusted for inflation, it is an ideal tool for comparing results over time. The current level, in excess of 10 

percent, is well above the historical average of approximately 6 percent from 1951-2013. The number is even 
higher excluding the excess cash parked on the balance sheets of many companies. The current levels of 
ROIC and CFROI suggest that companies today can fund substantial growth through internally-generated 

funds.   
 
Exhibit 9: U.S. CFROI, 1951-2013 

 
Source: Credit Suisse HOLT.  

Note: All U.S. industrial firms with a market capitalization of more than $250 million scaled through time. 

                                                 

 

 CFROI

® 

is a registered trademark in the United States and other countries (excluding the United Kingdom) of Credit Suisse 

Group AG or its affiliates. 
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Exhibit 10 shows the annual rate of asset growth, adjusted for inflation, from 1951-2013. In recent years 
spending has been weak relative to the long-term average, a point that is particularly pronounced given that 

CFROIs are so high. It’s hard to know exactly why companies have been so reticent to invest, but executives 
commonly point to political and economic uncertainty.15 
 

Exhibit 10: U.S. Real Asset Growth Rate, 1951-2013 

 
Source: Credit Suisse HOLT.  

Note: All U.S. industrial firms with a market capitalization of more than $250 million scaled through time. 

 

The combination of high return on investment and modest growth means that businesses are generating 

sizeable sums of cash. For example, companies in the S&P 500, excluding the financial services sector, had a 
balance of cash and marketable securities in excess of $1.7 trillion at the end of 2013, roughly 10 percent of 

the market capitalization of the index. This cash balance is even more remarkable considering that companies 
in the S&P 500 disbursed close to $800 billion to their shareholders through buybacks and dividends in 2013.  

 
Cash balances are high today, and it is common to hear market commentators say that we are at all-time 

highs. But we are by no means in uncharted waters if you measure cash as a percentage of assets. Exhibit 11 
shows that at 13 percent, today’s cash as a percentage of assets is well below the peak of 18 percent in the 

post-World War II period. Further, a sizable sum of today’s cash balance is offshore, and companies cannot 
repatriate it without incurring an additional tax burden. So between the shift in the composition of the economy 
and tax policy, some increase in cash holdings should come as no surprise.   
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Exhibit 11: U.S. Cash as a Percentage of Total Assets, 1950-2013 

 
Source: Credit Suisse HOLT.  

Note: Top 1,500 U.S. industrial firms. 

 

We can summarize the discussion so far as follows: 

 
 Internal financing represents the vast majority of the source of capital for companies in the U.S. Internal 

financing supplies less capital to companies in other developed countries, in part because those countries 
have lower ROICs. 

 
 The primary uses of capital include M&A and capital expenditures, although M&A is very cyclical. Over 

the last 30 years spending on capital expenditures and dividends has declined as a percentage of sales, 
while R&D and share buybacks have increased as a percentage of sales. These changes reflect the shift 

in the structure of the underlying economy. 
 

 ROIC is high in the U.S., and the rate of investment is middling. As a consequence, companies are 
generating strong free cash flow, and capital allocation is more important than ever. 

 
Before delving into each of the specific uses of capital, it is worth considering what the academic research 

says about capital allocation. The findings are easy to condense: “Asset growth rates are strong predictors of 
future abnormal returns.” This is true in both U.S. and international markets.16  

 
More specifically, firms with low asset growth rates earn substantially higher shareholder returns, after 

adjusting for risk, than firms with high asset growth rates. Further, companies that contract their assets tend 
to generate higher shareholder returns than companies that expand their assets.  

 
High returns to shareholders tend to follow events such as spin-offs, dividend initiations, share repurchases, 
and debt prepayments, whereas low returns to shareholders generally follow events such as acquisitions and 

stock and debt issuance. 
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The academic research supports the notion that capital allocation is challenging and that growth is not 
inherently good. But we must keep in mind that context is very important. Recall that the correct answer to 

almost every capital allocation question is, “It depends.” We need to look beyond base rates, as informative as 
they are, to understand what truly drives or impedes value creation. We now turn to the details of the major 

uses of capital.  
 

Capital Allocation Alternatives 

 

For each alternative, we will consider four aspects: the trend in spending, how to think about the alternative 
from an economic standpoint, the empirical research, and the outlook for future spending.  

 

Mergers and Acquisitions. M&A is by far the largest source of redistribution of corporate resources of all 

the alternatives. For many companies, M&A is the most significant means to pursue strategic goals and the 
most costly way to do so. And if M&A volume continues to average 9 percent of the equity market 

capitalization of the U.S., as it has since 1980, nearly all companies and investment portfolios will feel the 
effect of M&A at some point.       
 

Exhibit 12 shows the dollar amount of M&A as well as M&A as a percentage of sales from 1980 to 2013. 

M&A tends to follow the stock market closely, with more M&A activity when the stock market is up.17 It comes 
as no surprise that companies that act early in an M&A cycle tend to generate higher returns than those that 

act later. The first movers in an M&A wave enjoy the benefits of a larger pool of acquisition targets and 
cheaper valuations than companies that acquire later in the cycle. Later acquirers are encouraged to act based 

on bandwagon effects, or what Buffett calls the institutional imperative, and an accommodating environment 
for financing.18    
 

Exhibit 12: U.S. Mergers and Acquisitions, 1980-2013 

 
Note: Dollar amounts are not inflated. U.S. announced domestic mergers; excludes debt tender offers, equity carve-outs, exchange offers, loan 

modifications, and open market repurchases. 
Source: Thomson Reuters DataStream, Credit Suisse HOLT, Credit Suisse. 
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Private equity has also played an increasingly prominent role in M&A (see Exhibit 13). Private equity rose from 
essentially nothing to seven percent of deal volume at the peak of the leveraged buyout boom in the 1980s. In 

the early 2000s, private equity’s percentage of M&A rose steadily, reaching a peak in 2007 at 37 percent of 
the volume. There was a substantial drop-off in participation through the financial crisis, but private equity is 

back to a range of 15-20 percent of volume in recent years.   
 

Exhibit 13: Private Equity Percentage of M&A Volume, 1980-2013 

 
Note: Dollar amounts are not inflated. U.S. announced domestic mergers; excludes debt tender offers, equity carve-outs, exchange offers, loan 

modifications, and open market repurchases. 
Source: Thomson Reuters DataStream, Credit Suisse HOLT, Credit Suisse. 

 
How should companies assess the merit of an M&A deal? Mark Sirower, a consultant at Deloitte, suggests 
that acquirers use the following formula:19 

 
Net present value of the deal = present value of the synergies – premium 

 
Simply stated, the formula says that a deal is good if the acquirer gets more than it pays for. The underlying 

premise is that the target’s stock price, pre-deal, accurately reflects the present value of the company’s future 
free cash flow. So the deal only creates value for the buyer if the synergy from putting the businesses 

together exceeds the premium for control the acquirer must pay to close the deal. This equation is more 
fundamental than superficial metrics such as accretion to earnings per share, which doesn’t appear to factor 

into the market’s reaction.20 As a result, the formula provides much more insight into a deal’s economic virtue.   
 

Let’s take a closer look at the terms in the equation. Exhibit 14 shows the results of a survey of corporate 
executives that McKinsey, a consulting firm, conducted regarding synergy. There is a clear difference between 
cost synergies, the cost the companies can save by removing redundancies, and revenue synergies, the 

anticipated increase in sales from combining businesses. Other forms of synergies have historically played a 
less substantial role.21  
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Exhibit 14: Cost Synergies Are More Reliable than Revenue Synergies  

 
Source: Scott A. Christofferson, Robert S. McNish, and Diane L. Sias, “Where Mergers Go Wrong,” McKinsey on Finance, Winter 2004, 1-6. 

 

Cost synergies are much more reliable than revenue synergies. About one-third of the executives surveyed 
said that their company achieved all or more of the anticipated cost synergy, while one-quarter of the 

companies overestimated their cost synergy by 25 percent or more. But roughly 70 percent of mergers fail to 
deliver the anticipated revenue synergy. The most common challenges companies cite for synergy realization 

include delays in implementing planned actions, underestimation of costs and complexities, and flat-out 
overestimation of synergies.22     
  

Exhibit 15 shows the average deal premium, with each deal receiving an equal weight. The premium is the 
difference between the price a buyer is willing to pay and the prevailing market price prior to any anticipation of 

a deal. For example, if a stock is trading at $100 and a buyer offers $140, the premium is 40 percent 
($40/$100). While the premium is generally straightforward to calculate for a particular transaction, the series 

of premiums over time is difficult to aggregate. The current average premium is 44 percent, not far from the 
long-term norm.   

 
Exhibit 15: U.S. Average Deal Premium, 1980-2013 

 
Source: Patrick A. Gaughan, Mergers, Acquisitions, and Corporate Restructurings-5th Ed. (Hoboken, NJ: John Wiley & Sons, 2011), 572; Credit 

Suisse. 
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Any analysis of M&A should focus on the difference between the synergy and the premium. Succeeding at 
M&A is not easy for a number of reasons. First, if the premium is too large a company cannot recoup its 

investment, no matter how strategic the deal. Second, often competitors can replicate the benefits of a deal or 
take advantage of a company’s lack of focus as it goes through an integration process. Third, M&A requires 

payment up front for benefits down the road, which creates legitimate skepticism for investors. Finally, M&A 
deals are generally costly to reverse.23   

 
The empirical evidence on M&A underscores the challenges that buyers face.24 Over time, it appears that a 

majority of acquirers see their stock prices decline following the announcement of a deal. Research by 
McKinsey concluded that about one-third of deals create value, and the other two-thirds are value neutral or 

value destructive.25 That said, you must recognize that M&A creates value when you consider both the buyer 
and the seller. Exhibit 16 shows a measure that McKinsey calls “deal value added,” which is the percentage 

increase in the combined market capitalizations of the buyer and seller. This has averaged about 6 percent in 
the past 15 years or so, with the only negative year in 2000 at the peak of the dot-com bubble. M&A creates 
substantial value but most of that value goes to the sellers, not the buyers.  

 
Exhibit 16: Average Deal Value Added, 1997-2013 

 
Source: Richard Dobbs, Marc Goedhart, and Hannu Suonio, “Are Companies Getting Better at M&A?” McKinsey on Finance, Winter 2007, 7-11; 

David Cogman, “Global M&A: Fewer Deals, Better Quality,” McKinsey on Finance, Spring 2014, 23-25.  

 

One comment we hear consistently from management is that the market is short-term oriented and fails to 
recognize the virtue of the announced deal. Mark Sirower and his colleague, Sumit Sahni, studied this 

assertion. Exhibit 17 summarizes their findings, which are based on a detailed analysis of more than 300 
deals.26   
 

The first observation is that about one-third of the deals (103/302) result in a stock price for the buyer that is 
initially higher, net of the market’s change. This is consistent with past studies. Next, there is a clear 

correlation between the premium the buyer paid (the column on the right) and the announcement return (the 
column in the middle). Smaller premiums yielded positive returns, and higher premiums generated negative 

returns. This is consistent with Sirower’s formula to determine a deal’s net present value for the buyer.  
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Exhibit 17: The Stock Market Takes a Long-Term View When It Judges M&A 

 
Source: Mark L. Sirower and Sumit Sahni, “Avoiding the ‘Synergy Trap’: Practical Guidance on M&A Decisions for CEOs and Boards,” Journal of 

Applied Corporate Finance, Vol. 18, 3, Summer 2006, 85. 

 

Sirower and Sahni then wanted to see if the market’s initial reaction was accurate. So they checked on the 
deals one year later. Those that were initially positive remained positive overall, with a one-year total 

shareholder return of 4.9 percent. More than half of the initial positive deals were persistently positive. 
 

Deals that were initially negative remained so on average, with a total shareholder return of -9.0 percent. Two-
thirds of the negative deals were persistently negative. This research suggests that while the market’s initial 

read of a deal isn’t perfect, there does not appear to be a bias. Indeed, if there is a bias it is that the market is 
too optimistic, as one-half of the positive deals turned negative but only one-third of the negative deals turned 

positive.     
   

The story for buyers should not come across as too dour. There are ways to shade the odds of a deal to be 
more favorable. One empirical finding is that not all types of deals have the same chances of success. Peter 
Clark and Roger Mills, finance experts who focus on M&A, found substantially different success rates for 

varying categories of deals. Exhibit 18 summarizes their analysis.  
 

 
 

 
 

 
 

 
 
 

 
 

 
 

 

Stock Reaction

Initial positive

# of Deals
Announcement 

Return

One-Year 

Return Premium

33.1%5.6%Persistent positive 25.8%

103

52

5.7% 4.9% 30.7%

Full sample 302 -4.1% -4.3% 35.7%

Initial negative 199 -9.2% -9.0% 38.4%

Persistent negative 133 -10.3% -24.9% 40.5%
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Exhibit 18: Probability of M&A Success Based on Type of Deal 

 
Based on Peter J. Clark and Roger W. Mills, Masterminding the Deal: Breakthroughs in M&A Strategy and Analysis (London: Kogan Page, 2013), 182. 

 
For example, deals they call “opportunistic,” where a weak competitor sells out, succeed at a rate of around 

90 percent. “Operational” deals, or cases where there are strong operational overlaps, also have an above-
average chance of success. The rate of success varies widely for “transitional” deals, which tend to build 

market share, as the premiums buyers must pay to close those deals can be prohibitive. Finally, the success 
rate of “transformational” deals, large leaps into different industries, tends to be very low. 27   

 
Another factor that can work in favor of acquirers is the source of deal financing. The research suggests the 
market greets cash deals much more kindly than stock deals.28 There are a number of plausible explanations 

for this. First, you can consider an acquisition funded with stock as two separate transactions: selling stock to 
the public, and using the proceeds to buy the target. Management teams generally sell their stock when it’s 

expensive, providing a negative signal to the market. Second, in a cash transaction all of the deal’s risk and 
reward accrues to the buyer. In a stock-for-stock deal, the buyer shares the risk with the seller. This, too, 

provides a weaker signal of conviction.29    
 

Exhibit 19 shows the mix between all-cash deals and all-stock or blend deals. Cash deals are a much higher 
percentage of the total than a decade or so ago. This reflects sizeable cash balances, good access to the debt 

markets, and the perception of many executives that the stocks of their companies remain undervalued.  
 

 
 
 

 
 

 
 

 

Success 

Rate Category Type Description Example(s)

Success Threats (Ex-

Pricing, Phase)

87-92 Opportunistic Bottom-trawlers
Dying competitor signals exit, 

advantage to fast, cash bidders
Marconi, Palm

Obsolescence, incompatible 

technologies

80-85 Operational Bolt-ons
Fills void in acquirer's existing 

product/service offer, quickly
P&G/Pantene

Hidden integration difficulties 

cancel timing advantage

65-70 Operational Line extension equivalents
Next generation/different variant of 

existing product/service
Volkswagen/Skoda

Actual synergies limited to scale, 

insufficient to cover APP

55-60 Transitional Consolidation -- mature
Same industry contraction: scale, 

overhead synergies
Pharma, telecoms

Overestimation of market share 

gain importance

40-45 Operational Multiple core-related complementary

Logical complements to present 

offer: products/channels/areas

Two or more related elements

Disney/ABC; P&G/Gillette; 

Coty/Avon

Mistaken judgment of 

development potential (r-

synergies)

37-42 Transitional Consolidation -- emerging
Same industry contraction: Picking 

winners
ABC Capital Cities/Dumont

Overstated premiums (APP) 

based on target's prior 

performance

30-35 Operational Single core-related complementary
Similar to complementary but one 

or less related elements
Daimler Chrysler

Exaggerated benefits attributed 

to target in 'marriage made in 

heaven'

20-25 Transformational Lynchpin strategic

Major change in emphasis in 

acquiring company's business mix 

and forward strategy

IBM/PwC Consulting
Dependent on extraordinary 

acquiring company

15-20 Transformational Speculative strategic

Radical, high-risk experimentation 

with company's business mix and 

model

AOL/TW; Vivendi (Messier)
CEO's imagined vision 

inconsistent with market realities
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Exhibit 19: All-Cash Deals and All Stock or Blend Deals, 1980-2013 

 
Source: Patrick A. Gaughan, Mergers, Acquisitions, and Corporate Restructurings-5th Ed. (Hoboken, NJ: John Wiley & Sons, 2011), 577; Credit 

Suisse. 

 

M&A has been slow to rebound in the current cycle given the stock market’s results and low interest rates, 

but it is now strong. As of mid-2014, global M&A volume is up about 50 percent year over year to a level last 
seen in 2007. One noteworthy aspect of this M&A cycle is how well the market has received deals. Exhibit 16 
shows that the average deal value added is nearly double the average since 1997. What is also unusual is 

how much of that value buyers are capturing. 
 

Exhibit 20 shows McKinsey’s calculation of the percentage of companies overpaying. A company is judged to 
overpay if its stock goes down relative to the market. Note that the average of about 58 percent have overpaid 

for acquisitions since 1997, but the percentage dipped to 45 percent in 2013. Said differently, a majority of 
deals now create value for sellers and buyers.     
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Exhibit 20: Percentage Overpaying for Deals, 1997-2013 

 
Source: Richard Dobbs, Marc Goedhart, and Hannu Suonio, “Are Companies Getting Better at M&A?” McKinsey on Finance, Winter 2007, 7-11; 

David Cogman, “Global M&A: Fewer Deals, Better Quality,” McKinsey on Finance, Spring 2014, 23-25. 
Note: The percentage of overpayers is the percentage of transactions in which the relative price movement of stocks was negative for the acquirer from 
two days prior to two days after the announcement. 

 

Capital Expenditures. Capital expenditures are the second largest use of capital for companies. In 2013, 

capital expenditures were about three-quarters of the amount companies spent on M&A. However, capital 
expenditures have had vastly lower variance than M&A over time. Capital expenditures tend to be steady. 

 
Exhibit 21 shows the dollar amount of capital expenditures since 1980, as well as capital expenditures as a 

percentage of sales. Spending declined from 10 percent of sales in 1981 to 5 percent of sales in 2004, but 
rebounded to more than 6 percent of sales in 2013. A substantial part of the pickup in capital spending since 
2004 is related to the resurgence in commodity prices, which led to sharp increases in spending in the energy 

and materials sectors. For instance, capital expenditures of the energy sector went from around 13 percent of 
the total in the early 2000s to 37 percent a decade later. But as the commodity cycle has cooled, so too has 

capital spending.    
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Exhibit 21: U.S. Capital Expenditures, 1980-2013 

 
Note: Top 1,500 U.S. industrial firms. Dollar amounts are not inflated. 

Source: Credit Suisse HOLT. 

 

Executives and investors frequently distinguish between “maintenance” capital expenditures and total capital 
expenditures. Maintenance spending is the minimum required to maintain or replace the long-term assets in 

place. We can assume that capital expenditures beyond the maintenance level are in pursuit of growth.    
 

Depreciation expense serves as a rough proxy for maintenance capital spending.30 Exhibit 22 shows capital 
expenditures net of depreciation. Measured as a percentage of sales, growth capital expenditures are roughly 

one-half of overall capital expenditures. That maintenance capital expenditures are essential and a high priority 
for spending explains a good deal of the stability of spending. Further, it suggests that in assessing the value 

creation prospects of capital expenditures, you are best served to focus on the component that supports 
growth.   
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Exhibit 22: U.S. Capital Expenditures Net of Depreciation, 1980-2013 

 
Note: Top 1,500 U.S. industrial firms. Dollar amounts are not inflated. 

Source: Credit Suisse HOLT. 

 

What factors should you consider to judge whether capital expenditures create value? The industry is a good 
starting point. Companies that invest in industries with a high return on invested capital and good growth 

prospects are more likely to create value. You can refine this analysis by considering whether the company 
has a specific competitive advantage as a low-cost producer or through differentiation.31  

 
The cyclicality of the industry is another important consideration in assessing capital expenditures. Spending in 

cyclical industries tends to follow the same pattern as what we have seen in M&A and buybacks: companies 
spend when things look good and hunker down when they don’t. As a consequence, companies tend to add 

too much capacity at the top of the cycle and suffer when the cycle recedes.  
 

Finally, be mindful that relative comparisons of capital expenditures can be tricky. For example, analysts and 
executives generally compare the level of a company’s spending to its peers. The retail industry is known for 

this. The crucial question is not whether one company is spending more or less than another, but rather 
whether a company is spending the proper amount.  
 

The relative game applies on the country level as well. For example, in the early 1990s there was a palpable 
fear that U.S. companies were investing too little relative to peer companies in countries such as Japan and 

Germany.32 What received less attention was the possibility that Japanese companies were investing too much 
and hence failing to create value with many of their investments. We can make a similar distinction between 

public and private companies. The goal is not to spend more or less than the competitor but rather to spend 
the correct amount given the economic opportunity at hand.    

 
Academic work on capital expenditures broadly supports the idea that the market rewards value creation and 

refutes the idea that investors prefer short-term earnings gains at the expense of long-term value creation.33 
The research shows that the stock market rewards companies that invest in high-quality projects, which is 
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generally signaled by a record of investments that have generated returns in excess of the cost of capital, and 
penalizes companies that invest in low-quality projects. And for businesses with high economic returns, the 

market responds positively to unexpected increases in capital expenditures and negatively to unexpected 
decreases in capital expenditures.34 

 

But there is also a limit to how rapidly a company can grow. Firms that increase their investments the most 

tend to suffer from poor relative total shareholder returns in the years following the growth. This is consistent 
with the thesis that empire building generally results in stock market underperformance and the evidence that 

rapid asset growth predicts poor stock returns.35   
 

As the economic recovery continues from the low of the financial crisis, capital expenditures are expected to 
grow in the mid- to high-single digits in 2014 and 2015. Analysis of asset life and age also supports the case 
for steady growth in capital expenditures. Exhibit 23 shows that the average asset life for the top 1,500 

companies in the U.S. declined from roughly 16 years in 1980 to a low of 13 years in the early 2000s, with a 
rebound to 14 years today.  
 

The average asset age rose from about 5 years in the early 1980s to almost 7 years currently. As a result, the 

difference between asset life and asset age for the U.S. capital stock has shrunk from 10 years in the 1980s 
to 7 years now. While numerous commentators have emphasized the age of the capital stock, few have noted 

the simultaneous rise in asset lives. 
 

Exhibit 23: U.S. Asset Life and Age, 1980-2013 

 
Note: U.S. industrial firms with market capitalization greater than $500 million scaled through time; asset life is based on gross plant/depreciation 

expense; asset age = asset life * (1- net plant / gross plant). 
Source: Credit Suisse HOLT. 

 

Research and Development. Unlike M&A and capital expenditures, R&D is a capital allocation choice that 

shows up on the income statement rather than the balance sheet. Accountants expense R&D in the period 
the company incurs it, notwithstanding the potential long-term benefits, because they deem the outcomes too 

uncertain and difficult to quantify. R&D is a set of activities that seeks to develop new products or the tools to 
create new products.  
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In the U.S., businesses account for about 70-75 percent of total R&D spending, with the government and 
academia splitting the other 25-30 percent. The industries that spend the most include information technology, 

healthcare, materials, and aerospace and defense. Technology and healthcare combined represent more than 
two-thirds of all R&D spending in the U.S., and technology R&D spending is roughly 1.5 times that of 

healthcare. 
 

Exhibit 24 shows the dollar amount of R&D since 1980 as well as R&D as a percentage of sales. R&D rose 
from 1.4 percent of sales in 1980 to a peak of 2.6 percent of sales at the time of the dot-com bubble, only to 

settle back to a level of 2.3 percent of sales today. The substantial rise in R&D as a percentage of sales 
during the full period reflects the change in the composition of the market. During this time, R&D-intensive 

sectors such as technology and healthcare have become a larger part of the economy than sectors that are 
less R&D intensive.    
 

Exhibit 24: U.S. Research and Development, 1980-2013 

 
Note: Top 1,500 U.S. industrial firms. Dollar amounts are not inflated. 

Source: Credit Suisse HOLT. 

 

R&D productivity is the relationship between the value a new product creates and the investment a company 
makes to generate that product. But assessing productivity is a challenge because there is a lag between 

investment and outcome. A host of other factors, which are hard to capture, also weigh on the outcome. It is 
useful to distinguish between the cost to launch, or “R&D efficiency,” and the value per launch, or “R&D 

effectiveness.” One company may be good at bringing a product to market (R&D efficiency) while a different 
company may be able to create more value for the product as the result of better design, marketing, or 
distribution capabilities (R&D effectiveness).36 
 

One approach to assess a company’s R&D productivity is to capitalize R&D, amortize it over an appropriate 

period, and calculate the return on invested capital (ROIC) so as to be comparable to businesses that are not 
R&D intensive.37 R&D capitalization has the effect of increasing profit (the R&D amortization amount is almost 

always less than expensed R&D, hence adding to profit) and increasing invested capital (since R&D is 
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reclassified as a capital item rather than an expense). The challenge is to determine the appropriate 
amortization period, or roughly the time to develop a product.  

 
Some researchers who study the pharmaceutical industry assess R&D productivity by dividing a company’s 

R&D budget over some period by the number of drugs the company has brought to market. Rather than 
examining the cost of successful drugs only, this method captures the total costs a company incurs including 

the cost of failure. Exhibit 25 shows the results of this analysis for the top 10 companies measured by R&D 
dollars spent per drug. A great deal has been written about the decline in R&D productivity in the 

pharmaceutical industry, and attitudes about the virtue of R&D are at the crux of alternative strategies for 
value creation within the sector. 38  

 
Exhibit 25: R&D Cost per New Drug for 10 Large Pharmaceutical Companies 

 
Source: Matthew Herper, “How Much Does Pharmaceutical Innovation Cost? A Look at 100 Companies,” Forbes, August 8, 2013.  

 

The academic research on the effectiveness of R&D spending is somewhat equivocal, in part because of the 
measurement challenges and the decline in R&D productivity in the pharmaceutical industry. One of the best 
ways to study the market’s reaction to any form of investment is to examine unexpected changes. In one such 

study, finance professors studied more than 8,000 unexpected increases in R&D spending over a 50-year 
period ended in 2001 and found that the stocks of those companies rose.39 Other researchers conclude that 

the returns to R&D are positive and higher than other capital investments.40 
 

A reasonable question is whether the stock market effectively reflects R&D spending. One large study found 
that the market does it well. This means that companies that spend a large percentage of sales on R&D 

realize similar stock market returns as companies that spend a small percentage of sales on R&D. The 
researchers came to similar conclusions for advertising expenses, which are about one-half as large as R&D 

expenses in the aggregate.41  
 

Academics have also found that larger companies that acquire their R&D by buying businesses that are R&D 
intensive tend to fare poorly in the stock market.42 This is consistent with the view that the value of the R&D 
spending ultimately accrues to the seller, not the buyer. That said, companies with strong execution 

capabilities can create value by enhancing R&D effectiveness.43 

     

Some recent research suggests that the technology companies that are in the bottom one-third of R&D 
spending as a percentage of sales deliver higher returns to shareholders than those in the top third.44 This 

finding underscores how tricky it is to assess R&D spending because a number of technology companies have 
benefitted from R&D that was funded by the government. 

Company

Number of 

new drugs

1 Abbott $13.2 billion 1 $13.2 billion

2 Sanofi $60.8 6 $10.1

3 AstraZeneca $38.2 4 $9.6

4 Hoffmann-La Roche $70.9 8 $8.9

5 Pfizer $77.8 10 $7.8

6 Wyeth $22.7 3 $7.6

7 Eli Lilly $26.7 4 $6.7

8 Bayer $33.1 5 $6.6

9 Schering-Plough $18.8 3 $6.3

10 Novartis $60.7 10 $6.1

10-year R&D 

spending

R&D per 

drug
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Mariana Mazzucato, a professor of economics at the University of Sussex, addresses this issue in her 
provocative book, The Entrepreneurial State.45 Her thesis is that the government funds a great deal of high-

risk R&D that companies go on to exploit commercially. She uses the vivid example of the iPhone from Apple 
Inc., a company that has created a huge amount of shareholder value in the past decade. Four of the main 

technologies inside the iPhone, including the Global Positioning System (GPS), the Internet, touch screen, 
and voice recognition software, were developed by the U.S. government. As Mazzucato notes, Apple did a 

brilliant job of integrating these technologies, designing an attractive and intuitive product, and marketing 
effectively. But it did not develop some of the key technologies inside the phone, which means the company’s 

shareholders did not have to shoulder those expenses.   
 

Forecasters expect R&D spending to grow modestly in 2014. The U.S., China, and Japan together represent 
more than half of global R&D spending, and ten countries account for about 80 percent of the total. At current 

rates of funding and growth, China will surpass the U.S. as the largest spender on R&D in the year 2022. In 
the U.S., growth in R&D spending is expected for all industries except aerospace and defense.46   
  

Net Working Capital.  Net working capital is the capital a company requires to run its day-to-day operations. 

It is defined as current assets minus non-interest-bearing current liabilities. Net working capital equals about 
one-quarter of assets on average for companies in the U.S.47 The primary components of net working capital 

include inventory, accounts receivable, and accounts payable. Interest-bearing current liabilities, which include 
short-term debt and the current maturities of long-term debt, are a form of financing and are therefore not 
part of net working capital. 

 
Exhibit 26 shows the annual change in net working capital from 1980 through 2013. At year-end 2013, net 

working capital stood at $1.8 trillion for the top 1,500 public firms in the U.S. We consider changes in net 
working capital as opposed to the absolute amount, because changes are what you should consider to be an 

incremental investment. Net working capital investments are substantially smaller than M&A, capital 
expenditures, or R&D. 

 
Exhibit 26: U.S. Change in Net Working Capital, 1980-2013 

 
Note: Top 1,500 U.S. industrial firms. Dollar amounts are not inflated. 

Source: Credit Suisse HOLT. 
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We have defined net working capital to include cash. The picture changes dramatically if we exclude cash. 
Two trends are noteworthy. First, the percentage of firms that are financed solely with equity has gone from 6 

percent in 1980 to 20 percent today. Second, the cash held by the all-equity financed firms has gone from 9 
percent of assets to 33 percent over the same time.48 As a result, increases in cash make up a substantial 

fraction of the increase in net working capital. At the end of 2013, net working capital excluding cash was 
about $200 billion for the top 1,500 U.S. industrial companies, roughly one-tenth the total net working capital 

sum. Exhibit 27 shows the change in net working capital excluding cash.  
 

Exhibit 27: U.S. Change in Net Working Capital Excluding Cash, 1980-2013 

 
Note: Top 1,500 U.S. industrial firms. Dollar amounts are not inflated. 

Source: Credit Suisse HOLT. 

 
Exhibit 28 shows both investments in net working capital and net capital expenditures together. These items 

reflect capital investments in organic growth. The exhibit provides a useful view of the relative spending 
between working versus fixed capital. Net working capital declines in a handful of years, making it a source of 

cash.  
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Exhibit 28: U.S. Change in Net Working Capital Plus Net Capital Expenditures, 1980-2013 

 
Note: Top 1,500 U.S. industrial firms. Dollar amounts are not inflated. 

Source: Credit Suisse HOLT. 

 

The cash conversion cycle (CCC), a calculation of how long it takes a company to collect on the sale of 

inventory, is the standard way to analyze working capital efficiency. The CCC equals days in sales outstanding 
(DSO) plus days in inventory outstanding (DIO) less days in payables outstanding (DPO).49 For example, Cisco 

Systems, Inc.’s CCC in fiscal 2013 was 78 days while Apple’s was -28 days.  
 

Some firms, including Apple, have a negative CCC, which means that the company receives cash on the sale 
of inventory before it pays its suppliers. This effectively makes the company’s suppliers a source of financing 
and can be relevant in competitive interactions. For instance, Walmart Stores Inc.’s CCC was 12 days in 2013 

while Amazon.com’s CCC was -30 days. With a CCC for each company in hand, you can compare the 
efficiency of working capital use from one company to the next. Exhibit 29 shows the cash conversion for 

sectors within the S&P 500, excluding financials.  
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Exhibit 29: Cash Conversion Cycles for Sectors within the S&P 500, 2013 

 
Note: S&P 500 companies excluding financials. 

Source: FactSet and Credit Suisse. Format of exhibit from Ryan Davies and David Merin, “Uncovering Cash and Insights from Working Capital,” 
McKinsey & Company, July 2014.  

 
Academic research shows a strong relationship between a lower CCC and a higher return on capital within, 

and across, industries.50 In other words, good working capital management is associated with high returns on 
invested capital. The impact on total shareholder returns, however, is less clear. Research suggests that a 

dollar invested in working capital is worth less than a dollar either held in cash or invested in the firm. Further, 
extending credit to customers through increasing receivables has a bigger effect on shareholder value than 
increasing inventory.51 

 
The main issue in the outlook for net working capital is what companies choose to do with their cash hoards. 

Research shows that investors value cash on the balance sheet of companies with poor governance at $0.40-
$0.90 on the dollar in anticipation of value-destroying moves.52 M&A continues to be a likely use of cash and, 

as we will see, companies continue to return cash to shareholders via buybacks and dividends at a steady clip. 
 

Divestitures.  Companies use divestitures to adjust their business portfolio. Actions include the sale of 
divisions, spin-offs, and equity carve-outs. A company will divest an operation when it perceives the value to 

another owner to be higher, or if the divestiture adds focus to the parent and hence improves results. 
 

Exhibit 30 shows the magnitude of divestitures from 1980-2013. While divestitures generally draw less 
attention than M&A, they represent a substantial component of capital allocation. In the last decade, 

divestitures have averaged 3.6 percent of sales for the top 1,500 companies in the U.S., a level comparable 
to gross buybacks and higher than dividends and R&D spending. 
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Exhibit 30: U.S. Divestitures, 1980-2013 

 
Note: U.S. announced divestitures; excludes debt tender offers, equity carve-outs, exchange offers, loan modifications, and open market repurchases. 

Dollar amounts are not inflated. 

Source: Thomson Reuters DataStream, Credit Suisse HOLT, Credit Suisse. 

 
Spin-offs are a prominent form of divestiture. In a spin-off, a company distributes shares of a wholly-owned 

subsidiary to its shareholders on a pro-rata and tax-free basis. For example, Time Warner Inc. spun off its 
magazine subsidiary, Time Inc., in June 2014. Following the spin-off, Time Warner shareholders own shares 

in Time Warner and Time. Exhibit 31 shows the value of announced spin-offs and the number of completed 
spin-offs from 1980-2013.    
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Exhibit 31: U.S. Spin-Offs, 1980-2013 

 
Note: Dollar amounts are not inflated. 

Source: Thomson Reuters DataStream, Spin-Off Research, and Hemang Desai and Prem C. Jain, “Firm Performance and Focus: Long-Run Stock 
Market Performance Following Spinoffs,” Journal of Financial Economics, Vol. 54, No. 1, October 1999, 81. 

 

There are a few considerations in assessing divestitures. First, research has established that most of the value 
creation for a typical company comes from a relatively small percentage of its assets.53 This means that most 

companies have businesses or assets that do not earn the cost of capital and that may be more valuable to 
another owner.  
 

Divestitures can lead to “addition by subtraction” when a company that divests an operation with a low return 
on invested capital receives more than what the business is worth as an ongoing part of the firm. So there’s 

an addition of value to the company even as there’s a subtraction in the size of the firm. 
 

Second, we have already reviewed the evidence showing that M&A creates value in the aggregate but that 
acquirers struggle to capture much, if any, of that value. This suggests that it is better to be a seller than a 

buyer on average. This point is particularly relevant when there are multiple bidders for an asset. Contested 
deals frequently lead to what economists call the “winner’s curse.”54 When this occurs, the “winner” of the 

bidding pays too much for the asset, hence the “curse.” The winner’s curse means that there is a wealth 
transfer, above and beyond the value of the asset, from the buyer to the seller. 

 
Finally, most companies have a natural tendency to want to grow rather than shrink. As companies grow and 
diversify, capital allocation and strategic control can become more challenging. When a CEO who understands 

capital allocation takes the helm of a company with underperforming assets, there is a great opportunity to 
create value through divestitures.55   

 
Notwithstanding their significance in capital allocation, divestitures have received substantially less attention 

than M&A in the academic literature. Research for the most part concludes that divestitures create value. A 
meta-analysis of nearly 100 studies on divestitures concludes: “In the broadest possible terms, our results 
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suggest that on average, divestiture actions are associated with positive performance outcomes for the parent 
firm.”56 

 
Analysis also shows that spin-offs create value for the spin-offs themselves as well as the corporate parents.57 

Researchers who did a meta-analysis of more than 25 papers in the spin-off literature summed up their 
findings this way: “The main conclusion is consistent: spin-offs are associated with strongly significant 

abnormal returns.”58 They suggest the factors that explain these wealth effects include sharpened focus, 
better information, and in some cases tax treatment.  

 
Divestitures should remain active in 2014, reflecting the influence of activist investors, a more stable 

economic outlook, and ongoing pressure for companies to create value. For example, researchers who track 
spin-offs anticipate 55-60 completed spin-offs in 2014, up sharply from the 37 completed deals in 2013 and 

approaching the peak level of deals in 2000.59 Similar to acquisitions, divestitures follow a wave with deals 
done at the peak of the cycle delivering lower returns for shareholders than those done at the beginning.60  
 

Dividends.  A dividend is a cash payment to a shareholder that is generally paid from profits. Dividends and 

share buybacks are the main ways companies return cash to shareholders. Companies can also return cash to 
shareholders by selling the company for cash. 

 
The most profound difference between buybacks and dividends may be the attitude of executives. Most 
executives believe that once a dividend is established, paying it is on par with investment decisions such as 

capital spending. In contrast, they tend to view buybacks as something to do with residual cash flow after the 
company has made all investments that are appropriate.61  

 
There are a couple of consequences of this difference in attitude. The first is that dividend payments are vastly 

less volatile than buybacks. Indeed, of all the capital allocation options, dividends have among the lowest 
standard deviation in growth, as exhibit 7 demonstrates. Exhibit 32 shows the annual amount of dividends on 

common and preferred stock for the top 1,500 companies in the U.S., excluding the financial services and 
regulated utility industries, from 1980 to 2013. Dividends are remarkably resilient and were especially stable 

through the financial crisis from 2007-2009.62      
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Exhibit 32: U.S. Common and Preferred Dividends, 1980-2013 

 
Note: Top 1,500 U.S. industrial firms. Dollar amounts are not inflated. 

Source: Credit Suisse HOLT. 

 

Exhibit 33 illustrates the dividends for the S&P 500, including financials, versus the price of the index. 
Dividends dipped during the financial crisis as many companies in the financial services industry suspended, or 

eliminated, their payouts. But overall, dividends fluctuated much less than the price of the S&P 500. 
 

Exhibit 33: S&P 500 Dividends and Index Price, 1999-2013 

  
Source: S&P Dow Jones and Credit Suisse. 
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How should investors assess dividends? First, dividends are useful to consider in the context of cash flow. To 
sustain a cash dividend, a company has to generate cash flow beyond the basic needs to maintain the 

business and support its growth. So an investor should gauge a company’s cash flow prospects in order to 
anticipate a company’s ability to pay dividends.63    

 
Second, dividends can play an important role in the capital accumulation rate, also known as total shareholder 

return (TSR). From time to time you hear that dividends provide the bulk of shareholder returns for equities in 
the long run. That assertion is wrong if you assume the goal of an investor is to accumulate capital. In fact, 

price appreciation is the only source of investment return that increases accumulated capital over time.64 

 

The equity rate of return is a one-period measure and is simply the sum of stock price appreciation and the 
dividend. The capital accumulation rate, or TSR, is a multi-period measure that assumes all dividends are 

reinvested in the stock. Knowing price appreciation and dividend yield, the following equation allows you to 
calculate TSR: 
 

Total shareholder return (TSR) = Price appreciation + [(1 + price appreciation) * dividend yield] 
 

The value of the compounding reinvested dividends means that the equity rate of return is always lower than 
the TSR as long as price appreciation is positive. For example, assume price appreciation of 7 percent and a 

dividend yield of 2 percent. The equity rate of return is 9 percent (.07 + .02) and the TSR is 9.14 percent (.07 + 
[(1 + .07)*.02]).   

 
The key is that for an investor to actually earn the TSR, all of the dividends they receive must be reinvested back 

into the stock. That’s why price appreciation only determines the TSR.   
 
It’s crucial to acknowledge that almost no one earns the full TSR because most individuals do not reinvest the 

dividends they receive, and dividends are generally taxable. While there are no clear-cut data on the topic, it 
appears that only one-tenth of all dividend proceeds are reinvested. Naturally, investors can use dividends to 

consume. But if they do, they can’t earn the TSR. 
 

Further, most investors must pay taxes on the dividends they receive. Exhibit 34 shows the top marginal tax 
rate on dividends and capital gains from 1960 to the present. The TSR declines when you assume that only a 

fraction is reinvested in the stock. Academic research supports the view that the tax rate on payouts affects 
shareholder returns.65 
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Exhibit 34: U.S. Top Marginal Tax Rate, 1960-2014 

 
Source: Credit Suisse HOLT and the Tax Foundation. 

 

Finally, investors in the U.S. should recognize that many of the mature, cash-rich companies that are excellent 
candidates for paying a healthy dividend generate a high percentage of their profits outside the U.S. The 
companies cannot repatriate this cash to the U.S. without incurring additional taxes. There are a number of 

U.S. multinationals that do not have enough domestic cash to pay their dividends, even though their balance 
sheets are flush. A number of these businesses simply borrow in the U.S. to fund their dividends.66    

 
Academic research on dividends supports a few points. To begin, older companies are more likely to pay 

dividends than younger companies. So any analysis of dividend yields must take into account the maturity of 
the population of companies under consideration.67      

 
Second, dividends provide a strong signal about management’s commitment to distribute cash to shareholders 

and its confidence in the future earnings of the business. This is consistent with the managerial attitude that 
dividends are sacrosanct once declared. For this reason, companies are very deliberate about the decision to 
initiate a dividend.68  

 
Dividends are expected to grow at a healthy clip in 2014, rising approximately 10 percent following a solid 

increase in 2013.69 But an assessment of payout policy is not complete without considering share buybacks. 
 

Share Buybacks. A share buyback is the second main way that companies return cash to shareholders. 

Whereas all shareholders are treated equally with a dividend, only shareholders who sell to the company 
receive cash. This means that shareholders realize very different outcomes based on whether they choose to 
sell or hold the stock when they deem it to be overvalued, fairly valued, or undervalued.  

 
Exhibit 35 shows that gross buybacks for the top 1,500 companies in the U.S. have grown considerably from 

1980 to 2013. Buybacks are much more cyclical than dividends, consonant with the attitude that a company 
should fund a buyback with cash that’s left over after all other uses, including dividends, have been exhausted.  
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Exhibit 35: U.S. Gross Share Buybacks, 1980-2013 

 
Note: Top 1,500 U.S. industrial firms. Dollar amounts are not inflated. 
Source: Credit Suisse HOLT. 

 

Exhibit 36 narrows the sample to companies in the S&P 500 Index from 1999 through 2013, and compares 

their buyback volume to the level of the index. The exhibit makes clear that buybacks hug the results for the 
market. This fits the notion that buybacks are a use for residual cash and also implies that managements have 
a proclivity to buy high and not buy low.   
 

Exhibit 36: S&P 500 Gross Buybacks and Index Price, 1999-2013 

 
Source: S&P Dow Jones and Credit Suisse. 
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Despite the sharp rise in buybacks, many market analysts insist on using dividend yield as a measure of 
payout policy and as a means to anticipate future market returns.70 In fact, you need to be very cautious in 

comparing data before and after 1982. Buybacks were very scarce prior to that date because the Securities 
and Exchange Act of 1934 prohibited the manipulation of securities prices. Since the rules weren’t clear about 

what constituted manipulation, most companies avoided buybacks altogether.71 

 

In 1982, Congress enacted Rule 10b-18, which grants companies a safe harbor provided they follow certain 
rules. Those rules form a legal shield from the threat of being sued by specifying how a company can execute 

a buyback in terms of manner, timing, price, and volume.72 The Securities and Exchange Commission has 
subsequently updated the rules to reflect current market conditions. The year 1982 marks a new regime in 

how companies return cash to shareholders. 
 

When assessing a repurchase program, investors and executives should consider the golden rule of share 
buybacks, which states: A company should repurchase its shares only when its stock is trading below its 
expected value and when no better investment opportunities are available.73 

 
The golden rule addresses both absolute and relative value. Companies should only invest where they 

anticipate a payoff that has a positive net present value. This is a fancy way of saying “you will get more than 
what you pay for.” This absolute benchmark applies to all of a company’s capital allocation decisions, including 

M&A, capital expenditures, and R&D.  
 

The rule also addresses relative value when it emphasizes that companies should prioritize higher return 
internal investment opportunities over buybacks. Ideally, executives should rank their investment opportunities 

by expected return and fund them from highest to lowest. A company should expect that all of the investments 
it funds will earn above the cost of capital. While access to capital can be a constraint, most companies 
generate sufficient cash flow to fund their internal investments.74 

 
The second aspect of assessing a buyback is its impact on various shareholders under different conditions. 

Only if a stock trades exactly at intrinsic value do buybacks and dividends treat all shareholders the same. If a 
stock is overvalued or undervalued, the effect of a buyback is different for selling shareholders than it is for 

those who continue to hold. 
 

From the company’s standpoint, corporate value is conserved no matter how the company chooses to pay out 
cash. What differs is who wins and who loses as the result of buying stock below or above intrinsic value. 

Since management should focus on building value per share for continuing shareholders, it should always try 
to buy back shares that are undervalued.    

 
Exhibit 37 illustrates the principle. Say we have a company with a value of $100,000 and 1,000 shares 
outstanding that decides to return $20,000 to its shareholders.  
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Exhibit 37: Asset Growth At or Below Average 

 
Source: Credit Suisse. 

 
In Scenario A, we assume the stock price is $200, double the fair value of $100 ($100,000/1,000). The 
company can buy 100 shares, leaving $80,000 of value and 900 shares outstanding. In this case, the selling 

shareholders gain $100 per share ($200 proceeds - $100 value = $100) and the continuing shareholders 
lose $11.11 per share ($88.89 continuing value - $100 initial value = -$11.11). Buying back overvalued 

stock benefits sellers at the expense of buyers. 
 

In Scenario B, we assume the stock trades at one-half of fair value, or $50 per share. The company can buy 
400 shares, with $80,000 of remaining value and 600 shares outstanding. Now we see that the selling 

shareholders lose $50 per share ($50 proceeds - $100 value = -$50) and continuing shareholders gain 
$33.33 per share ($133.33 continuing value - $100 initial value = $33.33).   

 
In Scenario C, the company pays a $20 dividend to all shareholders. Just as in the prior scenarios, the firm 

value drops to $80,000, but each shareholder receives identical treatment, leaving aside tax considerations.  
 
This analysis suggests a couple of points that investors commonly overlook. First, if you are the shareholder of 

a company that is buying back stock, doing nothing is doing something. By choosing to hold the shares 
instead of selling a pro-rated amount, you are effectively increasing your percentage ownership in the 

company. One alternative is to sell shares in proportion to your stake, creating a homemade dividend and 
maintaining a steady percentage ownership in the business. 

 
Second, it is logical that you would prefer that the companies you hold in your portfolio buy back stock rather 

than pay a dividend. If you own shares of companies that you think are undervalued, buybacks will increase 

Scenario A Scenario B Scenario C

Assumptions Base

Assume 

buyback @ $20

Assume 

buyback @ $5 Assumptions

Assume dividend 

of $2

Buyback amount $20,000 $20,000 Dividend amount $20,000

Firm Value 100,000$ $80,000 $80,000 Firm Value $80,000

Shares outstanding 1,000 1,000 1,000 Shares outstanding 1,000

Current price $100 $200 $50 Current price $10

Shares post buyback 900 600

Value/share $100 $88.89 $133.33 Value/share $80.00

Dividend/share $20.00

Selling shareholders 100 400

$200 $50

Value to sellers $20,000 $20,000

Ongoing shareholders 900 600 Ongoing shareholders $80,000

$88.89 $133.33 Dividends $20,000

$80,000 $80,000

Total value $100,000 $100,000 Total value $100,000

Per share +/- sellers $100.00 ($50.00)

Per share +/- holders ($11.11) $33.33
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value per share by definition. The only instance where this may not be true is if you believe that a dividend 
would provide a more powerful signal to the market, hence creating more value than a buyback. 

 
Tying together these thoughts, there are basically three schools of thought regarding buybacks: fair value, 

intrinsic value, and accounting-motivated. The intrinsic value school is where you want to be if possible. 
 

The fair value school takes a steady and consistent approach to buybacks. Management believes that over 
time it will buy back shares when they are both overvalued and undervalued, but for the most part when they 

are about fairly priced. This approach offers shareholders substantial flexibility as it allows them to hold shares 
and defer tax liabilities or create homemade dividends by selling a pro-rated number of shares.  

 
The fair value school is consistent with the free cash flow hypothesis, which says that managers who have 

excess cash will invest it in projects with a negative net present value. By disbursing cash, a company buying 
back its shares reduces the risk of doing something foolish with the funds.75 Research suggests that most 
companies would have been better off buying back stock consistently versus their actual behavior of buying 

heavily in some periods and lightly, or not at all, in others.76 
 

The intrinsic value school believes a company should only buy back shares when it deems them to be 
undervalued. A company must have asymmetric information or beliefs, as well as analytical prowess, to 

profitably pursue this approach. Asymmetric information means that company management has information 
that the stock price fails to reflect. Differing beliefs occur when management has the same information as the 

market but comes to different conclusions about what that information means.  
 

Analytical prowess means that the executives at the company know how to translate their differential view into 
an estimate of the relationship between the stock price and intrinsic value. Investors should not assume that 
management has this ability. Indeed, surveys consistently show that executives believe their stock to be cheap. 

For example, in a survey from mid-2013, 60 percent of chief financial officers (CFOs) thought that U.S. 
equities were overvalued, but only 11 percent thought their own stock was overvalued.77    

 
Management can act on its conviction by being bold with its buyback program, buying back a substantial 

percentage of the shares or even buying them at a premium to the prevailing price through a tender offer.78 
This school fits the signaling hypothesis, which suggests that companies buy back shares when they deem 

them to trade below intrinsic value. Further, it is important to focus on actual share buybacks versus buyback 
announcements. The evidence supporting the signaling hypothesis is mixed, but 85 percent of CFOs believe 

that their buyback decision conveys information.79      
 

Boosting short-term accounting results, especially earnings per share (EPS), is what motivates the final 
school.80 When surveyed, three-fourths of CFOs cite increasing EPS as an important or very important factor 
in the decision to buy back shares. Two-thirds of CFOs say that offsetting the dilution from option or other 

stock-based programs is important. This underscores another essential point: you should consider buybacks 
net of equity issuance.  

 
The problem with the accounting-motivated school is that its actions are not necessarily aligned with the 

principle of value creation.81 For example, there may be a case where buying back overvalued stock boosts 
EPS and helps management reach a financial objective that prompts a bonus. In this case the motivation is 

impure because management’s proper goal is to allocate capital in an economically sound fashion for 
shareholders.  
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Investors assessing companies buying back stock should make an effort to determine which school the 
management is in. It can be the case that management buys back stock for the right reason and realizes 

accounting benefits as a result. That’s fine. But investors should be on the lookout for companies that make 
decisions based on the accounting results without sufficient regard for the economic merits.    

 
A couple of findings from the academic research are worth highlighting. The first is that it appears companies 

are increasingly using buybacks as a substitute for dividends.82 As a result, total shareholder yield (sum of 
dividends and buybacks divided by equity market capitalization) may be a better indicator of a company’s 

proclivity to pay out than a simple dividend yield. Exhibit 38 shows the total shareholder yield and the cost of 
equity for the top 1,500 public companies in the U.S. from 1980-2013. The shareholder yield has been 

remarkably stable, belying the decline in dividend yield. This calculation does not take into account equity 
issuance, which for certain periods (1985-87, 1991-94, 2000-03, and 2009-10) lowers the total shareholder 

yield by 100-200 basis points.83  
 

Exhibit 38: U.S. Total Shareholder Yield versus Cost of Equity, 1980-2013 

 
Note: Top 1,500 U.S. industrial firms. 

Source: Credit Suisse HOLT and Aswath Damodaran.  

 

Research suggests that buybacks were well received by the stock market in the early days. This is likely the 
result of a couple of drivers, including the novelty of buybacks and hence the stronger signal they sent, as well 

as the fact that more buybacks were in the form of Dutch auctions and tender offers versus open market 
purchases, which are more prevalent today. Analysis of recent buybacks suggests a more muted market 

effect.84 

 

Buybacks continue at a healthy clip. For example, for the 12 months ended March 2014, buybacks for the 
companies in the S&P 500 rose almost 30 percent.85 This fits the idea that managements buy when they feel 
confident. Buybacks and dividends combined, just shy of one-quarter trillion dollars, reached an all-time record 

for the S&P 500 in the first quarter of 2014. 
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Assessing Management’s Capital Allocation Skills 

 

 “All roads in managerial evaluation lead to capital allocation.”86 
 

The final part of this report provides a framework for assessing a management team’s capital allocation skills. 
This framework has four components. First, you want to study how a company has allocated capital in the 

past. Next, you need to examine the company’s return on invested capital and, more importantly, return on 
incremental invested capital. Third is a careful consideration of incentives and corporate governance. And  

finally, you can compare management’s actions to the five principles of capital allocation.  
 

Regulation may constrain the choices a management team has in the allocation of capital. In industries 
including insurance and banks, regulators seek to establish capital adequacy to offset possible adverse 

outcomes. In utilities, regulations limit the returns on invested capital in order to best serve the public good. 
Understanding regulations and how they might change is essential for these industries.     
 

Past Spending Patterns. The first step in assessing a company’s capital allocation skills is to see how 

management has allocated capital in the past. You should break the analysis into two parts, one dealing with 
investments in the operations (M&A, capital expenditures, R&D, and working capital) and the other with 

returning cash to claimholders (dividends, buybacks, and debt repayment).  
 

The value of a business is the present value of future free cash flow (FCF). Free cash flow is defined as net 
operating profit after tax (NOPAT), a measure of the cash earnings of the business that assumes no financial 

leverage, minus investment (I) in future growth: 
 
FCF = NOPAT – I 

 
NOPAT is determined by sales and sales growth, operating profit margins, and the cash tax rate. Investment 

is determined by changes in working capital, capital expenditures net of depreciation, and acquisitions net of 
divestitures. You can calculate these sums using what Alfred Rappaport, a professor emeritus at the J. L. 

Kellogg Graduate School of Management at Northwestern University, calls “value drivers.”87 Capital allocation 
is primarily about the value drivers that determine investment.  

 
To make the comparison clean, Rappaport defines value drivers as the number of cents the company invests 

in each use for every $1.00 change in sales. For example, if a company’s working capital grows by $10 in a 
given year and its sales grow by $100, the incremental working capital rate is 10 percent ($10/$100). If in 
the same year capital expenditures are $130 and depreciation is $70, the fixed capital rate is 60 percent 

($60/$100). You can calculate the value driver for acquisitions less divestitures in the same way. 
 

A useful first step in assessing capital allocation is to see how much was invested in each area for an 
incremental dollar of sales over time. We like to calculate results for a minimum of three years, if available, and 

prefer to go back five to ten years when possible. Here are the numbers for Walmart over the past five years 
(fiscal 2009-2014): 88 

 
Incremental working capital investment rate  =  3.7 percent 

Incremental fixed capital rate      = 33.5 percent 
Incremental M&A rate         = 1.3 percent 
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Instantly, you will see whether the company is investing in working capital, capital expenditures, or M&A. That 
allows you to focus your attention. In this case, it is clear that capital expenditures are the most important use 

of capital.   
 

Here are the numbers for Emerson Electric over the past four years (fiscal 2009-2013): 
 

Incremental working capital investment rate  =  44.9 percent 
Incremental fixed capital rate      = 10.8 percent 

Incremental M&A rate         = 65.2 percent 
 

Now you can see that M&A has been more important than capital expenditures. In this case, you would roll up 
your sleeves and figure out how management approaches its M&A decisions. You might also review past 

deals to see how the market reacted.  
 
This analysis is also useful to assess the change in practices from one CEO to the next. Some CEOs may 

seek to grow primarily organically, which will raise one set of analytical issues. A successor may be more 
acquisitive, raising a separate set of issues. Assuming past behaviors provide some basis for anticipating 

future behavior, this analysis is very useful. 
 

Look for inflection points as well. Are capital expenditures ramping up versus prior levels of spending? Is the 
company improving its cash conversion cycle? You want to note changes in spending patterns so as to align 

your analysis with the developments at the company.  
 

The second component of this analysis is to understand how and why management has returned cash to 
claimholders. This also requires considering a company’s capital structure and whether it can or should 
change. The key is to understand the rationale and motivation for the decisions management makes to 

understand whether they are consistent with the principles of building long-term value per share.     
 

In assessing a company’s past capital allocation, it’s interesting to determine who exactly is making the 
decision. Researchers surveyed executives and found that CEOs are least likely to delegate decisions about 

M&A but much more likely to defer to colleagues on issues such as capital structure and payout ratio. CEOs 
delegate less if they have a master’s degree in business administration, have been around for a long time, or 

are particularly knowledgeable about a project. CEOs delegate more when the firm is large or complex. Most 
companies say they use the net present value rule to make investments, but the reputation of the division 

manager requesting resources is important as is senior management’s “gut feel.”89 

 

It’s also useful to understand how the process works. As a practical matter, many companies approach capital 
allocation through a budgeting process. In a simple version, each division has a capital budget and can either 
accept that amount or ask for more. Such a request may be subject to a value audit. Research shows that 

such a budgeting process can lead to overinvestment in low return projects if the budget exceeds the 
opportunities and underinvestment if the opportunities exceed the budget.90    

 

Calculating Return on Invested Capital and Return on Incremental Invested Capital. The second 

component to assessing capital allocation is determining the output of management’s decisions through an 
analysis of return on invested capital (ROIC) and return on incremental invested capital (ROIIC). ROIC provides 

a picture of the company’s overall performance while ROIIC dwells on the efficiency of incremental spending. 
Our report, “Calculating Return on Invested Capital: How to Determine ROIC and Address Common Issues,” 

provides details on how to calculate ROIC and ROIIC and includes case studies.91 Here’s a quick summary.  
 



  August 5, 2014 
 

Capital Allocation 47 

NOPAT is the numerator of ROIC. Because NOPAT assumes no financial leverage, the sum is the same 
whether a company is highly levered or free of debt. This is essential for comparability within and across 

industries. 
 

Invested capital is the denominator of ROIC. You can think of invested capital in two ways that are equivalent. 
First, it’s the amount of net assets a company needs to run its business. Alternatively, it’s the amount of 

financing a company’s creditors and shareholders need to supply to fund those net assets. These approaches 
are the same since dual-entry accounting requires that both sides of the balance sheet equal one another.  

 
You should calculate ROIC using the assets side of the balance sheet if given a choice, as that allows you to 

see how efficiently the company is using capital. In contrast, the right-hand side shows only how much capital 
the firm has and how it has chosen to finance the business. Ideally, you should calculate ROIC from both the 

left- and right-hand sides of the balance sheet.  
 
In fiscal 2014, Walmart’s NOPAT was $18.8 billion and its average invested capital was $145.8 billion, for an 

ROIC of 12.9 percent. This is well in excess of the company’s cost of capital. Since strategies, a bundle of 
investments, must earn a return in excess of the cost of capital in order to pass the NPV test, ROIC can be a 

rough proxy for value creation. 
 

Academic research shows that the market rewards investment in organic growth in high return businesses. 
Typically, companies that earn high ROICs are said to have some sort of competitive advantage. A quick 

analysis of ROIC indicates whether a company has a competitive advantage and, if so, what lies at the 
foundation of that advantage.  

 
Bruce Greenwald, a professor at Columbia Business School, argues that there are two sources of competitive 
advantage: consumer advantage and production advantage. The key to each advantage is the creation of 

barriers to entry that fend off competition. Barriers to entry are particularly strong when a company enjoys 
economies of scale, which mean that the cost per unit for the incumbent is lower than that for a challenger.92 

 
A consumer advantage is the result of the habitual use of a product, high costs of switching to a new product, 

or high costs of searching for a superior product. A production advantage allows a company to deliver its 
goods or services more cheaply than its competitors can either as the result of privileged access to inputs or to 

proprietary technology that is difficult or costly to imitate. A competitive strategy analysis focuses on identifying 
these sources of advantage and assessing their durability.  

 
ROIC can provide a quick and useful way to investigate competitive advantage. You can decompose ROIC into 

two parts, a modified version of what is known as a DuPont Analysis:  
 
Return on invested capital (ROIC) = NOPAT     x   ____Sales____               

               Sales             Invested Capital 
 

The ratio of NOPAT/Sales, or NOPAT margin, is a measure of profit per unit. Sales/Invested Capital, or 
invested capital turnover, is a measure of capital efficiency. Sales cancel out when you multiply the terms and 

you are left with NOPAT/Invested Capital, or ROIC.  
 

It is easy to imagine two companies arriving at the same ROIC by different paths. Walmart gets to its 12.9 
percent ROIC with a 3.9 percent NOPAT/Sales ratio and a 3.3 times Sales/Invested Capital ratio. This is a 

classic low-margin, high-invested capital turnover business. A luxury goods seller, on the other hand, may 
reach the same ROIC with a 20 percent NOPAT/Sales ratio and 0.65 times invested capital turnover. 
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Exhibit 39 summarizes the analysis. If a company gets to a high ROIC through a high NOPAT margin, you 
should focus your analysis on a consumer advantage. If the company’s high return comes from a high turnover 

ratio, emphasize analysis of a production advantage. For companies that are high in both, consider how the 
advantages are reinforced by economies of scale.  

 
Exhibit 39: ROIC and Competitive Advantage 

 
Source: Credit Suisse. 

 

Having defined and discussed ROIC we must now emphasize that it’s not the absolute ROIC that matters but 
rather the change in ROIC. Or, even more accurately, what’s crucial is the expectation for changes in ROIC. 

Needless to say, the market is not always perfect at anticipating change in ROIC, so having a sense of where 
ROIC is going can be of great value.93 

 
One potentially useful measure is return on incremental invested capital, or ROIIC. ROIIC properly recognizes 

that sunk costs are irrelevant and that what matters is the relationship between incremental earnings and 
incremental investments.  
 

The definition of ROIIC is as follows:  
 

ROIIC =               Year2 NOPAT – Year1 NOPAT     
                                 Year1 invested capital – Year0 invested capital  

 
In words, ROIIC compares the change in NOPAT in a given year to the investments made in the prior year. 

Let’s say a company’s Year0 invested capital is $2,000 and it invests $200 during the year (making Year1 
invested capital $2,200). Further, NOPAT from Year1 to Year2 climbs from $300 to $350. Given these 

assumptions, ROIIC is 25 percent [($350-300)/($2,200-2,000)].  
 

It is preferable to calculate ROIIC on a rolling three- or five-year basis for businesses with investments or 
NOPAT that are lumpy. At the other extreme, you can take quarterly changes and annualize them if you want 
to see if there are any recent trends or improvements. Obviously these results will be the most volatile, but 

they can give you some insights into how the business is doing. As an example of the calculation, Walmart’s 
ROIIC is -2 percent for the last fiscal year, 2 percent for a rolling three-year period, and 21 percent for the 

rolling five-year period.  
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High ROIICs generally indicate that a business is either capital efficient or has substantial operating leverage 
(which often proves transitory). Calculating a company’s historical ROIIC can be very helpful in understanding 

potential earnings moves.  
 

A final note of warning: ROIIC—for a host of technical reasons—is not really an economic measure of value. 
Further, ROIIC makes the strong underlying assumption that the ROIC on the base business remains stable. 

This is clearly not always true. So use the measure to determine the likelihood of change and to understand 
past patterns, but don’t compare it with the cost of capital or consider it a true return measure.94 
 

Incentives and Corporate Governance.  One of the essential lessons of economics is that incentives 

matter. But it is also the case that incentives designed to achieve one objective can lead to unintended 
consequences.95 The goal of this section is to consider whether the incentives a company has in place 

encourage judicious capital allocation. Most of these incentives address compensation.  
 

Agency theory is the classic way to explain why the managers of a company may not act in the interests of the 
shareholders.96 The idea is that conflicts can arise when there is a separation between ownership and control 

of a firm. There are three areas where these conflicts tend to arise.97   
 

The first is that while it is clear that shareholders want management to maximize the value of their holdings, 
management may derive benefits from controlling resources that don’t enrich shareholders. For example, if 
remuneration is roughly correlated with the size of the firm, management may seek to do value-destroying 

M&A deals to grow.  
 

The second area of conflict is with tolerance for risk. Since shareholders tend to hold stocks as part of a 
diversified portfolio and managers are disproportionately exposed to their own company, managers may seek 

less risk than shareholders would deem appropriate.  
 

The final conflict is with time horizon. To the degree that compensation plans have a shorter time horizon than 
the period shareholders use to assess the merit of an investment, there can be a mismatch. So managers may 

dwell on short-term boosts in earnings. Indeed, research shows that a large majority of managers are willing to 
forego value-creating investments to deliver near-term earnings.98  

 
So what kind of executive compensation scheme provides the proper incentives for management to build 
value? You can start with what you don’t want, which is incentive compensation that is completely 

independent of value creation. In this case, an executive would have limited incentive to build value because 
he or she would not benefit directly from that increase. At the other extreme would be the case where the 

CEO owns 100 percent of the company, blunting any concerns about agency theory.  
 

As a broad characterization, compensation for CEOs in the past 30 years has moved from one based heavily 
on salary and bonus to one much more sensitive to stock price performance.99 But the shift to stock-based 

compensation, seemingly a step in reducing agency costs, has brought with it a host of other challenges. 
Most pronounced is that many executives are now focused on boosting the stock price by whatever means 

they can rather than focusing on creating value, which ultimately gets reflected in the market price.  
 
There is a spirited debate about whether equity-based compensation is doing a proper job of encouraging 

management to focus on long-term performance.100 In practice, there are two challenges to equity-based 
compensation that make it less effective than it might be. Properly structured compensation programs can 

address both challenges, but rarely do. The first is a company’s stock price is only a rough measure of 
corporate performance. Factors outside of management’s control, including general economic conditions, 
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interest rates, inflation expectations, and the equity risk premium, can play a larger role in stock price changes 
than corporate results do.101       

 
The second challenge is that while the stock market does provide managers with information about investment 

opportunities and the past decisions of managers, that information can be noisy in the short run.102 That few 
managers understand market expectations effectively compounds this challenge.103 

 
Before discussing how to address these challenges, let’s take a look at the metrics that companies most 

commonly use in their incentive compensation. Frederic W. Cook & Co., a consulting firm dedicated to 
executive compensation, does an annual survey of the largest 250 companies in the S&P 500. Exhibit 40 

shows the results. For the first time, TSR is the most common incentive metric, followed by measures of profit 
and capital efficiency.104  

 
Exhibit 40: Most Commonly Used Long-Term Incentive Metrics 

                  2013  2012 

         Total shareholder return  50%  45% 
         Profit (EPS, etc.)    49   50 

         Capital efficiency    39   36 
         Revenue       18   18 
         Cash flow      11   12  

         Other        16   15 

Source: Frederic W. Cook & Co., “The 2013 Top 250 Report: Long-Term Incentive Grant Practices for Executives,” September 2013. 

 

On the surface it may appear encouraging that TSR is on top of the list. But there are a couple of reasons for 
caution. Using TSR as an incentive metric doesn’t really matter if a company doesn’t know how to create 

value. Having the right goal isn’t helpful if you don’t know how to achieve that goal. And since TSR is absolute 
versus relative to some benchmark, external factors may play a bigger role in compensation than company-

specific factors. So unless TSR is relative to an appropriate benchmark, it fails to reflect the efforts of the firm.  
 
The Credit Suisse HOLT team built a scorecard to assess the quality of management incentives. Unlike the 

Frederic W. Cook & Co. survey, the HOLT approach is to award points for positive incentive measures such 
as operational drivers, return on capital, relative TSR, and long-term plans, and to deduct points for negative 

measures including no disclosure, absence of financial targets, substantial option expense, and no long-term 
plan. The sample includes the full S&P 500.105  

 
Exhibit 41 shows the average management incentive score by sector using the proxy statements filed in 2013. 

The sectors with the most positive scores include materials and industrials, while financials and information 
technology fare relatively poorly.  
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Exhibit 41: Average Management Incentive Scores by Sector, 2013 

 
Source: Credit Suisse HOLT.  

 

So what elements should you look for in an effective incentive program? The key is to look for a company that 
seeks to build long-term value per share with the belief that the stock market will ultimately follow that value. If 
the market fails to reflect that value, management can take action by sharpening communication or buying 

back stock.   
 

There are three elements to an incentive compensation program that supports judicious capital allocation.106 
The first is to compensate senior executives with stock options or restricted stock units that are indexed to 

either the market overall or an appropriate peer group. Presuming that exogenous factors affect peers in a 
similar fashion as the target firm, indexing takes a large step toward isolating management skill and reducing 

the role of luck. Only individuals who can influence the stock price should be paid in equity, which limits the 
number of eligible executives.  

 
Second, executives who run operating units, as well as front line employees, should be paid for exceeding 
long-term goals for the operating value drivers. These include sales growth, operating profit margins, and 

some measure of return on invested capital. Broader value drivers can be further broken down into leading 
indicators of value, performance measures that roll up to the value drivers.  

 
For example, if a retailer has a goal of opening five new stores in a year, a leading indicator of value might 

include finding a store location and signing a lease. Here again, the incentives are awarded based on what the 
individual employees can control. Warren Buffett explains that a good plan “should be (1) tailored to the 

economics of the specific operating business; (2) simple in character so that the degree to which they are 
being realized can be easily measured; and (3) directly related to the daily activities of the plan participants.”107 

 
Finally, recognize that the debate about the short term versus the long term is an empty one. Instead, 

acknowledge that the goal is to maximize long-term value per share. This applies to activities that 
management expects to pay off quickly or in the distant future.108 Amazon.com is a company that appears 
comfortable taking a long-term view. The company’s CEO, Jeff Bezos, argues that there is less competition 
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for long-term initiatives. He says, “If everything you do needs to work on a three-year time horizon, then you’re 
competing against a lot of people. But if you’re willing to invest on a seven-year time horizon, you’re now 

competing against a fraction of those people, because very few companies are willing to do that. Just by 
lengthening the time horizon, you can engage in endeavors that you could never otherwise pursue. At Amazon 

we like things to work in five to seven years.” 109 
 

Incentives are an important determinant of behavior. Examine whether a management team is committed to 
building long-term value by examining their words, incentives, and actions. Agency costs are alive and well, 

and in many cases companies try to boost their stock price using artificial or superficial methods versus 
boosting underlying long-term value through the proper conception and execution of a strategic plan.  

 

Five Principles of Capital Allocation. In their book, The Value Imperative, James McTaggart, Peter Kontes, 

and Michael Mankins describe four principles of resource allocation that apply readily to our discussion about 
capital allocation.110 We added one to expand the list to five and believe that these principles are a sound 

benchmark that you can use to measure management’s mindset regarding their capital allocation practices.111  
  

1. Zero-based capital allocation. Companies generally think about capital allocation on an incremental 
basis. For example, a study of more than 1,600 U.S. companies by McKinsey found that there was a 

0.92 correlation between how much capital a business unit received in one year and the next. For one-
third of the companies, that correlation was 0.99.112 In other words, inertia appears to play a large role in 

capital allocation.  
 
The proper approach is zero-based, which simply asks, “What is the right amount of capital (and the right 

number of people) to have in this business in order to support the strategy that will create the most 
wealth?”113 There is no reference to how much the company has already invested in the business, only 

how much should be invested.  
 

Research by McKinsey suggests that those companies that showed a zero-based allocation mindset, and 
hence were the most proactive in reallocating resources, delivered higher TSRs than the companies that 

took more of an incremental approach.114Further, academic research shows that those companies that are 
good at internal capital allocation tend to be good at external allocation as well.115     
 

2. Fund strategies, not projects. The idea here is that capital allocation is not about assessing and 

approving projects, but rather assessing and approving strategies and determining the projects that 
support the strategies. Practitioners and academics sometimes fail to make this vital distinction.116 There 

can be value-creating projects within a failed strategy, and value-destroying projects within a solid strategy.  
 

Another reason to be cautious about a project approach is that it is easy to game the system. It is 
common for companies to have thresholds for project approval. For instance, a plant manager can 

approve small projects, business unit heads larger ones, the CEO bigger ones still, and the board of 
directors the largest investments. But at each level, analysts can manipulate the numbers to look good. 
One of the aspects of the institutional imperative, as Buffett describes it, is, “Any business craving of the 

leader, however foolish, will be quickly supported by detailed rate-of-return and strategic studies prepared 
by his troops.”117 

 
The key to this principle is recognizing that a business strategy is a bundle of projects and that the value of 

the bundle is what matters. The CEO and board must evaluate alternative strategies and consider the 
financial prospects of each.   
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3. No capital rationing. The attitude at many companies, which the results of surveys support, is that 

capital is “scarce but free.” The sense is that the business generates a limited amount of capital which 
makes it “scarce,” but since it comes from within it is “free.”   

 
The primary source of capital for companies in the U.S. is the cash they generate. The patterns of 
spending on the various uses of capital indicate the attitude of managements. Capital expenditures, R&D, 

and dividends receive priority, and M&A and share buybacks are considered when economic results are 
good. Internal capital allocation tends to be very stable from year to year, and inertia plays a large role. 

Business units may jockey for more capital but, as we have seen, the changes in year-to-year allocation 
tend to be modest. These observations are consistent with the “scarce but free” mindset. 

 
A better mindset is that capital is plentiful but expensive. There are two sources of capital that companies 

can tap beyond the cash generated internally. The first is redeploying capital from businesses that do not 
earn sufficient returns. Management can execute this inside the company or sell the underperforming 

businesses and redeploy the proceeds. The second is the capital markets. When executives have value-
creating strategies that need capital, the markets are there to fund them in all but the most challenging 

environments.    
 
The notion that internally generated capital is free is also problematic. Thoughtful capital allocators 

recognize that all capital has an opportunity cost, whether the source is internal or external. As a 
consequence, managers should explicitly account for the cost of capital in all capital allocation decisions. 

Too frequently, companies select actions that add to earnings or earnings per share without properly 
reckoning for value. 

 
The limiting resource for many companies is not access to capital but rather access to talent. Finding 

executives with the proper skills for success, including an aptitude for allocating capital, is not easy. This is 
a valid challenge but relates to recruiting and development, not access to capital. 

 

4. Zero tolerance for bad growth. Companies that wish to grow will inevitably make investments that do 

not pay off. The failure rate of new businesses and new products is high. Seeing an investment flop is no 
sin; indeed it is essential to the process of creating value. What is a sin is remaining committed to a 

strategy that has no prospects to create value, hence draining human and financial resources. 
 

Executives who follow this principle invest in innovation but are ruthless in cutting losses when they see 
that a strategy is unlikely to pay off. Many companies have the opportunity to create substantial value by 
exiting businesses where they have no advantage. This reduces cross-subsidization within the organization 

and allows for the best managers to work for the businesses that create the most value.  
 

5. Know the value of assets, and be ready to take action to create value. Intelligent capital allocation 
is similar to managing a portfolio of stocks in that it is very useful to have a sense of the difference, if any, 

between the value and price of each asset. This includes the value of the company and its stock price. 
Naturally, such analysis must include considerations such as taxes.  

 
With a ready sense of value and price, management should be prepared to take action to create value. 

Sometimes that means acquiring, other times that means divesting, and frequently there are no clear gaps 
between value and price. As we have seen, managers tend to prefer to buy than to sell, even though the 

empirical record shows quite clearly that sellers fare better than buyers, on average. 
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As we mentioned in the introduction, the answer to most capital allocation questions is, “It depends.” 
Managers who adhere to this final principle understand when it makes sense to act on behalf of long-term 

shareholders.  
 

Conclusion 

 

Capital allocation is one of management’s prime responsibilities. Yet few senior executives are versed or 
trained in methods to allocate capital most effectively. Further, incentive programs frequently encourage 

behaviors that are not in the best interests of long-term shareholders. We believe that the goal of capital 
allocation is to build long-term value per share.  

 
In this report, we examined the sources and uses of capital. We found that U.S. corporations fund most of 

their investments internally and that M&A and capital expenditures are the largest uses of capital for 
operations. We then examined seven capital allocation alternatives, noting what the actual spending has been, 

how to think about that alternative analytically, what the academic research says, and the near-term outlook.  
 
Finally, we set out a framework to assess the capital allocation practices of a management team. This 

framework includes examining past behavior, calculating return on invested capital, weighing incentives, and 
considering the five principles of thoughtful capital allocation. 
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Checklist for Assessing Capital Allocation Skills 

 

Past Spending Patterns 

Have you analyzed how companies have spent money in the past, separating operating uses from return 
 of capital to claimholders? 

 investments? 

Do you know if management thinks about that use of capital properly? 
Have there been shifts in the pattern of spending? 

there is new management, has spending changed? 
ho makes which capital allocation decision? 

How does the company conduct its budgeting process? 

Calculate ROIC and ROIIC 

Have you calculated ROIC over time and observed a trend? 
—does this suggest a consumer or production 

 advantage?  
Have you compared the company’s results to those of its peers?  

Have you calculated ROIIC for one year and rolling three- and five-year periods? 

Incentives and Governance 

tured? 
 

 
Have you examined the company’s incentive score? 

 

Five Principles of Capital Allocation 

-based capital allocation or is it dominated by spending inertia? 
 

ce but free” attitude about capital, or “abundant but costly?”  
Does the company prune businesses with poor prospects for creating value? 
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“Weak human + machine + superior process was greater than a strong 

computer and, remarkably, greater than a strong human + machine with an 
inferior process.” 
 

Garry Kasparov1 

 
 In the late 1990s, machine beat man in the game of chess. Software 

programs can now outplay humans in most board and card games, with 

the exception of poker and Go.  

 In freestyle chess, humans are allowed to use computers to augment their 

play. Currently, man plus machine is better than man or machine. 

 While chess and investing have important differences, they also have 

useful similarities. 

 The question is whether a melding of fundamental and quantitative 

methods can improve on either approach by itself. 

 Fundamental analysts can leverage the computer’s ability to gather data 

and crunch numbers. 

 Quantitative analysts can leverage the analyst’s ability to sort causality and 

detect patterns. 
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Machine + Man > Machine or Man 

 

You can mark May 11, 1997 as the date that machine beat man in chess. On that Sunday, Garry Kasparov, 
the world champion, lost the decisive last game to Deep Blue, a computer that IBM built. With that, Deep 

Blue defeated Kasparov in the six-game match 3 ½ to 2 ½. Kasparov, who was the number one player for an 
astounding 20 years and is perhaps the greatest player of all time, called that final showdown “the worst game 

of my career.”  
 

Kasparov’s willingness to face IBM’s best demonstrated that he embraced machine play, and he has been a 
great ambassador for the game. But he has lingering misgivings about Deep Blue’s victory. “I don’t have any 

proof of foul play,” he wrote, but “I live in doubt.”2 There’s little doubt that the win gave IBM a boost: The 
stock’s advance the next day, net of the market’s move, added $1.7 billion to the company’s market 

capitalization.  
 
Notwithstanding Kasparov’s reservations about IBM’s tactics in that match, it is now well established that 

machines can beat humans in chess. One way to measure the progress of computers is with the Elo rating 
system, which is a method to calculate the relative skill of players in head-to-head competition. Today’s best 

computer programs have Elo ratings of about 3,200, more than 300 points higher than the world’s greatest 
players. That advantage suggests that the stronger player is expected to win close to 90 percent of the points 

in a match.3 To add some context, a bright beginner would have a rating of about 600 and a grandmaster 
needs to achieve the level of 2,500.   

 
Chess, which the renowned German writer Goethe reportedly called “a touchstone of the intellect,” was the 

gold standard for machine intelligence from an early date.4 But computers were beating humans in other 
games well before Deep Blue’s success. Exhibit 1 shows the date at which computers achieved superhuman 

status in a number of games over the past couple of decades. Most of these games are largely computational, 
which plays to the computer’s strength.  
 
Exhibit 1: Machine versus Man in Various Games 

 
Source: Nick Bostrom, Superintelligence: Paths, Dangers, Strategies (Oxford: Oxford University Press, 2014), 12-13.  

 

The victory of Watson, a “cognitive technology” also created by IBM, over champions of the game of 
Jeopardy! was especially striking because Watson had to be able to handle complex language as well as vast 

amounts of information.5  
 

Go is also notable in that software programs have yet to beat the best players. Go has different features than 
chess, including a larger board, fewer restrictions on moves, and the fact that pieces get added, not removed, 

as the game progresses. Still, artificial intelligence researchers expect computer programs to beat the world 
champion in about a decade’s time.   

 

Game Date Machine Level of Play Description

Backgammon 1992 Superhuman TD-Gammon program reaches championship-level ability.

Checkers 1994 Superhuman CHINOOK program defeats reigning human champion, Marion Tinsley.

Othello 1997 Superhuman Logistello program sweeps match against world champion, Takeshi Murakami.

Chess 1997 Superhuman Deep Blue beats world champion, Garry Kasparov.

Jeopardy! 2011 Superhuman Watson beats Ken Jennings and Brad Rutter, two former champions.

Go 2012 Very strong amateur
Zen series of programs attains rank 6 dan in fast games; programs improving at 

rate of about 1 dan per year, may surpass world champion in about a decade.
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Shortly after his loss to Deep Blue, Kasparov introduced a new form of playing called “advanced chess,” or, as 
it is more commonly known today, “freestyle chess.” (The concept of using computers to augment play had 

been around for a long time.) In freestyle chess, humans are allowed to use input from chess programs to 
select their moves. It’s no longer man versus machine, but rather man plus machine versus all comers. 

 
In 2005, a team called ZackS won a freestyle tournament by beating an opponent that included Vladimir 

Dobrov, a grandmaster, his highly-rated teammate, and their computer programs.6 There was some 
speculation that ZackS was actually Kasparov’s team, but in fact it was two twenty-something-year-old guys 

in New Hampshire named Zackary Stephen and Steven Cramton. Stephen has a master’s degree in statistics 
and spent his days as a database administrator. Cramton was a soccer coach in the fall and ran a 

snowboarding program in the winter. They used four chess software engines in all but relied primarily on two 
of them. They also developed their own database for research and opening analysis.7  

 
Freestyle teams are currently better than the best machines, although the gap is likely to narrow over time. So 
for now, man plus machine beats man or machine. A recent estimate places the advantage of the freestyle 

players over the best programs at 100-150 rating points, which suggests they are expected to win about two-
thirds of the points in a match.8 Freestyle teams appear to be melding the strengths of humans and computers 

while mitigating the weaknesses. 
 

There’s a surprising fact about ZackS’s story. Stephen and Cramton are not great chess players. Stephen’s 
rating was 1,381 and Cramton’s 1,685. Were Cramton, the higher rated player, to go head-to-head with 

Dobrov, the grandmaster, Dobrov would be expected to win 99 percent of the points. No contest. This raises 
an essential question: What exact skill, or skills, did ZackS have that allowed the team to be so effective?  

 
Tyler Cowen, a professor of economics at George Mason University, dedicates a chapter to freestyle chess in 
his terrific book, Average Is Over. He draws four lessons from the success of freestyle chess:9 

 
1. Human-computer teams are the best teams. 

2. The person working the smart machine doesn’t have to be an expert in the task at hand. 
3. Below some critical level of skill, adding a man to the machine will make the team less effective than the 

machine working alone. 
4. Knowing one’s own limits is more important than it used to be. 

 
There is one other fascinating aspect of the current chess scene. When the 22-year-old Magnus Carlsen won 

the world chess championship in 2013 by defeating the 43-year-old Viswanathan Anand, he was the first 
player to come of age in a time when computers were always better than humans. When Deep Blue beat 

Kasparov, Carlsen was only six years old.  
 
So as he developed as a player, Carlsen learned not only from other players and coaching but also by 

observing how the software programs played the game. Indeed, analysis of his game in the qualifying 
tournament suggested that “he played more like a computer than any of his opponents.”10    

 
The goal of this report is to explore the applicability of freestyle chess to the world of investing, where 

fundamental analysts are “man” and quantitative analysts are “machine.” More pointedly, might there be a way 
that investors can combine the strengths of fundamental and quantitative analysis while sidestepping the 

weaknesses?     
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Chess and Investing: What’s Different and What’s the Same 
 

Let’s start with the obvious and relevant point that chess and investing are different in important ways. To 
begin, a chessboard has 64 squares (8x8) and the moves of each piece are set. So while there are a massive 

number of possible outcomes, the game itself is played in a stable and linear environment. Markets are much 
less stable and exhibit non-linear properties. In chess, the board and pieces don’t care about what you think. 

In markets, the beliefs of participants feed back onto the market itself. In finance, the models of the world 
shape and reshape the world itself.  

 
As each player can see all the pieces on the board, chess is a game with perfect information. But in investing 

the information each investor has is partial, not perfect. As a result, a chess player can use substantial 
computational power to his or her advantage, whereas an investor does not have a similar source of edge. 

Further, chess games have a beginning, middle, and end. Markets are effectively perpetual.  
 
In a game of chess, players compete head to head. In markets, investors compete with the aggregate of many 

investors, or the crowd. Individual mistakes do not cancel out in head-to-head matchups but they can cancel 
out in a group. Indeed, diversity is one of the underpinnings of the “wisdom of crowds.” On the other hand, 

crowds also make collective mistakes from time to time, allowing for the “madness of crowds” and investment 
opportunity. 

 
Finally, chess is a game largely of skill. Elo ratings measure skill and are a reasonably reliable predictor of 

which player is likely to win. Importantly, differential skill is relevant. Investing is a game largely of luck. The 
reason is not that investors are not skillful. By any reasonable measure they are more skillful than ever. Rather, 

the distribution of skill has narrowed, leaving more to luck. This is another way of saying that it is more difficult 
today to gain an investment edge, although by no means impossible.11   

 
Still, there are similarities between the two activities that are worth noting. Both realms are subject to biases 
and mistakes induced by stress. For example, Kasparov admits that he was “in no condition to play chess” as 

he faced Deep Blue in game six and that his loss came from an “infantile blunder in the opening.” If even a 
great champion can get “exhausted and confused” in the game he normally dominates, it is easy to see how 

investors may also make mistakes in judgment.  
 

In chess and investing, new information arrives that should allow you to update your beliefs. As a result, you 
cannot fully anticipate the next, best move. John Holland, a professor of computer science, engineering, and 

psychology at the University of Michigan, says, “Strategy in complex systems must resemble strategy in board 
games. You develop a small and useful tree of options that is continuously revised based on the arrangement 

of pieces and the actions of your opponent. It is critical to keep the number of options open. It is important to 
develop a theory of what kinds of options you want to have open.”12    
 

Process is also at the core of success in both fields. Chess players assess moves and attempt to skillfully 
select those that offer an advantage over a competitor. Because skill predominately determines outcomes, 

small deviations from a proper process can be very costly. Process in investing is about finding an edge, or 
mispricings, and building a portfolio that takes advantage of the mispricings. Because luck looms large in 

investing, short-term outcomes are an unreliable indicator of skill. But over time, good process wins.    
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Fundamental and Quantitative Analysts – Can We Freestyle? 

 

Truth be told, fundamental and quantitative approaches to active investing tend to work mostly independently. 
There are certainly organizations that have attempted to meld the two, but one approach tends to dominate. 

Further, neither camp is fully convinced that the blend leads to better outcomes. 
 

For example, quantitative investment managers were asked in a recent survey, “Does [a] fundamental overlay 
add value to the quantitative process?” More than two-thirds of the respondents disagreed that the most 

effective process combines the two.13 Expressing clear skepticism about the value of a fundamental overlay, 
one manager quipped, “the fundamental analyst is a costly business monitor compared to a $15,000 

computer.”  
 

The cultural divide runs the other way as well. In the same survey, one money manager said this, “Can a firm 
with a fundamental culture go quant? It is doable, but the odds of success are slim. Fundamental managers 

have a different outlook.” That fundamental and quantitative analysts have different personalities and training 
reinforces the intellectual and practical divide.  
 

Notwithstanding this cultural divide, here are some ideas about how an investment firm can take steps toward 
freestyle investing. 

  

What Fundamental Analysts Can Take from Quants 

 

Computers are really good at examining lots of data and crunching numbers. These are two activities that 

humans aren’t so good at. So it’s natural that the quant overlay will feature these abilities: 
 

 Methods to offset limited recall or experience. The key to generating excess returns in the market is 
to have a point of view that is different than what the market is expressing. There needs to be a gap 

between fundamentals—for example, what a company’s future financial results will be—and expectations, 
what the market expects the results to be. 

 
Implicit in these expectations gaps is a forecast of the future. Your forecast need not be as precise as a 

single point estimate, but you must see the distribution of outcomes and their associated probabilities 
differently than the market does. The challenge for fundamental analysts is that they are generally poor at 

making forecasts. Here are two areas where quantitative thinking can be very helpful.  
 

The first is what Daniel Kahneman, the eminent psychologist, calls the “inside” versus the “outside” 
view.14 The basic idea is that when we face a problem, our natural approach is to gather information, 
combine the information with our own input, and project into the future. Kahneman calls this the inside 

view and it often leads to forecasts that are poorly calibrated because we do not take into consideration 
all of the information that is relevant to the problem. 

 
The outside view considers a problem as an instance of a larger reference class. It asks a simple 

question: “What happened when others were in this situation before?” Using the outside view allows a 
fundamental analyst to make a more informed forecast. For example, consider the case of an analyst 

who is trying to forecast sales for a company that currently has $20 billion in revenue. An analyst using 
the inside view would look at each business line and aggregate them. An analyst using the outside view 

would consider the distribution of growth rates for all companies that at one point had sales of $20 billion. 
A proper blend of the two approaches yields a better forecast than a simple reliance on the inside view. 
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Reversion toward the mean is a closely related concept.15 Reversion toward the mean says that an 
outcome that is far from average will be followed by an outcome with an expected value closer to the 

average. Reversion toward the mean occurs any time the measure of the same metric over two time 
periods has a correlation of less than one. Indeed, the correlation coefficient is a good proxy for the rate 

of reversion toward the mean, with low correlations implying rapid reversion. 
 

In our experience, few fundamental analysts properly combine the inside/outside view and reversion 
toward the mean in making their forecasts. A quantitative approach would aid them in this task. 

    

 Let the computers crunch numbers. Humans are much better at seeing certain patterns than 

computers but are much worse at doing calculations. So any time there is an aspect of fundamental 
analysis or portfolio construction that can benefit from number crunching, let the computer do its thing. 
 

One of a fundamental analyst’s challenging chores is to update his or her point of view as new 

information comes in. Similar to a chess player, an analyst’s view on a position is necessarily subject to 
revision as additional information is revealed. There is a formal and mathematical way to do this through 

Bayes’s Theorem.16 The theorem tells you the probability that a belief is true conditional on some event 
happening.   

 
Most fundamental analysts struggle with incorporating new information for all but that with the most 
obvious implications. One of the main reasons is confirmation bias, a tendency to seek information that 

substantiates a prior point of view and to discount, or dismiss, information that disconfirms a point of view. 
And even analysts who incorporate new information struggle to adjust their beliefs sufficiently. 

 
Another area where number crunching can be helpful is in portfolio construction. A quantitative take on a 

portfolio can reveal exposures to factors or biases that are hard to identify otherwise. Even if fundamental 
analysis provides the raw material, in the form of ideas with edge, quantitative analysis can allow for 

some guidance in putting those ideas together so as to come up with an effective finished good. 
 

 Let the computers cast the net wide. Fundamental analysts generally have a much smaller universe 
of investable securities than quantitative analysts do because they add the constraint of research 

coverage. Let’s look at equities as a case in point. You start with the whole equity market, refine it to the 
investable universe (winnowed by style, geography, or other constraints), select companies to cover, and 

then construct a portfolio. A quantitative approach has no need for coverage and hence can work with a 
larger universe. 
 

A fundamental analyst can use a quantitative approach for screening. Indeed, this is the area where 

quantitative analysis is already used most often by fundamental investors. This combination works if 
computers are better than humans at generating alternatives and humans are better than computers at 
winnowing them down.   

 
One of the ways that the humans in freestyle chess added value was by examining how the different 

chess software programs disagreed.17 This allowed the humans to compare and contrast approaches and 
to carefully weigh the best move. Likewise, multiple quantitative screens yield different ideas, which 

provide a fundamental analyst with the ability to add value as he or she prunes the variations to decipher 
value gaps.   
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What Quants Can Take from Fundamental Analysts 

 

The power of algorithms, and hence the strength of quantitative analysis, is that they faithfully allow you to 
reach your goal. But this is only true if the algorithm tightly matches the environment. Slippage between the 

model and the world increases as change occurs.  An example is the correlation between asset prices. Those 
correlations may be stable over an extended period, but a regime change can alter relationships rapidly and in 

some cases violently. Such changes render past relationships, and the models that are built on them, useless.   
 

On a panel discussing behavioral finance at an investment conference, one discussant asserted, “I have never 
seen a situation where overriding the quantitative model has improved results.” That may be true in his firm. 

But just as humans still add some value to freestyle chess, there are some ways that fundamental analysis can 
add value to quants:  

 

 Separate circumstances (causality) from attributes (correlations). This is one of the hottest 

debates in the discussion of big data. Some big data enthusiasts have suggested that we no longer need 
to consider causality at all. The authors of a best-selling book on the topic claim, “Society will need to 

shed some of its obsession for causality in exchange for simple correlations: not knowing why but only 
what.”18 If you believe that in finance and build a quantitative approach consistent with it, you will fail. 

Correlations are not sufficiently reliable.  
 

Fundamental analysts can help with the question of causality. In stable environments, correlations can be 
very effective at revealing causality. For example, retailers know that a customer who buys a certain 

basket of goods has a certain probability of buying a related basket of goods. So far, so good. But in 
unstable environments, such as markets, correlations without theory to explain the relationships are very 
dangerous either because the results are spurious or the correlations themselves change for other 

reasons. 
 

Naturally, every quantitative strategy that will be presented to you will have done well in backtesting. But 
there should be some underlying theory to explain why the mispricing occurred and how the model 

exploited it. A fundamental mindset can help identify such theories. One illustration is the momentum 
effect, where investments show persistent relative results for a short time. Academics explain this effect 

by analyzing how investors react to new information and move collectively, called “bandwagon effects.” 
 

Naturally, all quantitative models are built by humans. So the use of some fundamental analytical insights 
may be very useful in building better algorithms. 

 

 Dealing with regime changes. Quantitative strategies are essentially a set of rules to select securities 

and to build a portfolio. Consistent with the prior point, rules are context dependent. When mismatches 
between the rules and the environment occur, the outcomes can be poor. 

 
We have witnessed a handful of such cases in recent years. For instance, in August 2007 a number of 
quantitative funds had sharp losses. One reconstruction of the events suggested that concerns over the 

subprime mortgage market spilled over to equities and caused certain factors popular among quants to 
work poorly.19 Because many of these strategies were enhanced with leverage, liquidation by some funds 

caused a feedback loop—asset drop, margin call, asset sale, asset drop, margin call, etc.—that 
generated the stinging losses.  

 
Another example is the “flash crash” in May of 2010, when the Dow Jones Industrials Average plunged 

six percent in minutes only to largely recover moments later. A seemingly innocuous trade in S&P 500 
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futures contracts led to sharp moves in a handful of securities as trading algorithms fed off of one 
another. In both cases, quantitative approaches got caught in runaway feedback loops that distorted the 

market.  
 

A fundamental investor who is close to the market may be able to see these types of developments, 
recognize the mismatch between model and market, and either slow things down or shut them down 

altogether.  
 

Tyler Cowen, the economist who discusses freestyle chess in his recent book, describes playing chess 
with a program called Shredder against Shredder itself (so it’s Cowen plus Shredder versus Shredder 

alone). He notes that at a handful of crucial junctures in the game he overrides the strategic judgment of 
the program, which he reckons adds value in four out of five instances.     

 

 More granular information. Most quantitative strategies use factors to build portfolios that seek to 

generate excess returns, adjusted for risk. These factors include small capitalization versus large 
capitalization stocks, cheap stocks versus expensive stocks, or low-risk stocks versus high-risk stocks. 

The strength of a quantitative model is that it can consider lots of securities. The weakness of the model 
is that it doesn’t know much about any particular security.   
 

Here is where a fundamental approach can be handy. There may be obvious and logical reasons why a 
certain stock or industry looks cheap that the quantitative model, which relies on rules, cannot appreciate. 

A fundamental analyst can frequently see these mistakes easily. One quantitative manager put it this way, 
“a fundamental view can be of help—for example, if a model suggests to buy shares in a German bank 

when the fundamental analyst knows that German banks are heavily invested in subprime.”20 
 

Conclusion 

 

There is a battle between qualitative and quantitative approaches in many fields today including investing, 
sports, business, and politics. The rapid gains in computing power and vast amounts of data have only made 

the battle line more acute. The central question is whether these camps can work together to be more 
effective than either of them individually. 
 

The advent of freestyle chess provides hope for such a possibility. As of now, the combination of man and 
machine is better than either man or machine. The essential human skill in combining the two is not aptitude in 

the activity itself, as we saw with ZackS, but rather knowing how and when to appeal to the strength of each 
approach.  

 
An essential question is whether the lessons of freestyle chess apply to investing. Chess is a game of perfect 

information that is stable and linear. Because of the countless possible states the game is extremely 
complicated, but it is not a complex adaptive system. Markets are complex adaptive systems, with imperfect 

information, instability, and non-linearity. 
 

Still, we believe that some of the lessons of freestyle chess are useful. Properly done, a melding of 
fundamental and quantitative methods may well yield better results than either of them on their own. If we had 
to say which camp had the most to gain from the other, we’d say that the fundamental analysts have more to 

learn from the quants than the other way around. 
 

No matter which approach you use, we hope that thinking about the success of freestyle chess will provoke 
some ideas that may ultimately make you more effective.   
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“The . . . specific task of managers is to harmonize in every decision and 

action the requirements of the immediate and long-range future. Managers 
cannot sacrifice either without endangering the enterprise.” 

Peter F. Drucker 
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 Short-termism is said to plague all parties in the investment community, 

including investment managers, companies, and investors. However, it is 
very difficult to prove.  

 To assess and evaluate the impact of market short-termism, the right level 

of analysis is not what individuals say but rather what the stock market 
does.  

 For many companies, a contraction in time horizon is a proper response to 
economic reality. 

 Corporate executives and investors who suffer from short-termism are 
partners in a dance who are attracted to one another based on their 

characteristics. 

 The holding period that is relevant in portfolio construction is the time an 

investor is exposed to an asset class, not the turnover for a particular 
stock or fund. 

 We provide specific recommendations to deal with the pressures of short-
termism for investment managers, companies, and investors. 
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Introduction  

 

“Short-termism” is widely accepted as a major problem in the investment industry. Short-termism is the 
tendency to make decisions that appear beneficial in the short term at the expense of decisions that have a 

higher payoff in the long term. For example, a company exhibits short-termism when it cuts its research and 
development budget to deliver higher earnings this year, forsaking larger profits in the future. Likewise, an 

investor who forgoes a stock that trades at a steep discount to intrinsic value to buy a stock based on an 
anticipated near-term price move engages in short-termism. 

 
Short-termism is said to plague all parties in the investment community, including investment managers, 

companies, and investors. The typical story is that investors demand short-term results, forcing investment 
managers to dwell on immediate gains, which ultimately spur investment managers to press companies for 

quarterly results. Short-termism has caused a great deal of hand-wringing.1 

 
The problem is that short-termism is very difficult to prove. As we will see, many of the common perceived 

symptoms of short-termism don’t hold up to scrutiny, and there are some legitimate reasons for the 
shortening of time horizons. While there remains plenty of room for improvement, especially when it comes to 

incentives, the issue of short-termism deserves more care than it has received in the popular discourse. With 
little exception, the debate appears to be very one-sided.2 

 
A quote from a recent article by Dominic Barton, a consultant at McKinsey & Company, and Mark Wiseman, 

president and chief executive officer (CEO) of the Canada Pension Plan Investment Board, captures the 
prevailing mood:   
 

“. . . the shadow of short-termism has continued to advance—and the situation may actually be 
getting worse. As a result, companies are less able to invest and build value for the long term, 

undermining broad economic growth and lowering returns on investment for savers. 
 

The main source of the problem, we believe, is the continuing pressure on public companies from 
financial markets to maximize short-term results.”3 

 

While the discussion of short-termism has gone from a mild simmer to a rolling boil following the financial 
crisis, concerns about short-termism have been around for a long time. Consider the following quotations: 
 

“The average holding period of stocks has declined from over seven years in 1960 to about two years 
today. This decline implies a dramatic shift in the frequency with which investors buy and sell 

corporate equities. It is perhaps the most telling evidence of shortening investor horizons.”  - Michael E. 
Porter (1992)4 

 

“Given the large buying power of their institutions, there is an obvious risk that speculative in-and-out 

trading of this type may virtually corner the market in individual stocks. And in any event, activity of this 
kind tends to create undesirably volatile price fluctuations. I find this trend disquieting. However 
laudable the intent may be, it seems to me that practices of this nature contain poisonous qualities.”  

- William McChesney Martin (1967)5 

 

“For most of [the professional investors and speculators] are, in fact, largely concerned, not with 
making superior long-term forecasts of the probable yield of an investment over its whole life, but with 

foreseeing changes in the conventional basis of valuation a short time ahead of the general public. 
They are concerned, not with what an investment is really worth to a man who buys it ‘for keeps,’ but 

with what the market will value it at, under the influence of mass psychology, three months or a year 
hence.”  - John Maynard Keynes (1935)6 
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Complaints about short-termism echo the laments about the contemporary standard of writing. Every 
generation thinks that writing is going to hell and pines for the good old days when authors wrote with clarity, 

verve, and proper punctuation.7 Most generations have a sense that at least some things were better in the 
past than in the present and that life would improve if we could revert to how things used to be.    

 
Upon closer examination, of course, the good old days were rarely as idyllic as memory suggests. This is 

certainly true for markets. Investors are now more informed (and uniformly so because of Regulation FD), 
better trained, have access to superior computing power, and face lower transaction costs than those of the 

past. The same is true for companies. Today’s companies are more sophisticated, better managed, and 
deliver better products at a lower cost than ever before. Legislation, such as Sarbanes-Oxley, has improved 

governance practices in the past decade. So why the palpable sense of trouble? 
 

Why Short-Termism Feels More Acute Than Ever 

 
The “micro-macro” problem creates a major challenge in analyzing whether investors are more short-term 

oriented today than in the past. Say you want to analyze an ant colony, a system made up of thousands of 
individual ants. You can study the behaviors of the individual ants, carefully documenting the tasks they carry 

out, how they interact with their sisters, and how long they live. That is the micro approach. Alternatively, you 
can examine the colony, observing how it forages, defends, and ages. That is the macro approach.  

 
An ant colony is a complex adaptive system that emerges as the result of the interaction of the individual ants. 

Complex adaptive systems generally have properties and features that are difficult to predict by examining the 
individual agents. Phil Anderson, a physicist who won the Nobel Prize, captured this idea in the pithy phrase, 

“more is different.”8 In a nutshell, the micro-macro problem says that it is very difficult to understand a system 
by examining only its parts. If you want to understand the colony, study the colony. If you want to understand 

the ants, study the ants.9  
 
The stock market is a classic example of a complex adaptive system. To assess and evaluate the impact of 

short-termism, the right level of analysis is not what individuals say but rather what the stock market does. A 
case for short-termism that rests primarily on the views of executives or investors runs headlong into the 

micro-macro problem.  
 

Indeed, much of the concern about short-termism appears to be based on the perceptions of individuals. For 
example, a recent survey of executives and board members confirms the concern about short-termism. Almost 

two-thirds of the participants said the pressure to generate short-term results had increased over the previous 
five years and nearly 90 percent declared that a longer time horizon in business decisions would have a 

positive effect on corporate performance. The board members suggested the demands for short-termism 
were the result of “short-term pressures from investors, including institutional shareholders.”10 These 
perceptions are real and they can influence behavior. But are they well-founded?    

 
If investors are the problem, a proper evaluation of short-termism requires an analysis of the stock market. 

This analysis does not offer much evidence of short-termism. The vibrant market for initial public offerings 
(IPOs), including deals for companies that have modest revenues and profits currently, suggests that investors 

anticipate long-term payoffs. Multi-billion-dollar mergers and acquisitions (M&A) of companies barely beyond 
the start-up phase, such as Facebook’s purchase of WhatsApp or Google’s acquisition of Nest, also require 

that the buyers take a long-term view. Indeed, if you accept that the value of a company is the present value 
of future cash flow, in most cases you must project cash flow many years into the future—the long term—to 

justify today’s valuations in the public markets.11    
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If your reaction is, “Yes, but the IPO and M&A markets are frothy and stock prices appear fully valued,” 
recognize that you can’t have it both ways. High valuations mean that the market is paying for the long term. 

A market with a short-term horizon is unwilling to pay much for the future. Indeed, one analysis concluded that 
short-termism prevailed in the stock market’s valuation of technology stocks surrounding the dot-com boom.12 

If the dot-com bubble is evidence for the stock market’s short-termism, it is hard to imagine what period of 
time suffices as the long term.  

 
We will examine investor behavior, including holding periods as a proxy for time horizon, in a moment. But for 

now let’s emphasize that if short-termism is a problem there should be clear evidence of it in the stock market. 
The micro-macro problem tells us that to understand the market we need to examine its features rather than 

extrapolating the beliefs of individuals. Much of the sense of short-termism comes from the perceptions of 
participants in the market rather than from the market itself.  

      
Short-termism also comes from the sensation that the world is speeding up. Betting on the future feels 
imprudent if change is rapid. Indeed, academic research shows that the period of competitive advantage is 

shrinking for companies.13 If the sustainability of a company’s economic profit is fleeting, there is less reason 
to place great value on the future. 

 
A number of facts suggest that change is speeding up. Exhibit 1 shows how long it took half of the U.S. 

population to adopt a number of significant new technologies. This is a measure of the rate of diffusion. For 
example, it took 71 years for half of the U.S. population to have a telephone and 52 years for electricity, but 

only 19 years for a personal computer and 10 years for Internet access. New technologies not only have 
obvious primary benefits but also ancillary effects that ripple through the economy. As these diffusions speed 

up, so does change. 
 
Exhibit 1: The Rate of Diffusion of New Technologies 

 
Source: Adam Thierer and Grant Eskelsen, “Media Metrics: The True State of the Modern Media Marketplace,” The Progress & Freedom Foundation, 

Summer 2008, 18. 

 

The average asset life of companies in the U.S. is shortening, which also suggests faster change. When a 
company makes an investment in capital equipment, the accountants require the company to record a useful 

life for the asset on the balance sheet. (These asset lives also serve as the basis for depreciation schedules.) 
Companies that expect their assets to pay off for a long time will take a more extended view than companies 

that have short asset lives. This makes sense.  
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Exhibit 2 shows the asset lives for nine sectors, ranging from 29 years for utilities to less than 7 years for 
information technology. Importantly, the composition of the market has changed, and sectors with short asset 

lives are now more prominent than they used to be. For example, energy, materials, and industrials were 51 
percent of the market capitalization of the top 1,500 public companies in the U.S. in 1980 and had an 

average asset life of roughly 16 years.14 Today, those sectors are less than one-quarter of the market even as 
their asset lives have lengthened a bit.  

 
At the same time, healthcare and information technology, with an average asset life of 11 years in 1980, only 

comprised 17 percent of the market. Currently, those sectors are 30 percent of the market and have an 
average asset life of 8 years. So the asset life of the companies within the market, weighted by market 

capitalization, has shrunk in the past 30 years.    
 
Exhibit 2: Average Asset Life by Sector, 2013 

 
Source: Credit Suisse HOLT. 

Note: Top 1,000 non-financial firms.  

 

Shorter asset lives suggest shorter time horizons over which managers should invest, a reasonable reflection 
of the business world. Executives of many technology companies, for example, can’t plan for decades in the 

way a utility company can because the rate of change is simply too fast. So for many companies a contraction 
in time horizon is a proper response to economic reality.  

 
Executive compensation is also considered a cause and result of short-termism. The thinking is that executive 

compensation based on the stock price has increased materially in recent decades, compelling CEOs to focus 
on the short-term stock price of their company.15 For example, the percentage of pay tied to the stock market 

for the CEOs of U.S. companies was negligible in the early 1980s, rose to about one-quarter in the early 
1990s, peaked at roughly one-half in the early 2000s, and remains near 40 percent today.16 CEOs who 
expect to retire or leave the company may have a time horizon shorter than that of their investors, encouraging 

short-termism.17 The average tenure for the CEOs of the world’s 2,500 largest public firms is about seven 
years, based on figures from 2013.18 

 
Were compensation the simple root of the problem, then correction through regulation or other market forces 

would be relatively straightforward. But a link between pay and short-termism is difficult to establish. 
Academic research shows that CEO pay has closely followed the size of the firms in the economy independent 

of the form of remuneration.19 Further, executive compensation has moved toward long-term incentives, 
boards of directors are more independent than in the past, and governance committees are “nearly 

universal.”20 Reviewing the challenges of conclusively demonstrating short-termism, one scholar wrote, “[I am] 
aware of no empirical evidence establishing that executive pay term is inadequately focused on long-term 
performance from either a shareholder or societal perspective, systematically.”21 
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Now, there is evidence that companies that rely heavily on equity compensation are more likely to manipulate 
their reported earnings through discretionary accruals.22 While this is not direct evidence of short-termism 

(companies can conceivably invest for the long term even as they boost earnings through accounting) it clearly 
appears to be an effort to sway the capital markets.  

 
More direct evidence of short-termism comes from a comparison of matched private and public companies. 

That work shows that private companies invest more than public companies, consistent with the notion that 
public companies seek to boost near-term profits.23 This case is furthered by surveys of financial executives 

that reveal that a large percentage of them are willing to forgo value-creating projects in order to deliver short-
term earnings.24 These strands of inquiry certainly suggest that short-termism is playing a real role in shaping 

the decisions companies make. 
 

But the story is a little more subtle. There is also research showing a process of sorting, where short-term-
oriented investors gravitate toward companies that provide lots of information and hence trading opportunities. 
Brian Bushee, a professor of accounting at the Wharton School of the University of Pennsylvania, sorts 

institutional investors into three categories: transient, quasi-indexer, and dedicated. Transients hold small 
stakes for a short time. Quasi-indexers own small stakes for a long time. And dedicated investors hold large 

stakes for a long time. Based on 20 years of data, he determined that 61 percent of institutions fall in the 
quasi-indexer category, 31 percent in transient, and 8 percent in dedicated.25  

 
Bushee found that transient investors are attracted to companies with a larger proportion of the value in near-

term earnings, those that have done well recently, and those that provide more disclosure—or what 
academics call “information events.” Companies with a high percentage of transient owners are more likely to 

manage earnings or cut research and development in an apparent effort to keep their investors appeased. 
However, transient investors are quick to sell when a string of favorable events ends.26 

 

Companies owned mostly by transients also have investment sensitivity, or a willingness to invest when 
opportunities present themselves, that is below average. Companies that spend the same from year to year 

generate lower returns for their shareholders than companies that are flexible in their investment spending.27 
This, too, pairs companies and investors as transient investors are not keen to stick around if investment 

spending rises too much.  
 

In effect, corporate executives and investors who suffer from short-termism are partners in a dance who are 
attracted to one another based on their characteristics. Bushee’s prescription to cultivate an investor base with 

a long-term view is to be thoughtful about disclosure, both in frequency and content. He writes, “my research 
suggests that changes in disclosure practices have the potential to shift the composition of a firm’s investor 

base away from transient investors and toward more patient capital. This shift will remove some of the external 
pressures for short-term results and encourage managers to return their focus to establishing a culture based 
on long-run value maximization.”28 

 
Our research revealed another link that bears on this discussion. Exhibit 3 shows that there is a close 

relationship between average asset life by sector and the Board Score, a measure of the quality of corporate 
governance that our HOLT® team developed. HOLT analysts combed proxy statements for 1,500 companies 

and granted points for good governance practices (long-term orientation, economically sound measures) and 
subtracted points for poor practices (limited disclosure, short-term targets only).29   
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Exhibit 3: Average Asset Life and HOLT Board Score by Sector 

 
Source: Credit Suisse HOLT.  

Note: Excludes financials and utilities; Asset life and Board Score figures are for 2013. 

 

One interpretation of this finding is that corporate governance tends to be better in sectors where asset lives 
are long than in sectors where asset lives are short. Where monitoring long-term investments is most relevant, 

corporate governance is the best developed.     
 

To summarize, a proper test of short-termism should address the micro-macro problem by relying on the 
outcome of the market pricing process rather than the views of individuals. While many constituents feel the 
market is short-term oriented—a feeling that has been expressed through the decades—asset prices don’t 

support this sense.  
 

That said, the appropriate period of evaluation has shrunk as the composition of the market has shifted from 
companies more reliant on long-term assets to companies with shorter asset lives. This is not short-termism 

but rather a clear-eyed reflection of the changes in the underlying economy. It also appears that governance is 
strongest, on average, for those sectors with the longest asset lives.   

 
Finally, while transient investors do take a short view, they are attracted to companies that provide lots of 

information events. It is these companies that appear most willing to trade value-creating investments to 
deliver short-term results. But that game is limited, as reality eventually catches up and transient investors 
dump the stocks.  

 
As Warren Buffett said in the Berkshire Hathaway letter to shareholders in 1979, “In large part, companies 

obtain the shareholder constituency that they seek and deserve. If they focus their thinking and 
communications on short-term results or short-term stock market consequences they will, in large part, attract 

shareholders who focus on the same factors. And if they are cynical in their treatment of investors, eventually 
that cynicism is highly likely to be returned by the investment community.”30 The research largely supports this 

view.  
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Arguments that Are Overused and Under-Scrutinized 

 

Perhaps the most commonly cited evidence for investor short-termism is the shrinking holding period for 
stocks.31 The lament is that holding periods in the 1960s were in the range of six to seven years but are less 

than two years today. Exhibit 4 shows the average portfolio turnover rate since 1947. You impute the holding 
period by dividing one by the rate. For instance, a 20 percent turnover rate equals a five-year holding period 

(1/.20 = 5). By this measure, investor time horizons have shortened since the 1960s but have actually 
lengthened in recent years from one year to about one-and-a–half years. Still, the change in holding period in 

the last half century is a poor argument for short-termism.  
 
Exhibit 4: Average Turnover Rate (1947- 2013) 

 
Source: Bogle Financial Markets Research Center; Morningstar, Credit Suisse.  

 
To begin, the holding period that is relevant in portfolio construction is the time an investor is exposed to an 

asset class, not how long an investor owns a particular stock or fund.32 Think of it this way: In a largely 
efficient market, the expected value of a portfolio’s risk-adjusted excess return is approximately zero, before 

costs. While lots of activity creates costs that diminish a portfolio’s return, the duration of the exposure to the 
asset class is the appropriate way to think about an investor’s time horizon. As a result, what matters is the 

long-term return of that asset class less costs the investor incurs. Investors make short-term bets on long-
term outcomes. 
 

Another essential point is that the ownership of stocks has changed a great deal in the past half century. Fifty 
years ago, individuals held most stocks and the institutional money management industry was just getting 

going. Today, about 70 percent of stocks are held by institutions.33 Individuals in the 1960s had poor access 
to information, limited training, little if any access to computers, onerous tax rates, and high transaction costs. 

Given the circumstances, it is little wonder they did not trade actively. 
 

If you return to exhibit 4, you will notice that the largest sustained increase in annual turnover occurred 
between 1975 and 1985. The reason for this is the deregulation of stock commission rates on May 1, 1975. 
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Prior to that date, the New York Stock Exchange and other exchanges set minimum commissions that were 
always binding. Exhibit 5 shows the minimum commission per 100 shares that prevailed from 1959 through 

1968.34 After May 1, 1975, brokerage firms could compete based on price. Competition paired with 
technological advances has cut transaction costs dramatically. 

 
Exhibit 5: Transaction Costs in the 1960s 

 
Source: Charles M. Jones, “A Century of Stock Market Liquidity and Trading Costs,” Working Paper, May 22, 2002. 

 

As an example, trading 10,000 shares of a $40 stock would have cost $0.43 per share in the mid-1960s. 
Trading costs today are roughly 1/100th of that rate for institutional investors. Further, the bid-ask spreads 

were substantially wider then than now and capital gains tax rates were higher. So it is plausible that the long 
holding period was the consequence of unsophisticated individual investors facing relatively significant 

transaction costs rather than some benevolent long-term view. 
 

Of course, the sharp reduction in transaction costs allows short-term investment strategies to be viable. Firms 
such as Renaissance Technologies could not have existed in the 1960s or 1970s. Markets are akin to 

ecosystems, where diversity of time horizons and investment strategies tends to be healthy.35 The question is: 
Who among the short-termism critics would trade today’s markets and businesses for the higher costs, 
inferior technology, and lesser sophistication of the past? Arguments for short-termism based on shorter 

holding periods need to endorse such a trade-off.    
 

Those who claim the pervasiveness of short-termism frequently cite a phrase attributed to the father of 
security analysis, Ben Graham: “In the short run the market is a voting machine, in the long run it is a weighing 

machine.”36 The connotation is that in the short term emotions run hot but over time the market reveals true 
value.37 Graham’s line sounds like a case for short-termism but doesn’t stand up to scrutiny in that context. 

 
Here’s the problem: Today’s short term was yesterday’s long term. Say you pick three years as the long term, 

which suggests that the market will be a weighing machine then.38 By the same logic you would have said 
three years ago that today is the long term. The phrase itself says very little, if anything, about short-termism. 

 
A more reasonable way to interpret Graham’s line is that there are periodic mispricings in the market (voting 
machine) but that price and value generally converge over time (weighing machine). Implicit in the argument is 

that markets are not perfectly efficient, but they are sufficiently efficient to eventually recognize value. Indeed, 
if markets were perpetually inefficient, there would be no reason to invest because there would be no reason 

to believe that gaps between price and value would ever narrow. Active investors must believe both in 
inefficiency and efficiency to make a credible case for their vocation. 

 
What about market efficiency? How good are markets at incorporating new information? Here again, there is 

a perception that the market takes a short-term view as it digests new information such as earnings releases 
or merger announcements. But the empirical evidence suggests the market is quite good at reflecting 

information and that detecting systematic and exploitable biases is not easy. 
 

Amount of transaction Minimum commission per 100 shares

$100-400 $3 + 2% of amount traded ($6 minimum)

$400-2,400 $7 + 1% of amount traded

$2,400-5,000 $19 + 0.5% of amount traded

$5,000+ $39 + 0.1% of amount traded
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The first strand of research examines cases where earnings and cash flow diverge based on a particular 
announcement or development. In other words, when earnings go one direction and cash flow another, which 

does the stock market follow? Instances that researchers have examined in detail include a shift from first-in, 
first-out to last-in, first-out accounting for inventory (earnings down, cash flow up), expensing employee stock 

options (earnings down, cash flow unaffected), and the adoption of an accounting rule that ceased goodwill 
amortization (earnings up, cash flow unaffected). In each instance, the research shows that the market was 

able to look through the earnings impact and properly reflect the cash flow. When earnings and cash flow 
diverge, the market tends to follow the cash.39 

 
Executives complain about the quarterly earnings per share (EPS) game, where the company feels compelled 

to meet or exceed the consensus forecast for EPS every quarter of the year. Michael Dell, the CEO of the 
company that bears his name and that he took private after being public for 25 years, calls the pressure “the 

90-day shot clock.”40 Research shows that the market generally rewards earnings that are below expectations 
as the result of value-creating investments. Earnings that exceed the consensus based on non-economic 
factors are received poorly.  

 
Leaders of companies that truly miss expectations must recognize that the earnings announcement is new 

information that the market uses to revise the expectations for long-term cash flow. Indeed, the only way that 
a modest earnings disappointment can lead to a large downward price move is if the market revises down its 

long-term cash flow forecasts. One academic paper on the topic concluded as follows: “[our results] suggest 
that share prices respond to changes in short-term earnings only insofar that they are signals of long-term 

earnings potential.”41    
 

M&A announcements are an area where executives feel the market’s reaction is particularly short-term 
oriented. For example, after investors dumped the shares of Hewlett-Packard Company following the firm’s 
announcement to acquire Compaq Computer Corporation in 2001, HP’s former CEO, Carly Fiorina, remarked, 

“You don’t make this kind of move and judge its success by the short-term stock price.”42  
 

Mark Sirower and Sumit Sahni, consultants with an academic background, examined total shareholder returns, 
relative to industry peers, for 302 M&A deals both in the short run (five days) and over a longer period (one 

year).43 They found that the market had a positive reaction to 103 of the deals (34 percent) in the short term 
and that 52 of those deals remained positive a year later. Of the 199 deals where the market’s reaction was 

initially negative (66 percent), 133 remained negative after a year.  
 

One reasonable interpretation of these results is that the market is not always correct in its initial reaction but 
does not seem to have a systematic bias. As one academic summarized, “the evidence we have suggests that 

the initial market response is a fairly reliable predictor of how the deals are going to turn out.”44 

 
Believers in short-termism are particularly flummoxed by companies that say they take a long-term view and 

that the market prices accordingly. The poster child for this is international electronic commerce company, 
Amazon.com, led by its founder, Jeff Bezos. In the company’s letter to shareholders in 1997, the year the 

company went public, Bezos laid out the company’s principles. The company republishes the letter each year 
as a reminder that the company’s approach remains steadfast.  

 
Bezos’s second point, following one about customer focus, is this: “We will continue to make investment 

decisions in light of long-term market leadership considerations rather than short-term profitability 
considerations or short-term Wall Street reactions.”45 The company continues to invest heavily today, 

consistent with the principle, and investors have accorded the business a substantial market capitalization 
despite scant current profits. 
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The market’s willingness to take the long view has left some journalists bordering on incredulous. “Only a Wall 
Street darling, a firm whose senior leadership has the confidence of markets, could get away with being as 

daring as Amazon is,” wrote one.46 Another said, “Amazon has this permission because it has trained its 
shareholders to believe that everything will work out in the end.”47  

 
It remains to be seen whether Amazon.com lives up to the expectations of its stock price.48 But even the 

existence of the Amazon.com’s of the world create a problem for those who fret about rampant short-termism. 
The idea that a company that has been public for 17 years is loved only because it has trained its shareholders 

doesn’t fit the story of a market that can’t take a long-term view. Indeed, Amazon.com’s largest shareholder, 
after Bezos, owns a sizeable stake and is known for holding stocks for a long time—a classic dedicated 

investor. Here’s how Bezos sums up his philosophy: “As far as investors go, our job is to be superclear about 
our approach, and then investors get to self-select.”49 Perhaps Amazon.com has obtained the shareholder 

constituency it deserves.  
 

Where Short-Termism Is a Problem for Individuals  

 

While we’ve argued that short-termism is not the problem is appears to be, there are still a number of 
behaviors in the investment industry that we can improve. These tend to be the result of either organizational 
or psychological shortcomings. It’s important to underscore that just because there are micro mistakes doesn’t 

mean that there is macro inefficiency. But there are ways for us to get better.      
 

Classic agency theory addresses the case when the interests of an agent differ from those of the principal he 
serves, encouraging the agent to put his interests first. For instance, executives of a firm, as agents, may 

grant themselves expensive perquisites such as country club memberships, corporate jets, and lavish offices, 
leaving less profit for the shareholders, the firm’s principals. The parallel in money management is when 

investment managers (agents) make decisions to grow fees, including launching new products in hot areas or 
spending substantial resources on marketing, rather than focus on delivering excess returns for their investors 

(principals).50    
 

But agents taking advantage of principals isn’t the only problem. Consider a serious issue that doesn’t get 
enough attention: The influence investors have on the investment managers who serve them. Substantial 
research shows the proclivity of investors to buy after a fund has done well and to sell following poor results.51 

These flows from investors amplify the results of the fund. For example, recent research shows that hedge 
funds that have positive flows tend to buy what’s already in their portfolio, pushing up asset prices and leading 

to continued good results. This process can take up to a couple of years to reverse fully. Researchers 
estimate that one-third of the alpha from the hedge fund industry is the result of these flows.52   

 
What works on the upside also works on the downside. Outflows force selling and additional poor results. As a 

consequence, investment managers may be unwilling to invest in assets that promise excellent returns in the 
long term but are volatile in the short run because they know that poor near-term results may prompt 

disgruntled investors to leave the fund.  
 
The obvious answer to this problem is to structure a fund as closed-end, which prevents new money from 

coming in or out, versus open-end, which allows money to move in and out.53 But the open-end structure 
embeds a valuable option for the investment manager in the case of good results, even if they come through 

luck. The option is the opportunity to increase assets under management, which leads to higher fees and 
larger profits. One model of the investment industry suggests that skillful managers take on assets to the point 

where their expected risk-adjusted excess return, or alpha, approaches zero.54   
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The idea is that poor behavior can run in two directions. Investment managers may do things that are not best 
for their investors, but investors also do things that hamper the investment manager’s ability to take a long-

term view. 
 

As we saw earlier, companies say that the pressure to focus on the short term comes from investment 
managers. Investment managers, in turn, say the pressure is from their investors. A careful analysis of the 

connection found that short-term investors cause short-termism in investment managers. And the more 
pressure a fund manager feels, the shorter is his or her investment horizon.55   

 
You might expect a pattern of buying high and selling low from individual investors who are less sophisticated, 

on average, than institutional investors such as pension funds, endowments, and sovereign wealth funds. The 
numbers bear that out. John Bogle, founder and former CEO of the Vanguard Group, calculates that because 

investors in actively-managed mutual funds trade at inopportune times, they earn 120 basis points less per 
year than they would with a simple buy-and-hold strategy.56      
 

But that performance drag isn’t limited to mom and pop. A study of institutional investors over twenty years 
found that they do much the same as individuals. The researchers concluded that these institutions, who 

control thousands of products, sacrificed $170 billion in value as a result of buying high and selling low. One-
third of this slippage in value is the result of moving from one asset class to another, say from stocks to bonds, 

and the other two-thirds is from switching from one manager to another within an asset class.57 
 

Professional investors know that there is too much variance in short-term results to rely on annual figures. As 
a result, the most common evaluation period in the institutional investment industry is about three years. But 

one statistical approach suggests that you need more than a dozen years of results to confidently conclude 
that a money manager is skillful.58 Longer periods allow you to better assess skill but also carry the risk of 
being stuck with an unskillful manager. So what evaluation period is best?    

 
A trio of researchers set out to answer this question.59 Rather than relying on historical data, they used a 

simulation. The value of simulation is that you can evaluate a range of outcomes given different starting 
assumptions. Their model included 1,000 investment managers, and they endowed 10 percent of them with 

skill. They then created a population of chief investment officers (CIOs) who used algorithms, based on their 
personalities, to hire and fire investment managers.  

 
For example, the “ruthless short-term” CIOs only hired managers who finished in the top 10 percent in the 

prior year, fired all managers who oversaw a portfolio that dipped 10 percent, and never rehired managers. 
The “loyal long-term” CIOs hired managers who were in the top 10 percent over 5 years, fired those who were 

in the bottom 10 percent over 5 years, and would rehire managers who were in the top 10 percent.   
 
Exhibit 6 shows the results of the simulation over a ten-year period. The long-term CIOs outperformed both 

the short-term CIOs and the buy-and-hold CIOs. And the watchful long-term CIOs, who were more proactive 
in pruning managers than the loyal long-term CIOs, came out on top. The evaluation period that worked best 

was longer than three years. The researchers conclude that, “the most profitable degree of patience is very 
different from that found in current industry practice.”  
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Exhibit 6: Short-Termers Underperform Watchful Long-Term Investors  

 
Source: David L. Donoho, Robert A. Crenian, and Matthew H. Scanlan, “Is Patience a Virtue? The Unsentimental Case for the Long View in Evaluating 

Returns,” Journal of Portfolio Management, Fall 2010, 115.      

 
The pattern of buying high and selling low, which is clear for individuals and institutions, is a good example of 

short-termism. What’s behind it? For individuals, the answer is probably psychological. Small investors can 
suffer from recency bias, the tendency to overweight recent experience in assessing the future. So, for 

example, when a stock is going up, we expect it to continue going up. As a general rule, investors want to do 
today what they should have done in the recent past.    

 
Institutional investors should be more sophisticated but often make the same mistake. Here, part of the 

explanation may be organizational. Agency theory is devoted to the conflict of interests between agents and 
principals. But in fact a lot of the interaction in the institutional world is agent to agent, or even agent to agent 
to agent. Take, for example, a modest university endowment that an investment committee oversees. The 

principal in this case is the university and its community. It would be common for the investment committee 
(agent) to hire a consulting firm (agent) to find a money manager (agent). Each step along the way, the 

agents are expected to do something. But experience shows that doing less generally leaves the principals 
with more.  

 
Again, these behaviors at the micro level can be consistent with a macro outcome, the stock market, which 

recognizes the long term. But the interests of agents and the costs they impose can detract from the final 
returns that the principals earn in the market.   

 
Another factor that contributes to short-termism is stress. When surveyed, Americans cite money, work, 

relationships, and family responsibilities as common causes of stress.60 Not surprisingly, these are all 
psychological stressors. Stress comes from a sense of a lack of predictability and control. Given that markets 
have a lot of variance that arises by luck and that investors are quick to yank funds for underperformance, 

investment management has a lot of stress.   
 

Our stress response is designed primarily to deal with physical threats, such as the big fierce predator that has 
made you the target for lunch. The stress response causes a rise in blood pressure, mobilization of energy to 

the tissues that need it most, and heightened acuity of short-term memory and vision. Just as importantly, the 
body shuts off resources to systems that are relevant only for the long term, including those for digestion, 

immunity, and reproduction. The stress response gets you ready to deal with the very short term, and works 
brilliantly in an emergency. 
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Here’s the key: Your body doesn’t distinguish between physical and psychological provocations. They trigger 
similar physiological responses. If you are chronically stressed, your body breaks down. High blood pressure. 

Digestive problems. Sickness. Reproductive issues. Here’s what Robert Sapolsky, a neurobiologist at Stanford 
University and renowned stress researcher, says about the things that occur in reaction to stress, “They are 

generally shortsighted, inefficient, and penny-wise and dollar-foolish.”61 In a nutshell, stress causes short-
termism.  

 
This relates to investing through the concept of myopic loss aversion, an idea that two economists, Shlomo 

Benartzi and Richard Thaler, developed to explain the equity risk premium. The equity risk premium is the 
return that stocks earn in excess of bonds over time. It had been higher than theory suggested, puzzling 

financial economists.62  

 

Benartzi and Thaler’s approach to the problem combines two concepts. The first is loss aversion, which says 
that humans suffer from losses roughly twice as much as they enjoy comparable gains. So you are twice as 
upset at losing $10 as you are happy at finding $10. Of course, the ratio for each of us is different because 

some of us feel losses more acutely than others, and our own personal ratio varies as a result of our recent 
experience. Losing money after ten days of gains does not feel the same as losing money after ten days of 

losses.63 
 

The second idea is myopia, or in this case how frequently you look at your portfolio. The stock market tends to 
go up over time, but does so with lots of squiggles and turns along the way. So the probability that you will 

see a gain in your stock portfolio is just in excess of 50 percent in an hour, a shade over 51 percent for a day, 
about 53 percent for a week, and almost 75 percent for a year. Go out 10 years or more and the probability 

that you’ll see a profit is very close to 100 percent.  
 
Here’s what happens when you put those ideas together: The more frequently you look at your portfolio, the 

more likely you are to see losses and hence suffer from loss aversion. As a consequence, people who 
examine their portfolios all the time demand higher returns to compensate for their suffering than those who 

examine their portfolios infrequently. Said differently, long-term investors are willing to pay more than short-
term investors for the same asset.64      

 
Benartzi and Thaler estimate that the evaluation period consistent with the realized equity risk premium 

through the early 1990s was about one year. No one can entirely sidestep the sense of loss aversion, but 
frequency of portfolio evaluation is a choice. Institutional money managers often feel that they can’t 

underperform their benchmarks for long without putting their career at risk. By the same token, investors who 
can take a longer view have the opportunity to generate excess risk-adjusted returns.65    

 
Even in the realm of gains, our minds struggle with short-termism. For example, if you give people a choice 
between $10 today and $11 tomorrow, many people select the $10. If you offer them $10 one year from 

now or $11 in one year and a day, they prefer the $11.66 Animals make a similar trade-off with food 
choices.67 It appears that different parts of our brains mediate short-term versus long-term decisions. Parts of 

the limbic system, which deals with more basic functions and is similar in structure to that of other animals, 
handle short-term decisions. Parts of the prefrontal cortex, an area of the human brain known for executive 

function and planning, make long-term decisions.68 

 

Choice architecture is a useful mechanism to deal with short-termism.69 The idea is that the way choices are 
presented to a decision maker will influence how he or she decides. For example, given the choice between a 

lump sum payment and an annuity that has a higher expected value, individuals generally select the lump 
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sum.70 Using choice architecture, the organization offering the choices may grant the annuity by default and 
only provide the lump sum if the individual requests it.  

 

How You Can Avoid the Pull of Short-Termism 

 
There appears to be a broad consensus that short-termism exists and that its effects are deleterious. Much of 

the evidence for short-termism is based on the perceptions of individuals rather than on the evidence of the 
stock market itself. Further, some reduction in investment horizon may be a legitimate result of shortening 

asset lives, which reflect the shift in the global economy. Indeed, the quality of corporate governance appears 
to be highest for sectors that have the longest asset lives. 

 
There also appears to be a sorting mechanism in place. That is, companies that provide lots of information and 

are willing to compromise investment to meet a near-term target attract transient shareholders who share their 
shortsightedness. Companies that focus on the long term, such as Berkshire Hathaway, appeal to dedicated 
shareholders who share the company’s long-term horizon.  

 
The argument for investor short-termism based on portfolio turnover has a couple of problems. The proper 

measure of an investor’s holding period is the duration of the exposure to an asset class, not the amount of 
trading within that asset class. Further, the dramatic decline in transaction costs in the equity market suggests 

that low turnover was more due to friction than farsightedness.     
 

On balance, empirical research suggests that the stock market is reasonably good at reflecting new 
information of economic consequence. In specific instances when earnings per share and cash flow diverge, 

the market generally follows the cash. Analysis of M&A announcements, in particular, shows that while the 
market is not always correct in its initial assessment, there does not appear to be a systematic bias. 

 
All of that said, there remains palpable pressure for investment managers, companies, and investors to 
perform in the short term.71 This pressure, which is the result of organizational structure and psychological 

factors, has some redeeming elements but can also lead to poor choices. Here are some specific 
recommendations to deal with those pressures for each constituency: 

 

Investment Managers 

 

 Create an investment process that results in edge. The process itself can be short- or long-term 

oriented. In markets we need both. But the key is to have a clear sense of why you believe that the 
market is mispricing an asset and how your process can identify such mispricings over time. Skill in the 

investment business is built on the foundation of process, and process allows you to take advantage of 
opportunities that others can’t see or exploit.    
 

 Make sure your behavior is congruent with your process. In communicating their process to clients, 
investment managers generally dwell on what they aspire to do rather than what actually happens. An 

investment organization should strive to make its actions congruent with its stated process. There is good 
evidence that what investment managers say and what they do are different. For instance, a recent 

analysis of more than 800 funds found that 65 percent of them had higher portfolio turnover than they 
expected to have, which means that they were trading more than they said they would.72 Identify gaps 

between words and actions and take steps to close them.   
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 Find the right clients. The dream scenario is a client who understands what you do and is willing to give 
you money when you see opportunity and withdraw money only when prospects are less attractive. Great 

opportunities in the market tend to follow poor results, and poor opportunities follow great results. Since 
most clients suffer from recency bias, they behave opposite to the dream scenario. This behavior has an 

influence on results, as we have seen. Solutions to the client challenge include finding permanent capital 
(an advantage for family offices), using closed-end funds, closing funds with limited potential, and 

marketing funds that are unpopular currently but that have good prospects.   
 

Companies 

 

 Balance the short and long term. The long term is an aggregation of short terms, and executives 
have to deal with both. Peter Drucker, the management consultant and author, wrote that the main task 

of managers is “to harmonize in every decision and action the requirements of the immediate and long-
range future. Managers cannot sacrifice either without endangering the enterprise.”73 Too much 

emphasis on the short term leads to a failure to lay the groundwork for the future. But too much focus on 
the long term means that problems or inefficiencies can fester.    

 

 Be very mindful of communication. If you want to attract short-term oriented investors, give them lots 

of reasons to trade. Those reasons are often based on corporate communications. Explicitly tailor your 
communication to the type of investor you want to attract. Transient investors like news. Quasi-indexers 

like good historical data and the means to track results. Dedicated shareholders want to understand 
strategy and capital allocation practices. Earnings guidance, in particular, can lead to compromising 
behavior. 

 

 Make incentives consistent with the strategy. Ideally, a company should articulate its governing 

objective, a statement of what a company is trying to achieve, and align its incentives and controls to 

serve that objective. A governing objective should relate to building long-term value per share and provide 
specificity about how management intends to cope with the trade-offs that inevitably arise in business. 
While our research shows that sectors with long asset lives have better governance than sectors with 

short asset lives, incentives need to balance the short and long term. Management should try to be 
flexible enough to increase or decrease investment spending based on the opportunities that exist. 

 

Investors 

 

 Understand reversion toward the mean. Reversion toward the mean says that outcomes that are far 

from average will be followed by outcomes with an expected value closer to the average. High past 
returns attract investors and poor returns turn them off, which means that they often put money in at the 

top and remove it at the bottom. The antidote is a thoughtful assessment of long-term expected returns 
from an asset class and a policy of asset allocation that is consistent with those expectations. 

 

 Recognize the value of inactivity. In life, we are generally taught that hard work and effort pay off. In 

investing, activity does not always lead to better outcomes and more often than not it leads to worse 
outcomes. There are three pitfalls to activity. First, the more frequently you assess your portfolio the 

more likely you are to suffer from loss aversion. Second, close monitoring makes you susceptible to 
recency bias because you see clearly what’s done well and what’s done poorly. Finally, activity creates 

costs that detract from portfolio returns. As we saw, the best time horizon for evaluation is longer than 
what is standard in the industry. 
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 Your behaviors influence your returns.  An investment manager is a hired agent who is supposed to 

make the interests of the investor paramount. But the fact is that the behavior of investors helps shape 
the results that investment managers generate. We saw earlier that positive fund flows might account for 

one-third of the excess returns in the hedge fund industry, and we know that outflows cause unwanted 
selling. So if you are a large investor who deals with investment managers, it is important to understand 
your influence on results.       
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Luck vs Pluck: The man who could 

have been Bill Gates 
Dec 20, 2014 

 

The first line in your book goes "my career 

was launched by a trash can". Can you take 

our readers through that story? 

 

When I was a senior in college, I didn't really 

know what I wanted to do with my career, but 

I knew I needed a job. Drexel Burnham 

Lambert, an investment bank that was very 

successful at the time, came on campus to 

interview and I did well enough to be invited 

to New York City for a final round. So I put 

on my best suit and made the trip. 

 

The day of the interviews, we candidates were 

told that we would have six long interviews 

and just 10 minutes with the executive who 

ran the division. My interviews went fine, and 

then it was my turn to meet with the executive. 

Upon walking into his office, I noticed that he 

had a trash can that carried the emblem of the 

Washington Redskins, a professional 

American football team. Being a sports fan 

and having spent my last four years in 

Washington, DC, I complimented him on the 

trash can. That comment hit in an emotional 

spot, and he launched into a discussion of his 

time in DC, the virtues of sports, and the link 

between athletics and business. I sat and 

nodded, as 10 minutes stretched to 15. 

 

You got the job? 

 

I got the job, and accepted it. Indeed, my time 

at Drexel Burnham was extremely formative. 

After about six months into the programme, 

one of the leaders pulled me aside. "You're 

doing fine in the programme," he started, "but 

I have to tell you something. The six 

interviewers voted against hiring you. But the 

top guy came down and insisted that we bring 

you in. I don't know what you said, but it sure 

worked." So I like to say that my career was 

launched by a trash can, and that was pure 

luck. 

 

What was the broader point that you were 

trying to make through that example? 

 

The broader point is that luck permeates many 

aspects of our lives and we're frequently 

unaware of its role. So this book is about skill 

and luck, and includes the definition of each 

term, tools and methods to quantify the role of 

each, and what to do about it. 

 

"Most of the successes and failures we see 

are a combination of skill and luck that can 

prove maddeningly difficult to tease apart," 

you write. Can you explain that in detail? 

 

I open a chapter with the story of an 

entrepreneur who was born near Seattle who 

was a brilliant programmer and wrote code 

that effectively launched the personal 

computer revolution. He started a company 

that by 1980 had a dominant market share in 

the software that ran on the Intel chip. But the 

company's fate was sealed in 1981 when IBM 

came calling and sealed a deal. 

 

Now if you know a little about Bill Gates, you 

can see how that series of facts fits him pretty 

well. But then I share the end of the story: this 

tech pioneer walked into a bar in California in 

1994 and hit his head bluntly as a result of a 

fight or a fall-the details were never clear. He 

died three days later. His name was Gary 

Kildall, and he has a floppy disk etched on his 

tombstone. 

 

Chances are you've never heard of Gary 

Kildall but you have heard of Bill Gates. 

 

That's very interesting... 

 

When IBM executives first approached 

Microsoft about supplying an operating 

system for company's new PC, Gates actually 

referred them to Digital Research (Kildall's 

company). There are conflicting accounts of 

what happened at the meeting, but it's fairly 

clear that Kildall didn't see the significance of 

the IBM deal in the way that Gates did. 

 

And what happened then? 

 

IBM struck a deal with Gates for a lookalike 

of Kildall's product, CP/M-86, that Gates had 

acquired. Once it was tweaked for the IBM 

PC, Microsoft renamed it PC-DOS and 

shipped it. After some wrangling by Kildall, 

IBM did agree to ship CP/M-86 as an 

alternative operating system. IBM also set the 

prices for products. No operating system was 
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included with the IBM PC, and everyone who 

bought a PC had to purchase an operating 

system. PC-DOS cost $40. CP/M-86 cost 

$240. Guess which won. But IBM wasn't the 

direct source of Microsoft's fortune. Gates did 

cut a deal with IBM. But he also kept the right 

to licence PC-DOS to other companies. When 

the market for IBM PC clones took off, 

Microsoft rocketed away from competition. 

 

So what is the point? 

 

The fact is, Kildall played his cards much 

differently than Gates did, and hence did well 

but enjoyed financial success vastly more 

modest than Gates. But it's tantalising to 

consider the possibility that with a few tweaks, 

Kildall could have been Gates. Now the book 

acknowledges that untangling skill and luck 

can be imperfect, but even some sense of the 

relative contributions of the two can really 

help you understand history and, more 

importantly, make better predictions of the 

future. 

 

You write that "most people have a general 

sense that luck evens out over time. That 

may be true in the grand scheme of things. 

But the observation doesn't old for any 

individual, and the timing of luck can have 

a large cumulative effect." What do you 

mean by that? 

 

In some activities, the outcomes are largely 

independent: what happened before doesn't 

affect what happens next. This is true, of 

course, in classic games of chance such as dice 

throwing or roulette wheels, but it also applies 

to relatively stable systems like sports. You 

can model the batting average of baseball 

players, for example, using a simple, 

independent model. In these cases, luck does 

tend to even out over time. In other activities, 

the outcomes are path dependent. What 

happens next is affected by what happened 

before. This is relevant in realms that are 

socially driven such as sales of books, music, 

and movies. The fact is if you ran the universe 

over again, it is very unlikely that the same 

products would be commercial smash hits. We 

know this through examining the results of 

some clever sociological experiments. 

 

Can you explain it through an example? 

 

One example I give in the book is the income 

of college graduates. It turns out that men who 

graduate during times of relative prosperity 

earn more than those who graduate during 

more challenging conditions. That is not so 

surprising. What is more surprising is that that 

effect remains in place for 15 years (and 

perhaps more) following graduation. So two 

students of identical ability can have 

substantially different incomes over a long 

period by dint of when they graduated. So luck 

is not evening out in these cases. There is a 

large cumulative and apparently irreversible 

effect. 

 

Why do we vastly underestimate the role of 

luck in what we see happening around us? 

 

Especially when social processes are at play, 

it's really hard to know how things are going 

to unfold. In other words, luck is a very large 

variable. You often hear executives in the 

entertainment industry lament how hard it is to 

manufacture hits. And that is true. When 

social processes are at play, there's an inherent 

lack of predictability and generally high 

inequality. 

 

Any examples? 

 

One story that captures this is that of a young 

singer named Carly Hennessey. Music 

executives were looking for the next Brittney 

Spears, and Hennessey had everything they 

were looking for-a great voice, charisma, and 

drive. They spent millions on her first album, 

which ended up a commercial flop. In the first 

three months the album sold a grand total of 

378 copies, earning less than $5,000. There is 

simply no easy formula to predict success. 

 

The flipside is true as well. When Michael 

Eisner, then CEO of Disney, saw the pilot of 

the show "Lost," he gave it a 2 on a scale from 

1 to 10, with 10 being the highest. He later 

called it "terrible." But "Lost" was a huge 

success and was very profitable for Disney. 

When the top executive at Disney has no idea 

what's going on, it's easier to accept that it's 

really hard to anticipate hits. 
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Why are we so bad at distinguishing luck 

from skill? 

 

There's a module in your left hemisphere that 

neuroscientists call "the interpreter." Its job is 

to create a narrative that explains cause and 

effect. For most of mankind's existence, cause 

and effect was a pretty straightforward affair: 

a rustle in the bushes likely signalled danger, 

for instance. This module has conferred 

extraordinary advantage, and some scientists 

argue it is at the core of what distinguishes 

humans from other species. Now, here's the 

fascinating component. Studies of split-brain 

patients reveal that the interpreter will 

fabricate a cause whenever it sees an effect, 

even when the cause makes no sense. For 

example, researchers would feed information 

into the right hemisphere-largely absent of 

language-and ask the subject to explain what 

is going on. Since the hemispheres in these 

subjects are severed, there's no way to 

communicate. The interpreter simply makes 

up a story. 

 

So here's the answer to your question. The 

interpreter doesn't know anything about luck. 

When it sees an effect, it searches for a 

plausible cause. Once a cause is found, your 

mind puts the issue to rest. In fact, you start to 

believe your own story and dismiss any other 

possibility, a concept psychologists call 

"creeping determinism." So once something 

has happened, we tend to grossly 

underestimate the role of luck. 

 

Could you give us an example? 

 

I'll mention quickly a paper by Professor 

Andrew Lo at MIT. He studied about 20 

accounts of the recent financial crisis - half of 

them by journalists and the other half by 

academics. He found that there was no 

common explanation for the crisis, and in fact 

some of the explanations contradicted one 

another. 


